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Required Reading

Required Readings Before Class:

� Raschka: ”Build a Large Language Model (From Scratch)” - Chapters 1-2, Pages 1-49

� Focus Topics: AI hierarchy, transformer architecture, pre-training fundamentals, atten-
tion mechanisms

� Supplementary: ”Attention Is All You Need” paper (Vaswani et al., 2017) - Sections
1-3

Before We Begin: A Question to Ponder

When you interact with ChatGPT, GPT-4, or any modern AI assistant, you’re experiencing
capabilities that seemed impossible just a few years ago. These systems can write essays, solve
complex problems, generate code, and engage in nuanced conversations. But what makes this
possible? What fundamental breakthroughs enabled the transformation from simple rule-based
chatbots to truly intelligent language systems?

The answer lies in understanding Large Language Models (LLMs) as a revolutionary appli-
cation of deep learning. Unlike traditional AI systems designed for specific tasks, LLMs learn
general language understanding from massive amounts of text, then adapt this knowledge to
countless applications.

Opening Reflection: Before reading further, consider this: How does a model trained
simply to ”predict the next word” end up capable of reasoning, creativity, and complex problem-
solving? This seemingly simple training objective is the key to understanding the power and
mystery of modern LLMs.

1 Learning Objectives

By the end of this lecture, you will be able to:

1. Understand the AI hierarchy and where LLMs fit within ML and deep learning

2. Explain the key components and stages of the LLM training pipeline
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3. Describe pre-training vs fine-tuning and their respective purposes

4. Understand the transformer architecture basics and why it revolutionized NLP

5. Analyze the scale and data requirements for modern LLMs

6. Evaluate current limitations and challenges in LLM development

2 The AI Hierarchy: Where Do LLMs Fit?

2.1 Understanding the Broader Context

Large Language Models represent a specific application within the broader field of artificial
intelligence. To understand their significance, we need to see where they fit in the AI landscape
and how they emerged from decades of research in machine learning and deep learning.

The AI Evolution Path: The development of LLMs represents the culmination of several
key innovations:

� Artificial Intelligence: The broader field seeking to create human-like machine intelli-
gence

� Machine Learning: Systems that learn patterns from data without explicit program-
ming

� Deep Learning: Multi-layer neural networks capable of learning complex representations

� Large Language Models: Specialized deep learning using transformer architecture for
language understanding

2.2 The Technical Hierarchy Visualization

The relationship between these fields can be understood as a nested hierarchy, where each
level builds upon and extends the capabilities of the previous level. This hierarchy is not merely
academic—it represents the practical evolution of computational approaches that led to modern
AI breakthroughs.

Figure 1: The AI hierarchy showing the relationship between Artificial Intelligence, Machine
Learning, Deep Learning, and Large Language Models. LLMs represent a specialized application
of deep learning focused on natural language processing. (Source: Raschka, Chapter 1, Figure
1.1)

Technical Analysis of Each Level:
Artificial Intelligence (Outermost Layer): The broadest field encompassing any tech-

nique that enables machines to mimic human intelligence. This includes rule-based systems,
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expert systems, search algorithms, and modern machine learning approaches. AI’s goal is to
create systems capable of performing tasks that typically require human cognitive abilities.

Machine Learning (Second Layer): A subset of AI focused on algorithms that improve
performance through experience rather than explicit programming. ML systems learn patterns
from data and make predictions or decisions based on these learned patterns. Key characteristics
include:

� Data-driven learning: Performance improves with more training data

� Pattern recognition: Identifies statistical relationships in data

� Generalization: Makes predictions on unseen data

� Algorithmic diversity: Includes linear models, tree-based methods, clustering, etc.

Deep Learning (Third Layer): A specialized subset of machine learning using artifi-
cial neural networks with multiple layers (hence ”deep”). Deep learning revolutionized AI by
enabling automatic feature extraction and learning of hierarchical representations:

� Representation learning: Automatically discovers relevant features

� Hierarchical features: Lower layers detect simple patterns, higher layers detect complex
concepts

� End-to-end learning: Learns directly from raw input to desired output

� Scale advantages: Performance improves dramatically with more data and parameters

Large Language Models (Innermost Layer): A highly specialized application of deep
learning focused on natural language understanding and generation. LLMs use transformer
architectures to process sequential text data:

� Transformer-based: Leverages attention mechanisms for parallel processing

� Self-supervised learning: Trained on massive text corpora without explicit labeling

� Scale-dependent emergence: New capabilities emerge at specific parameter thresholds

� Foundation model paradigm: Pre-trained models adapted for numerous downstream
tasks

2.3 Historical Context: The Path to LLMs

The journey to modern LLMs spans decades of AI research, each era building upon previous
discoveries:

Rules-Based Systems (1950s-1980s): In the early days of AI, systems were explicitly
programmed with rules. For language tasks, this meant creating extensive dictionaries of words
and grammatical rules. While these systems could handle specific, well-defined tasks, they
struggled with the ambiguity and complexity of natural language.

Statistical Methods (1990s-2000s): The introduction of statistical approaches marked
a significant shift. Instead of hand-crafting rules, systems began learning patterns from data.
N-gram models, for example, predicted the next word based on the frequency of word sequences
in training data. While more flexible than rule-based systems, these approaches were limited
by their inability to capture long-range dependencies and complex semantic relationships.

Neural Networks and Deep Learning (2010s): The resurgence of neural networks,
enabled by increased computational power and larger datasets, brought new capabilities to lan-
guage processing. Recurrent Neural Networks (RNNs) and Long Short-Term Memory networks
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(LSTMs) could process sequences of varying lengths and maintain some memory of previous in-
puts. However, they still struggled with very long sequences and were computationally intensive
to train.

The Transformer Revolution (2017-Present): The introduction of the transformer
architecture in ”Attention Is All You Need” (Vaswani et al., 2017) fundamentally changed
the landscape. By replacing recurrent connections with attention mechanisms, transformers
enabled parallel processing and much more effective modeling of long-range dependencies. This
breakthrough laid the foundation for all modern LLMs.

3 Defining ”Large” in Language Models

3.1 The Three Dimensions of Scale

When we refer to ”large” language models, we’re actually describing scale along three critical
dimensions that work together to create the emergent capabilities we observe:

Parameter Scale: Parameters are the learned weights within the neural network that store
knowledge and enable reasoning. The evolution of GPT models demonstrates the dramatic
scaling trajectory that has enabled modern AI capabilities:

GPT Parameter Evolution Timeline:

� GPT-1 (2018): 117 million parameters - Proof of concept for transformer language
models

� GPT-2 Small (2019): 117 million parameters - Initially withheld due to safety concerns

� GPT-2 Large (2019): 1.5 billion parameters - Demonstrated emergent text generation
capabilities

� GPT-3 (2020): 175 billion parameters - Breakthrough in few-shot learning and reasoning

� GPT-4 (2023): Estimated 1.7 trillion parameters - Advanced reasoning and multimodal
capabilities

� Future Models (2024+): Multi-trillion parameter frontier with efficiency improvements

Technical Implications of Scale:

� Memory Requirements: GPT-3’s 175B parameters require 700GB for model weights
alone

� Training Memory: Including optimizer states and gradients, training requires 3-5TB of
GPU memory

� Inference Costs: Larger models require more expensive hardware and longer response
times

� Architectural Scaling: Model components (layers, attention heads, hidden dimensions)
scale together

3.2 Scaling Laws and Emergent Abilities

The relationship between parameter count and model capability is not linear. Research has
shown that certain capabilities—like few-shot learning, reasoning, and code generation—emerge
suddenly at specific scale thresholds. This phenomenon, known as emergent abilities, suggests
that more parameters don’t just mean bigger files, but qualitatively different capabilities.

Mathematical Scaling Laws: Research by OpenAI, DeepMind, and others has identified
predictable relationships between model scale and performance:
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� Loss Scaling: Training loss decreases predictably with model size following power laws

� Compute Scaling: Performance improves with computational budget allocation

� Data Scaling: Model performance scales with training data size, but with diminishing
returns

� Transfer Scaling: Larger models transfer better to downstream tasks

Emergent Abilities at Scale Thresholds:

� Small Models (¡1B parameters): Basic pattern matching and simple text completion

� Medium Models ( 10B parameters): Improved coherence and basic reasoning

� Large Models (100B+ parameters): Complex reasoning, instruction following, few-
shot learning

� Massive Models (1T+ parameters): Advanced reasoning, planning, meta-cognition

Examples of Emergent Capabilities:

� Chain-of-thought reasoning: Step-by-step problem solving emerges without explicit
training

� In-context learning: Ability to learn new tasks from just examples in the prompt

� Code generation: Programming capabilities across multiple languages

� Mathematical reasoning: Solving complex mathematical problems with detailed ex-
planations

Training Data Scale: Modern LLMs are trained on massive text corpora measured in
terabytes:

� Diverse Sources: Web pages, books, academic papers, code repositories

� Multiple Languages: Though primarily English, includes many world languages

� Temporal Coverage: Data spanning decades of human knowledge

� Quality Filtering: Extensive preprocessing to remove low-quality content

Computational Scale: Training these models requires unprecedented computational re-
sources:

� Hardware: Thousands of specialized GPUs running for months

� Cost: Multi-million dollar training runs for frontier models

� Energy: Significant electricity consumption raising environmental concerns

� Infrastructure: Specialized data centers and networking equipment
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3.3 The Foundation Model Paradigm

The scale of modern LLMs has enabled a new paradigm in AI: the foundation model approach.
Unlike traditional AI systems designed for specific tasks, foundation models are trained on broad
data to learn general capabilities that can be adapted to many downstream applications.

Core Benefits of Foundation Models:

� Transfer Learning: Knowledge learned during pre-training transfers effectively to new
tasks

� Efficiency: Avoid training from scratch for each new application

� Performance: Often exceed task-specific models trained on limited data

� Versatility: Single model can handle diverse tasks through different prompting strategies

Real-World Applications: Foundation models like GPT-3 have spawned entire ecosys-
tems of applications:

� ChatGPT: Conversational AI assistant

� GitHub Copilot: Code generation and completion

� API Services: Custom applications via OpenAI API

� Specialized Variants: InstructGPT, CodeX, DALL-E

4 Custom vs General-Purpose LLMs

4.1 The Case for Custom Models

While general-purpose models like GPT-4 demonstrate impressive capabilities across many do-
mains, there are compelling reasons to develop custom LLMs for specific applications:

Performance Benefits:

� Domain Expertise: Better performance on specialized tasks within specific fields

� Specialized Vocabulary: Understanding of domain-specific terminology and jargon

� Domain-Specific Reasoning: Logic and inference patterns relevant to particular fields

� Reduced Hallucination: More accurate responses within the trained domain

Operational Benefits:

� Data Privacy: Complete control over sensitive training and inference data

� Local Deployment: Run entirely on-premises for security requirements

� Reduced Latency: Faster response times with local inference

� Cost Control: Predictable costs without per-token API charges

� Version Stability: Model behavior remains consistent over time

Success Stories in Custom LLMs:

� BloombergGPT: 50-billion parameter model trained on financial data, outperforming
general models on financial tasks
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� Medical LLMs: Models like ClinicalBERT and BioBERT specialized for healthcare
applications

� Legal LLMs: Systems trained on legal documents for contract analysis and legal research

� Code-Specific Models: CodeBERT, GraphCodeBERT for software development tasks

4.2 Trade-offs and Considerations

The decision between custom and general-purpose models involves several important trade-offs:
Specialization vs. Generalization: Custom models excel in their domain but may lack

the broad knowledge and versatility of general-purpose models. This trade-off must be carefully
considered based on the intended use case.

Resource Requirements: Building custom LLMs requires significant computational re-
sources, specialized expertise, and high-quality domain-specific data. Organizations must assess
whether they have the necessary resources and whether the benefits justify the investment.

Maintenance and Updates: Custom models require ongoing maintenance, updates, and
monitoring. Unlike using API services where the provider handles updates, custom models
place the burden of model management on the organization.

5 The Three-Stage LLM Development Pipeline

5.1 Overview of the Complete Pipeline

Modern LLM development follows a systematic three-stage approach that has revolutionized
how we build and deploy AI systems. This methodology represents a fundamental shift from
traditional machine learning, where each application required training from scratch with task-
specific data.

Figure 2: The three-stage LLM development pipeline: Build � Train � Tune. This approach
enables building foundation models that can be adapted to numerous applications, maximizing
the return on the massive computational investment required for pre-training.

The Three-Stage Paradigm:

� Stage 1 - Build: Architecture design and data preparation
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� Stage 2 - Train: Pre-training for general language understanding

� Stage 3 - Tune: Fine-tuning for specific applications and behaviors

Why This Three-Stage Approach?
This paradigm shift offers several crucial advantages over traditional machine learning ap-

proaches:
Traditional ML Approach:

� Task-specific training from scratch for each application

� Requires labeled data for every individual use case

� Limited transferability between different tasks

� Smaller models with narrow capabilities

� High cost per application

Modern LLM Paradigm:

� Learn general language understanding first, then specialize

� Leverage massive unlabeled text for foundation training

� Transfer knowledge efficiently across diverse tasks

� Build once, apply many times through fine-tuning

� Amortize massive training costs across multiple applications

Analogy: Like learning to read fluently before specializing in literature, medicine, or law

5.2 Stage 1: Build - Architecture and Data Preparation

Architecture Design: The Build stage establishes the neural network architecture that will
serve as the foundation for all subsequent training. Key decisions include:

� Model Architecture: Transformer variant (encoder-only, decoder-only, encoder-decoder)

� Scale Parameters: Number of layers, attention heads, hidden dimensions

� Context Length: Maximum sequence length the model can process

� Vocabulary Size: Number of unique tokens in the model’s vocabulary

� Positional Encoding: Method for representing token positions in sequences

Data Collection and Preprocessing: The foundation of any LLM is its training data.
The Build stage involves collecting and preprocessing massive text corpora that will teach the
model general language understanding. For modern models like GPT-3, this involves processing
hundreds of billions of tokens from diverse sources:

� Web Scraping: Common Crawl data provides billions of web pages covering diverse
topics

� Books and Literature: Digital libraries and book collections for high-quality prose

� Academic Papers: Scientific publications for technical and research content
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� Reference Materials: Wikipedia and encyclopedic sources for factual knowledge

� Code Repositories: GitHub and other programming platforms for code understanding

� News Articles: Journalistic content for current events and reporting styles

� Forums and Discussions: Reddit, Stack Overflow for conversational patterns

Data Quality and Filtering: Raw web data contains significant amounts of low-quality,
duplicate, and potentially harmful content. Sophisticated filtering pipelines are essential:

� Deduplication: Remove identical or near-identical content

� Quality Filtering: Remove spam, advertisements, and low-quality text

� Language Detection: Separate content by language

� Content Filtering: Remove inappropriate or harmful material

� Format Normalization: Standardize text formatting and encoding

Stage 2: Tokenization and Encoding Before text can be processed by neural networks,
it must be converted into numerical representations:

� Tokenization: Break text into discrete units (tokens)

� Vocabulary Construction: Build comprehensive token vocabulary

� Encoding: Convert tokens to numerical IDs

� Special Tokens: Add markers for beginning/end of sequences

This process will be covered in detail in the next lecture on text data processing.
Stage 3: Model Architecture Definition The transformer architecture forms the back-

bone of modern LLMs, with key design decisions including:

� Model Size: Number of parameters and layers

� Attention Heads: Multi-head attention configuration

� Hidden Dimensions: Size of internal representations

� Architectural Variants: Encoder-only, decoder-only, or encoder-decoder

Stage 4: Pre-training This is where the actual learning occurs. The model learns to
predict the next token in sequences through massive-scale optimization:

� Objective: Next token prediction (language modeling)

� Optimization: Gradient descent with specialized optimizers

� Scale: Months of training on thousands of GPUs

� Monitoring: Careful tracking of loss and model behavior
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5.3 Pre-training vs Fine-tuning: A Crucial Distinction

Understanding the difference between pre-training and fine-tuning is essential for grasping how
modern LLMs achieve their capabilities.

Pre-training: Learning General Language Understanding
Pre-training is the first and most computationally intensive phase of LLM development.

During this phase, the model learns fundamental language patterns, world knowledge, and
reasoning capabilities from vast amounts of text data.

Key Characteristics of Pre-training:

� Objective: Next token prediction on diverse text

� Data: Massive, diverse corpora (hundreds of billions of tokens)

� Duration: Weeks to months of continuous training

� Cost: Multi-million dollar computational expenses

� Goal: Learn general language understanding and world knowledge

The pre-training objective appears simple—predict the next word in a sequence—but this
task forces the model to learn an incredible range of capabilities:

� Syntax and Grammar: Proper sentence structure and linguistic rules

� Semantic Understanding: Word meanings and relationships

� World Knowledge: Facts about the world encoded in training text

� Reasoning Patterns: Logical inference and problem-solving approaches

� Cultural Knowledge: Human values, social norms, and cultural references

Fine-tuning: Specialization for Specific Tasks
After pre-training, the model has general language capabilities but may not be optimized for

specific applications. Fine-tuning adapts the pre-trained model for particular tasks or behaviors.
Types of Fine-tuning:

� Task-Specific: Adapt for specific applications (summarization, translation)

� Instruction Following: Train to follow human instructions (InstructGPT)

� Alignment: Ensure helpful, harmless, and honest behavior (RLHF)

� Domain Adaptation: Specialize for particular fields (medical, legal)

Fine-tuning Characteristics:

� Data: Smaller, curated datasets (thousands to millions of examples)

� Duration: Hours to days of training

� Cost: Fraction of pre-training costs

� Goal: Optimize behavior for specific use cases
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6 The Transformer Revolution

6.1 Historical Context: Before Transformers

To appreciate the revolutionary impact of transformers, we must understand the limitations of
previous approaches to sequence modeling in natural language processing.

Recurrent Neural Networks (RNNs): Before transformers, RNNs were the dominant
architecture for processing sequential data like text. RNNs process sequences one element at a
time, maintaining a hidden state that theoretically captures information from previous elements.

RNN Limitations:

� Sequential Processing: Cannot parallelize computation across sequence positions

� Vanishing Gradients: Difficulty learning long-range dependencies

� Limited Context: Information from distant tokens often lost

� Computational Inefficiency: Slow training and inference

Long Short-Term Memory (LSTM): LSTMs improved upon basic RNNs by introducing
gating mechanisms that help preserve information over longer sequences. However, they still
suffered from sequential processing constraints and limited ability to capture very long-range
dependencies.

Convolutional Neural Networks (CNNs): Some approaches attempted to use CNNs
for text processing, applying convolution operations to capture local patterns in text. While
parallelizable, CNNs struggled with long-range dependencies and the variable-length nature of
natural language sequences.

6.2 The Transformer Breakthrough

In 2017, Vaswani et al. published ”Attention Is All You Need,” introducing the transformer
architecture that would revolutionize not just natural language processing, but machine learning
more broadly.

Key Innovation: Self-Attention The core insight of transformers was to replace recurrent
and convolutional layers entirely with attention mechanisms. Self-attention allows each position
in a sequence to directly attend to all other positions, creating direct connections between any
two tokens regardless of their distance.

Revolutionary Advantages:

� Parallelization: All positions processed simultaneously during training

� Long-range Dependencies: Direct connections between distant tokens

� Scalability: Architecture scales efficiently to billions of parameters

� Transfer Learning: Pre-trained models transfer well across tasks

6.3 From Original Transformer to Modern LLMs

The original transformer was designed for machine translation using an encoder-decoder archi-
tecture. However, different components of this architecture proved optimal for different types
of tasks, leading to architectural specialization.

BERT: Encoder-Only Architecture BERT (Bidirectional Encoder Representations from
Transformers) uses only the encoder portion of the original transformer:

� Bidirectional Attention: Can attend to context from both directions
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Figure 3: Original Transformer Architecture showing the encoder-decoder structure with self-
attention mechanisms. The encoder processes the input sequence while the decoder generates
the output sequence, with attention mechanisms connecting them. (Source: Raschka, Chapter
1, Figure 1.4)

� Masked Language Modeling: Training objective involves predicting masked tokens

� Strengths: Excellent for understanding tasks like classification and question answering

� Limitations: Not designed for generation tasks

GPT: Decoder-Only Architecture The GPT (Generative Pre-trained Transformer) se-
ries uses only the decoder portion:

� Causal Attention: Can only attend to previous tokens

� Autoregressive Generation: Trained to predict next tokens

� Strengths: Excellent for generation and can handle diverse tasks through prompting

� Versatility: Single architecture handles many different applications

T5/UL2: Full Encoder-Decoder Some models maintain the full encoder-decoder struc-
ture:

� Flexible Attention: Different attention patterns for encoder and decoder

� Various Objectives: Can be trained with multiple learning objectives

� Versatility: Good for both understanding and generation tasks

6.4 Why Decoder-Only Won the Race

While all three architectural approaches have merit, decoder-only models like GPT have become
dominant in the LLM landscape. Several factors contributed to this dominance:

Simplicity and Scalability:

� Unified Architecture: Single architecture handles multiple task types
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� Scaling Properties: Easier to scale to billions of parameters

� Training Efficiency: Simpler training procedures and objectives

� Infrastructure: More straightforward distributed training

Versatility Through Prompting: The key insight of GPT models is that text completion
is a universal interface. By framing different tasks as text completion problems, a single model
can handle:

� Question Answering: ”Q: What is the capital of France? A: ...”

� Translation: ”English: Hello. French: ...”

� Summarization: ”Article: ... Summary: ...”

� Code Generation: ” Function to calculate fibonaccifibonacci(n):”

Figure 4: GPT decoder-only architecture detail showing the key components: causal self-
attention, stacked transformer blocks, layer normalization, residual connections, and feed-
forward networks. This simplified architecture enables scaling to billions of parameters while
maintaining training stability. (Source: Raschka, Chapter 1, Figure 1.8)

GPT Model Specifications: The evolution of GPT models demonstrates the scaling
trajectory:

� GPT-2: 48 layers, 1600 hidden units, 25 attention heads

� GPT-3: 96 layers, 12288 hidden units, 96 attention heads

� GPT-4: Estimated 120+ layers, mixture of experts architecture
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7 Understanding Self-Attention

7.1 The Core Mechanism

Self-attention is the heart of the transformer architecture and the key to understanding how
modern LLMs process language. Unlike previous approaches that processed text sequentially,
self-attention allows the model to consider the entire sequence simultaneously and learn which
parts are most relevant for understanding each token.

Conceptual Understanding: Imagine reading the sentence: ”The bank by the river is
steep.” When you encounter the word ”bank,” your brain automatically considers the surround-
ing context to understand that this refers to a riverbank rather than a financial institution.
Self-attention provides a similar mechanism for neural networks.

How Self-Attention Works:

1. Each word in the sequence ”looks at” every other word

2. The model learns which words are important for understanding each word

3. These relationships are captured through learnable parameters

4. The process happens simultaneously for all positions in parallel

7.2 Mathematical Foundation

The self-attention mechanism can be expressed mathematically as:

Attention(Q,K, V ) = softmax
(

QKT
√
dk

)
V

Component Breakdown:

� Q (Query): ”What information am I looking for?” - represents the current token seeking
information

� K (Key): ”What information do I have available?” - represents all tokens that could
provide relevant information

� V (Value): ”The actual information content” - the representations that will be aggre-
gated

� dk: Dimension of key vectors, used for scaling to prevent extremely large dot products

The Process:

1. Compute Attention Scores: QKT calculates similarity between queries and keys

2. Scale: Divide by
√
dk to prevent vanishing gradients in softmax

3. Normalize: Softmax creates attention weights that sum to 1

4. Aggregate: Weighted sum of values based on attention weights

Multi-Head Attention: Real transformers use multiple attention ”heads” running in
parallel:

� Each head focuses on different types of relationships

� GPT-3 uses 96 attention heads per layer

� Different heads might capture syntax, semantics, or discourse patterns

� Results are concatenated and linearly transformed
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7.3 Practical Example: Context-Dependent Understanding

Consider the sentence: ”The bank by the river is steep, so I deposited my money at the other
bank.”

Attention Patterns:

� First ”bank”: High attention to ”river” and ”steep” � geographical meaning

� Second ”bank”: High attention to ”deposited” and ”money” � financial meaning

� Context Disambiguation: Attention mechanism enables different interpretations of the
same word

This demonstrates how self-attention enables context-sensitive understanding that would be
difficult to achieve with fixed word representations or sequential processing.

8 Training Data: The Foundation of LLM Knowledge

8.1 GPT-3 Training Data Breakdown

Understanding the training data used for major LLMs provides insight into their capabilities
and limitations. GPT-3’s training data represents one of the largest and most diverse text
corpora ever assembled for language model training.

Common Crawl (410 billion tokens):

� Source: Web pages scraped from 2016-2019

� Processing: Extensive filtering for quality and relevance

� Deduplication: Removal of duplicate or near-duplicate content

� Languages: Primarily English but includes many world languages

� Challenges: Noisy data requiring sophisticated filtering

WebText2 (19 billion tokens):

� Curation: Text from links shared on Reddit with high engagement

� Quality: Higher quality than raw web crawls

� Diversity: Wide range of topics and writing styles

� Social Signal: Human curation through Reddit voting system

Books1 and Books2 (16 billion tokens combined):

� Literature: Fiction and non-fiction books

� Quality: High-quality, edited prose

� Depth: Long-form content enabling coherent reasoning

� Knowledge: Comprehensive coverage of human knowledge and culture

Wikipedia (3 billion tokens):

� Factual Knowledge: Encyclopedia-style information

� Structure: Well-organized, interconnected articles

� Citations: References to authoritative sources

� Multiple Languages: Wikipedia in various languages
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8.2 Data Quality and Its Impact

The quality of training data directly impacts model capabilities and behaviors. Poor quality
data leads to various problems that persist throughout the model’s lifetime.

Quality Dimensions:

� Accuracy: Factual correctness of information

� Coherence: Logical flow and structure of text

� Diversity: Coverage of topics, styles, and perspectives

� Relevance: Appropriateness for language modeling objectives

� Bias: Representation of different groups and viewpoints

Data Filtering Approaches:

� Rule-Based: Heuristic filters for obvious low-quality content

� ML-Based: Classifier models trained to identify quality text

� Human Curation: Manual review for high-stakes applications

� Deduplication: Remove repetitive content that could cause overfitting

8.3 Ethical and Legal Considerations

The massive scale of LLM training data raises important ethical and legal questions:
Copyright and Intellectual Property:

� Many training texts are copyrighted works

� Legal frameworks for ”fair use” in AI training are evolving

� Authors and publishers are raising concerns about unauthorized use

� Some jurisdictions are developing specific AI training regulations

Privacy Concerns:

� Web scraping may capture personal information

� Models can potentially memorize and reproduce private data

� GDPR and similar regulations may apply to training data

� Need for data governance and privacy protection measures

Bias and Representation:

� Training data reflects societal biases and stereotypes

� Underrepresentation of certain groups and perspectives

� Models can perpetuate and amplify existing biases

� Ongoing research into bias detection and mitigation
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9 Limitations and Challenges

9.1 Current Limitations of LLMs

Despite their impressive capabilities, modern LLMs face several fundamental limitations that
are important to understand:

Hallucination: LLMs can generate confident-sounding but factually incorrect information.
This occurs because:

� Models learn patterns rather than facts

� Training objective prioritizes fluency over accuracy

� No explicit mechanism to verify information

� Pressure to generate responses even with insufficient knowledge

Lack of True Understanding: While LLMs demonstrate sophisticated language use,
questions remain about whether they truly ”understand” concepts or simply perform statistical
pattern matching:

� Shallow processing of complex logical relationships

� Difficulty with novel reasoning requiring true comprehension

� Inconsistent behavior across similar problems

� Debate about consciousness and understanding in AI systems

Context Length Limitations: Current transformer architectures have fixed maximum
context lengths:

� GPT-3: 2,048 tokens (roughly 1,500 words)

� GPT-4: 8,192-32,768 tokens depending on version

� Cannot process very long documents in their entirety

� Challenges for applications requiring extensive context

Training Data Cutoffs: LLMs have fixed knowledge cutoffs based on their training data:

� Cannot learn new information after training

� Knowledge becomes outdated over time

� Difficulty with recent events and developments

� Need for periodic retraining on updated data

9.2 Computational and Environmental Challenges

Training Costs: The computational requirements for training state-of-the-art LLMs are enor-
mous:

� GPT-3 training estimated at $4.6 million in compute costs

� Requires access to thousands of high-end GPUs

� Months of continuous training time
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� Significant expertise in distributed systems and optimization

Environmental Impact: Large-scale AI training has significant environmental implica-
tions:

� High electricity consumption during training

� Carbon footprint from energy use

� Hardware manufacturing and disposal

� Growing concern about sustainability of scaling trends

Inference Costs: Running large models for inference is also expensive:

� Requires powerful hardware for acceptable response times

� Memory requirements for storing billions of parameters

� Energy consumption for continuous operation

� Scalability challenges for serving millions of users

9.3 Emerging Solutions and Research Directions

The AI research community is actively working on addressing these limitations:
Improving Factuality:

� Retrieval-augmented generation (RAG) systems

� Tool use and external knowledge integration

� Better training objectives that prioritize accuracy

� Uncertainty quantification and confidence estimation

Extending Context Length:

� Efficient attention mechanisms (sparse attention, linear attention)

� Hierarchical approaches for long documents

� Memory-augmented architectures

� Sliding window and chunking strategies

Reducing Computational Requirements:

� Model compression and distillation techniques

� More efficient architectures and training procedures

� Hardware optimization for AI workloads

� Edge deployment and federated learning approaches
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10 Interactive Activities and Exercises

10.1 LLM Capabilities Exploration

Exercise 1: Prediction Challenge Before looking at actual LLM outputs, predict how a
language model would complete these prompts:

1. ”The weather today is...” Your prediction:
2. ”To be or not to be...” Your prediction:
3. ”def fibonacci(n):” Your prediction:
Discussion Questions:

� What patterns do you notice in the completions?

� How does the model ”know” to switch between prose, poetry, and code?

� What does this tell us about how language models learn?

10.2 Architecture Comparison

Exercise 2: Understanding Attention Consider the sentence: ”The bank by the river is
steep.”

1. Which words should ”bank” pay attention to for correct interpretation? 2. How would
this differ if the sentence were: ”I deposited money at the bank”? 3. What does this tell us
about the importance of context in language understanding?

Exercise 3: Scale Analysis Research and compare the specifications of different language
models:

Model Parameters Layers Hidden Size Attention Heads

GPT-2 Small 117M 12 768 12

GPT-2 Large 774M 36 1280 20

GPT-3 175B 96 12288 96

Your Choice ? ? ? ?

What patterns do you observe in how model components scale together?

11 Summary and Key Takeaways

11.1 Essential Concepts

By completing this lecture, you should now understand:
LLM Fundamentals:

� LLMs represent a specialized application of deep learning within the broader AI hierarchy

� ”Large” refers to scale across parameters, data, and computation dimensions

� Foundation models can be adapted to many tasks through transfer learning

Training Pipeline:

� Pre-training learns general language understanding from massive diverse text

� Fine-tuning specializes models for specific tasks or behaviors

� Data quality and diversity are crucial for model capabilities

Transformer Architecture:
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� Self-attention enables parallel processing and long-range dependencies

� Decoder-only architectures like GPT have become dominant for their versatility

� Mathematical foundations enable understanding of model behavior

Challenges and Limitations:

� Hallucination, context limitations, and computational costs remain significant challenges

� Active research is addressing these limitations through various approaches

� Understanding limitations is crucial for responsible deployment

11.2 Looking Ahead

This lecture provided the foundation for understanding modern LLMs. In our next lecture, we’ll
dive deep into the practical aspects of text data processing, exploring how raw text is trans-
formed into the numerical representations that make LLM training possible. We’ll implement
tokenization algorithms, build data pipelines, and understand the crucial preprocessing steps
that enable effective language model training.

Next Lecture Preview:

� Hands-on tokenization implementation

� Byte Pair Encoding (BPE) algorithm

� Data pipeline construction

� Memory-efficient processing techniques

� Real-world dataset preparation

Further Reading

Essential Papers:

� Vaswani, A., et al. ”Attention Is All You Need.” (2017)

� Radford, A., et al. ”Language Models are Unsupervised Multitask Learners.” (GPT-2,
2019)

� Brown, T., et al. ”Language Models are Few-Shot Learners.” (GPT-3, 2020)

Additional Resources:

� The Illustrated Transformer (Jay Alammar blog series)

� GPT-3 Paper Analysis and Implementation Guides

� Transformer Architecture Deep Dives (Towards Data Science)

20


	Learning Objectives
	The AI Hierarchy: Where Do LLMs Fit?
	Understanding the Broader Context
	The Technical Hierarchy Visualization
	Historical Context: The Path to LLMs

	Defining "Large" in Language Models
	The Three Dimensions of Scale
	Scaling Laws and Emergent Abilities
	The Foundation Model Paradigm

	Custom vs General-Purpose LLMs
	The Case for Custom Models
	Trade-offs and Considerations

	The Three-Stage LLM Development Pipeline
	Overview of the Complete Pipeline
	Stage 1: Build - Architecture and Data Preparation
	Pre-training vs Fine-tuning: A Crucial Distinction

	The Transformer Revolution
	Historical Context: Before Transformers
	The Transformer Breakthrough
	From Original Transformer to Modern LLMs
	Why Decoder-Only Won the Race

	Understanding Self-Attention
	The Core Mechanism
	Mathematical Foundation
	Practical Example: Context-Dependent Understanding

	Training Data: The Foundation of LLM Knowledge
	GPT-3 Training Data Breakdown
	Data Quality and Its Impact
	Ethical and Legal Considerations

	Limitations and Challenges
	Current Limitations of LLMs
	Computational and Environmental Challenges
	Emerging Solutions and Research Directions

	Interactive Activities and Exercises
	LLM Capabilities Exploration
	Architecture Comparison

	Summary and Key Takeaways
	Essential Concepts
	Looking Ahead


