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Required Reading

Required Readings Before Class:

� Raschka: ”Build a Large Language Model (From Scratch)” - Chapter 2, Pages 17-49

� Focus Topics: Tokenization approaches, BPE algorithm, data pipeline implementation,
word embeddings, positional encoding

� Supplementary: OpenAI’s tiktoken documentation and HuggingFace tokenizers guide

Before We Begin: A Question to Ponder

When you read this sentence, your brain instantly recognizes words, understands their meaning,
and grasps the relationships between them. But how would you teach a computer to do the
same? A computer only understands numbers—ones and zeros. How do we bridge the gap
between the rich, nuanced world of human language and the binary world of computers?

This fundamental challenge—converting text into a format that neural networks can pro-
cess—is what we’ll explore today. The solution, tokenization, might seem simple on the surface,
but as we’ll discover, the choices we make here profoundly impact everything that follows in
building a language model.

Opening Reflection: Before reading further, consider this: If you had to convert the
word ”unbelievable” into numbers for a computer, how would you do it? Would you assign
one number to the whole word? Break it into letters? Or perhaps into meaningful chunks like
”un-believ-able”? What are the trade-offs of each approach?

1 Learning Objectives

By the end of this lecture, you will be able to:

1. Understand the fundamental role of tokenization in LLMs and the three-stage processing
pipeline

2. Explain the evolution from Word2Vec embeddings to modern contextual embeddings

3. Implement basic tokenization algorithms from scratch

4. Use advanced tokenization methods including Byte Pair Encoding (BPE)
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5. Apply the tiktoken library for GPT-style tokenization

6. Build efficient data pipelines for LLM training

7. Understand positional encoding mathematics and implementation

8. Handle special tokens, edge cases, and memory optimization

2 The Three-Stage LLM Pipeline: From Text to Understanding

2.1 Overview of the Complete Pipeline

Large Language Model training involves a sophisticated three-stage pipeline that transforms raw
text into the numerical representations needed for neural network processing. Understanding
this complete pipeline is crucial for appreciating how modern LLMs achieve their remarkable
capabilities.

Figure 1: The complete three-stage pipeline for LLM training: Stage 1 (Data Preprocessing)
converts raw text to tokens, Stage 2 (Token Processing) creates embeddings and training sam-
ples, and Stage 3 (Model Training) uses attention mechanisms to learn language patterns. This
integrated approach enables the transformation from human text to AI understanding. (Source:
Raschka, Chapter 2, Figure 2.1)

Stage 1: Data Preprocessing This stage focuses on converting raw text into standardized
tokens that can be processed by neural networks:

� Text Normalization: Standardize character encodings, handle special characters

� Tokenization: Break text into discrete units (words, subwords, or characters)

� Vocabulary Construction: Build comprehensive dictionaries mapping tokens to IDs

� Special Token Integration: Add markers for sequence boundaries and unknown words

Stage 2: Token Processing and Embedding This stage transforms discrete tokens into
dense vector representations:

� Token Embedding: Map each token ID to a dense vector
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� Positional Encoding: Add sequence position information

� Sample Creation: Generate input-target pairs for training

� Batch Processing: Organize data for efficient computation

Stage 3: Model Training This stage uses the processed data to train the neural network:

� Attention Mechanisms: Learn relationships between tokens

� Next Token Prediction: Train on language modeling objective

� Parameter Updates: Optimize model weights through backpropagation

� Iterative Improvement: Gradually improve language understanding

2.2 Why This Pipeline Architecture Matters

The three-stage approach provides several critical advantages:
Modularity: Each stage can be optimized independently, allowing for improvements in

tokenization without rebuilding the entire model.
Scalability: The pipeline can handle massive datasets by processing data in streams rather

than loading everything into memory.
Flexibility: Different tokenization strategies can be tested and compared within the same

framework.
Efficiency: Preprocessing can be done once and reused for multiple training runs, saving

computational resources.

3 The Text Processing Challenge: From Words to Numbers

3.1 Understanding the Representation Problem

Large Language Models are, at their core, mathematical functions that operate on numerical
vectors. Yet they must understand and generate human-readable text. This creates what we
call the representation problem: how do we represent discrete, symbolic text in a continuous,
numerical space that preserves semantic meaning?

The Fundamental Challenge: Text is inherently discrete and symbolic, while neural net-
works operate on continuous numerical values. The bridge between these two worlds—tokenization—determines:

� How much memory the model requires

� How fast it can process text

� How well it handles rare words and new terminology

� How effectively it can work across different languages

� The model’s ability to understand subword relationships

3.2 Historical Evolution: From Word2Vec to Modern Embeddings

Understanding the evolution of text representation helps us appreciate why modern approaches
are so effective.

Word2Vec Era (2013): Fixed Word Embeddings
Word2Vec represented a breakthrough in learning semantic representations from large text

corpora. The key insights were:
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� Words appearing in similar contexts tend to have similar meanings

� Vector arithmetic could capture semantic relationships (king - man + woman ≈ queen)

� Dense vector representations were more efficient than sparse one-hot encodings

Word2Vec Limitations:

� Fixed Representations: Each word had exactly one vector, regardless of context

� Out-of-Vocabulary: Unknown words couldn’t be represented

� Polysemy: Words with multiple meanings (bank = financial institution vs riverbank)
were problematic

� Subword Information: Morphological relationships were ignored

BERT Era (2018): Contextual Embeddings
BERT introduced contextual embeddings that could represent the same word differently

depending on its context:

� ”bank” in ”river bank” vs ”bank account” would have different representations

� Bidirectional context allowed understanding from both left and right

� Subword tokenization helped handle rare and unknown words

GPT Era (2018-Present): Token + Positional Embeddings
Modern GPT models combine token embeddings with positional information:

� Token Embeddings: Learned representations for each token in the vocabulary

� Positional Embeddings: Encoding of sequence position information

� Learned During Training: Both types of embeddings are optimized for the specific
task

� Scalable Architecture: Can handle very large vocabularies and long sequences

3.3 Word Embedding Foundations

Before diving into tokenization algorithms, it’s important to understand the mathematical foun-
dations of word embeddings and why they’re so effective.

What are Embeddings? Embeddings are dense vector representations of discrete objects
(words, tokens, or larger text units) in a continuous vector space. The key properties that make
embeddings powerful are:

� Semantic Similarity: Words with similar meanings are located near each other in the
embedding space

� Mathematical Operations: Relationships between words can be expressed as vector
arithmetic

� Dimensionality: Typical sizes range from 50-1024 dimensions for traditional word em-
beddings to 768-12,288 for modern LLM embeddings

� Efficiency: Dense representations are more memory-efficient than sparse one-hot vectors
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Figure 2: Embedding models transform non-numeric data (text, images, audio) into continuous
vector representations that preserve semantic relationships. This transformation enables neural
networks to process and understand human language. (Source: Raschka, Chapter 2, Figure 2.2)

Embedding Dimensions in Modern LLMs
The choice of embedding dimension is crucial for model performance and has evolved sig-

nificantly:

Model Embedding Dim Parameters Vocab Size

GPT-2 Small 768 124M 50,257
GPT-2 Medium 1024 355M 50,257
GPT-2 Large 1280 774M 50,257
GPT-3 12,288 175B 50,257

Why Larger Embedding Dimensions?

� Rich Representations: More dimensions allow finer semantic distinctions

� Information Capacity: Larger models require more expressive embeddings

� Training Stability: Higher dimensions help with gradient flow

� Transfer Learning: Rich embeddings transfer better to downstream tasks

4 Tokenization: Bridging Text and Numbers

4.1 What is Tokenization?

Tokenization is the process of converting raw text into a sequence of discrete units called tokens.
These tokens serve as the atomic units of text that language models process. The quality and
choice of tokenization strategy significantly impact model performance.

Core Tokenization Concepts:

� Token: The basic unit of text processing (word, subword, or character)

� Vocabulary: The set of all possible tokens the model can process

� Token ID: Numerical identifier assigned to each token

� Encoding: Converting text to token IDs

� Decoding: Converting token IDs back to text
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4.2 Tokenization Approaches: A Spectrum of Granularity

Different tokenization strategies offer different trade-offs between vocabulary size, semantic
meaning, and computational efficiency.

Character-Level Tokenization

� Approach: Each character is a separate token

� Advantages: Very small vocabulary, no out-of-vocabulary issues

� Disadvantages: Long sequences, loss of semantic information

� Example: ”Hello” � [’H’, ’e’, ’l’, ’l’, ’o’]

Word-Level Tokenization

� Approach: Each word is a separate token

� Advantages: Preserves semantic meaning, intuitive

� Disadvantages: Large vocabulary, out-of-vocabulary problems

� Example: ”Hello world” � [’Hello’, ’world’]

Subword Tokenization (Modern Approach)

� Approach: Break words into meaningful subword units

� Advantages: Balance between vocabulary size and semantic meaning

� Methods: Byte Pair Encoding (BPE), WordPiece, SentencePiece

� Example: ”unbelievable” � [’un’, ’believ’, ’able’]

5 Implementing Simple Tokenization

5.1 Text Preprocessing: The Foundation

Before tokenization can begin, raw text needs to be normalized and cleaned. This preprocessing
step ensures consistent input for the tokenization algorithm.� �

1 import re

2

3 def preprocess(text):

4 """

5 Preprocess raw text for tokenization.

6

7 Args:

8 text (str): Raw input text

9

10 Returns:

11 str: Preprocessed text

12 """

13 # Add spaces around punctuation

14 # ([ ,.?!"()]) captures punctuation in group 1

15 # r’ \1 ’ = space + captured punctuation + space

16 text = re.sub(r’([ ,.?!"()])’, r’ \1 ’, text)

17

18 # Normalize whitespace

19 # \s+ matches 1 or more whitespace (space/tab/newline)

20 # Replace with single space

21 text = re.sub(r’\s+’, ’ ’, text)
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22

23 # Lowercase conversion

24 text = text.lower().strip()

25

26 return text

27

28 # Example usage

29 raw_text = "Hello , World! How’s it going?"

30 preprocessed = preprocess(raw_text)

31 print(f"Original: {raw_text}")

32 print(f"Processed: {preprocessed}")

33 # Output: "hello , world ! how’s it going ?"� �
5.2 Building a Vocabulary

The vocabulary is the foundation of any tokenization system. It defines the mapping between
tokens and their numerical IDs.

Figure 3: Complete tokenization process showing the conversion from raw text to token IDs
through vocabulary mapping. This systematic approach ensures consistent text-to-number con-
version. (Source: Raschka, Chapter 2, Figure 2.8)

� �
1 def build_vocabulary(text):

2 """

3 Build a vocabulary from preprocessed text.

4

5 Args:

6 text (str): Preprocessed text

7

8 Returns:

9 dict: Token -to -ID mapping

10 """

11 # Step 1: Extract all unique tokens

12 tokens = text.split()

13 unique_tokens = sorted(set(tokens))

14

15 # Step 2: Create token -to -ID mapping

16 vocab = {token: idx for idx , token in enumerate(unique_tokens)}

17

18 # Step 3: Add special tokens

19 vocab[’<UNK >’] = len(vocab) # Unknown token
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20 vocab[’<PAD >’] = len(vocab) # Padding token

21 vocab[’<BOS >’] = len(vocab) # Beginning of sequence

22 vocab[’<EOS >’] = len(vocab) # End of sequence

23

24 return vocab

25

26 # Example

27 sample_text = "the cat sat on the mat the dog ran"

28 vocab = build_vocabulary(sample_text)

29 print("Vocabulary:", vocab)

30 # {’cat ’: 0, ’dog ’: 1, ’mat ’: 2, ’on ’: 3, ’ran ’: 4, ’sat ’: 5, ’the ’: 6,

31 # ’<UNK >’: 7, ’<PAD >’: 8, ’<BOS >’: 9, ’<EOS >’: 10}

32

33 \begin{figure }[h]

34 \centering

35 \includegraphics[width =0.7\ textwidth ]{ fig2_6.jpg}

36 \caption{Vocabulary construction process - Part 1: Breaking text into

individual tokens and identifying unique elements for the vocabulary. (

Source: Raschka , Chapter 2, Figure 2.6)}

37 \end{figure}

38

39 \begin{figure }[h]

40 \centering

41 \includegraphics[width =0.7\ textwidth ]{ fig2_7.jpg}

42 \caption{Vocabulary construction process - Part 2: Applying the vocabulary from

the training set to convert new text into token IDs. (Source: Raschka ,

Chapter 2, Figure 2.7)}

43 \end{figure}� �
5.3 SimpleTokenizerV1: A Basic Implementation

Let’s implement a complete tokenizer class that demonstrates the fundamental concepts:� �
1 class SimpleTokenizerV1:

2 """

3 A simple tokenizer implementing basic word -level tokenization.

4 """

5

6 def __init__(self , vocab):

7 """

8 Initialize tokenizer with vocabulary.

9

10 Args:

11 vocab (dict): Token -to -ID mapping

12 """

13 self.str_to_int = vocab

14 self.int_to_str = {i: s for s, i in vocab.items()}

15

16 def encode(self , text):

17 """

18 Encode text into token IDs.

19

20 Args:

21 text (str): Input text

22

23 Returns:

24 list: List of token IDs

25 """

26 preprocessed = preprocess(text)

27 tokens = preprocessed.split()

28

29 # Convert tokens to IDs , use <UNK > for unknown tokens
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30 ids = []

31 for token in tokens:

32 if token in self.str_to_int:

33 ids.append(self.str_to_int[token])

34 else:

35 ids.append(self.str_to_int[’<UNK >’])

36

37 return ids

38

39 def decode(self , ids):

40 """

41 Decode token IDs back to text.

42

43 Args:

44 ids (list): List of token IDs

45

46 Returns:

47 str: Decoded text

48 """

49 tokens = [self.int_to_str[i] for i in ids]

50 return ’ ’.join(tokens)

51

52 # Example usage

53 tokenizer = SimpleTokenizerV1(vocab)

54

55 # Encoding

56 text = "the cat sat on a new mat"

57 encoded = tokenizer.encode(text)

58 print(f"Encoded: {encoded}")

59 # [6, 0, 5, 3, 7, 7, 2] (note: ’a’ and ’new’ become <UNK >=7)

60

61 # Decoding

62 decoded = tokenizer.decode(encoded)

63 print(f"Decoded: {decoded}")

64 # "the cat sat on <UNK > <UNK > mat"� �
5.4 Handling Unknown Words: SimpleTokenizerV2

The major limitation of SimpleTokenizerV1 is its inability to handle unknown words gracefully.
Let’s create an improved version:� �

1 class SimpleTokenizerV2:

2 """

3 Improved tokenizer with better unknown word handling.

4 """

5

6 def __init__(self , vocab):

7 self.str_to_int = vocab

8 self.int_to_str = {i: s for s, i in vocab.items()}

9

10 def encode(self , text):

11 """

12 Encode text with improved unknown word handling.

13 """

14 preprocessed = preprocess(text)

15 tokens = preprocessed.split()

16

17 ids = []

18 for token in tokens:

19 if token in self.str_to_int:

20 ids.append(self.str_to_int[token])

21 else:
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22 # Handle unknown words by character -level fallback

23 print(f"Unknown word encountered: ’{token}’")

24 ids.append(self.str_to_int[’<UNK >’])

25

26 return ids

27

28 def decode(self , ids):

29 """

30 Decode with special token filtering option.

31 """

32 tokens = []

33 for i in ids:

34 token = self.int_to_str[i]

35 # Skip special tokens in decoded output

36 if token not in [’<UNK >’, ’<PAD >’, ’<BOS >’, ’<EOS >’]:

37 tokens.append(token)

38 return ’ ’.join(tokens)

39

40 # Demonstration

41 tokenizer_v2 = SimpleTokenizerV2(vocab)

42 test_text = "the elephant walked gracefully"

43 encoded = tokenizer_v2.encode(test_text)

44 print(f"Text: {test_text}")

45 print(f"Encoded: {encoded}")

46 print(f"Decoded: {tokenizer_v2.decode(encoded)}")� �
6 Advanced Tokenization: Byte Pair Encoding (BPE)

6.1 Understanding the BPE Algorithm

Byte Pair Encoding represents the current state-of-the-art in tokenization for large language
models. BPE was originally developed for data compression but has proven extremely effective
for NLP applications.

BPE Core Principles:

� Start with character-level tokens

� Iteratively merge the most frequent character pairs

� Build a vocabulary of subword units

� Balance vocabulary size with semantic meaning

Why BPE Works So Well:

� Handles Rare Words: Breaks unknown words into known subwords

� Morphological Awareness: Captures prefixes, suffixes, and roots

� Vocabulary Efficiency: Compact vocabulary with good coverage

� Cross-Language: Works well across different languages

6.2 BPE Algorithm Implementation

Let’s implement a simplified version of BPE to understand how it works:
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Figure 4: BPE handling of unknown words: The algorithm can break down any word into
subwords or characters, eliminating the need for ¡UNK¿ tokens. This demonstrates BPE’s key
advantage in handling out-of-vocabulary words. (Source: Raschka, Chapter 2, Figure 2.11)

� �
1 import re

2 from collections import defaultdict , Counter

3

4 class SimpleBPE:

5 """

6 Simplified Byte Pair Encoding implementation for educational purposes.

7 """

8

9 def __init__(self):

10 self.merges = {}

11 self.vocab = {}

12

13 def get_word_tokens(self , text):

14 """

15 Convert text to initial word -level tokens with character splitting.

16 """

17 # Split into words and add end -of -word marker

18 words = re.findall(r’\b\w+\b’, text.lower())

19 word_tokens = {}

20

21 for word in words:

22 # Convert word to character sequence with end marker

23 token = ’ ’.join(list(word)) + ’ </w>’

24 word_tokens[token] = word_tokens.get(token , 0) + 1

25

26 return word_tokens

27

28 def get_pairs(self , word_tokens):

29 """

30 Get all adjacent character pairs and their frequencies.

31 """

32 pairs = defaultdict(int)

33

34 for word , freq in word_tokens.items():

35 symbols = word.split()

36 for i in range(len(symbols) - 1):

37 pair = (symbols[i], symbols[i + 1])

38 pairs[pair] += freq

39

40 return pairs
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41

42 def merge_symbols(self , pair , word_tokens):

43 """

44 Merge the most frequent pair in all words.

45 """

46 new_word_tokens = {}

47 bigram = ’ ’.join(pair)

48 replacement = ’’.join(pair)

49

50 for word in word_tokens:

51 new_word = word.replace(bigram , replacement)

52 new_word_tokens[new_word] = word_tokens[word]

53

54 return new_word_tokens

55

56 def train(self , text , num_merges =10):

57 """

58 Train BPE on given text.

59

60 Args:

61 text (str): Training text

62 num_merges (int): Number of merge operations to perform

63 """

64 # Initialize with character -level tokens

65 word_tokens = self.get_word_tokens(text)

66

67 print("Initial tokens:")

68 for word , freq in sorted(word_tokens.items(), key=lambda x: x[1],

reverse=True)[:5]:

69 print(f" ’{word}’: {freq}")

70

71 # Perform merges

72 for i in range(num_merges):

73 pairs = self.get_pairs(word_tokens)

74

75 if not pairs:

76 break

77

78 # Find most frequent pair

79 best_pair = max(pairs , key=pairs.get)

80

81 print(f"\nMerge {i+1}: {best_pair} (frequency: {pairs[best_pair ]})"

)

82

83 # Merge the best pair

84 word_tokens = self.merge_symbols(best_pair , word_tokens)

85 self.merges[best_pair] = ’’.join(best_pair)

86

87 # Build final vocabulary

88 self.vocab = self.extract_vocab(word_tokens)

89

90 def extract_vocab(self , word_tokens):

91 """

92 Extract vocabulary from word tokens.

93 """

94 vocab = set()

95 for word in word_tokens:

96 vocab.update(word.split())

97 return sorted(list(vocab))

98

99 # Example usage

100 bpe = SimpleBPE ()

101 training_text = """
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102 machine learning is fascinating and machine learning algorithms are powerful

103 natural language processing uses machine learning extensively

104 deep learning is a subset of machine learning that uses neural networks

105 """

106

107 bpe.train(training_text , num_merges =15)

108

109 print(f"\nFinal vocabulary ({len(bpe.vocab)} tokens):")

110 for token in bpe.vocab:

111 print(f" ’{token}’")

112

113 print(f"\nLearned merges ({len(bpe.merges)}):")

114 for pair , merged in bpe.merges.items():

115 print(f" {pair} -> ’{merged}’")� �
6.3 Production-Quality BPE with tiktoken

While implementing BPE from scratch is educational, production systems use optimized li-
braries. OpenAI’s tiktoken is the standard for GPT models:� �

1 import tiktoken

2

3 # Load GPT -3.5/GPT -4 tokenizer

4 tokenizer = tiktoken.encoding_for_model("gpt -3.5- turbo")

5

6 # Example text with challenging tokenization cases

7 text = """

8 The word ’unbelievable ’ contains prefixes and suffixes.

9 Programming languages like Python use snake_case and camelCase.

10 Numbers: 123 ,456.78 and URLs: https :// example.com/path

11 """

12

13 # Encode text to token IDs

14 encoded = tokenizer.encode(text)

15 print(f"Text length: {len(text)} characters")

16 print(f"Token count: {len(encoded)} tokens")

17 print(f"First 10 token IDs: {encoded [:10]}")

18

19 # Decode back to text

20 decoded = tokenizer.decode(encoded)

21 print(f"Perfect reconstruction: {text == decoded}")

22

23 # Analyze specific tokens

24 tokens = [tokenizer.decode ([ token_id ]) for token_id in encoded]

25 print("\nToken breakdown:")

26 for i, (token_id , token) in enumerate(zip(encoded [:20] , tokens [:20])):

27 print(f" {i:2}: {token_id :5} -> ’{token}’")

28

29 # Vocabulary size

30 print(f"\nVocabulary size: {tokenizer.n_vocab:,} tokens")

31

32 # Special tokens

33 special_tokens = {

34 "end_of_text": tokenizer.encode_single_token("<|endoftext|>"),

35 "fim_prefix": tokenizer.encode_single_token("<|fim_prefix|>"),

36 "fim_middle": tokenizer.encode_single_token("<|fim_middle|>"),

37 "fim_suffix": tokenizer.encode_single_token("<|fim_suffix|>")

38 }

39 print(f"Special tokens: {special_tokens}")� �
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7 Positional Encoding: Adding Sequence Information

7.1 The Position Problem in Transformers

Self-attention mechanisms are inherently permutation-invariant, meaning they process tokens
in parallel without considering their order. However, sequence order is crucial for language
understanding. Positional encoding solves this problem by injecting position information into
token embeddings.

The Problem Illustrated:

� ”The cat sat on the mat” and ”sat cat the on mat the” would look identical to pure
attention

� Word order carries crucial meaning in most languages

� Transformers need explicit position information to understand sequence structure

7.2 Mathematical Foundation of Positional Encoding

The original transformer paper introduced sinusoidal positional encodings with the following
mathematical formulation:

PE(pos,2i) = sin
( pos

100002i/d

)
(1)

PE(pos,2i+1) = cos
( pos

100002i/d

)
(2)

Where:

� pos = position in the sequence (0, 1, 2, ...)

� i = dimension index (0, 1, 2, ..., d/2-1)

� d = embedding dimension

Why This Formula Works:

� Unique Encodings: Each position gets a unique combination of sine and cosine values

� Relative Positions: The model can learn to attend to relative positions

� Extrapolation: Can handle sequences longer than those seen during training

� No Learned Parameters: Fixed function requires no training

7.3 Modern Approaches to Positional Encoding

While sinusoidal encoding works well, modern LLMs often use learned positional embeddings:
Learned Positional Embeddings (GPT models):� �

1 import torch

2 import torch.nn as nn

3

4 class LearnedPositionalEmbedding(nn.Module):

5 """

6 Learned positional embeddings as used in GPT models.

7 """

8

9 def __init__(self , max_length , embedding_dim):

10 super ().__init__ ()
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11 self.pos_embedding = nn.Embedding(max_length , embedding_dim)

12

13 def forward(self , token_embeddings):

14 batch_size , seq_len , embed_dim = token_embeddings.shape

15

16 # Create position IDs

17 pos_ids = torch.arange(seq_len , device=token_embeddings.device)

18 pos_ids = pos_ids.unsqueeze (0).expand(batch_size , seq_len)

19

20 # Get positional embeddings

21 pos_embeddings = self.pos_embedding(pos_ids)

22

23 # Add to token embeddings

24 return token_embeddings + pos_embeddings

25

26 # Example usage

27 max_seq_length = 512

28 embed_dim = 768

29 pos_emb = LearnedPositionalEmbedding(max_seq_length , embed_dim)

30

31 # Simulate token embeddings

32 batch_size = 2

33 seq_len = 10

34 token_embeddings = torch.randn(batch_size , seq_len , embed_dim)

35

36 # Add positional information

37 combined_embeddings = pos_emb(token_embeddings)

38 print(f"Token embeddings shape: {token_embeddings.shape}")

39 print(f"Combined embeddings shape: {combined_embeddings.shape}")� �
Sinusoidal Positional Encoding Implementation:� �

1 import numpy as np

2 import torch

3

4 def create_sinusoidal_embeddings(max_len , d_model):

5 """

6 Create sinusoidal positional embeddings.

7

8 Args:

9 max_len (int): Maximum sequence length

10 d_model (int): Embedding dimension

11

12 Returns:

13 torch.Tensor: Positional embeddings [max_len , d_model]

14 """

15 pe = torch.zeros(max_len , d_model)

16 position = torch.arange(0, max_len).unsqueeze (1).float()

17

18 # Compute the div_term for the sine and cosine functions

19 div_term = torch.exp(torch.arange(0, d_model , 2).float() *

20 -(np.log (10000.0) / d_model))

21

22 # Apply sine to even indices

23 pe[:, 0::2] = torch.sin(position * div_term)

24

25 # Apply cosine to odd indices

26 pe[:, 1::2] = torch.cos(position * div_term)

27

28 return pe

29

30 # Visualize positional encodings

31 max_len = 100

32 d_model = 64
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33 pos_encodings = create_sinusoidal_embeddings(max_len , d_model)

34

35 print(f"Positional encodings shape: {pos_encodings.shape}")

36 print(f"Encoding for position 0: {pos_encodings [0, :8]}")

37 print(f"Encoding for position 10: {pos_encodings [10, :8]}")

38

39 # Modern GPT models often prefer learned embeddings

40 class GPTPositionalEmbedding(nn.Module):

41 def __init__(self , max_length , embedding_dim):

42 super ().__init__ ()

43 self.position_embedding = nn.Embedding(max_length , embedding_dim)

44

45 def forward(self , input_ids):

46 seq_len = input_ids.size (1)

47 pos_ids = torch.arange(seq_len , device=input_ids.device)

48 return self.position_embedding(pos_ids)� �
8 Building Training Data Pipelines

Figure 5: Data preparation workflow for LLM training: From raw text through tokenization to
training-ready batches. This comprehensive pipeline ensures efficient processing of large-scale
text data. (Source: Raschka, Chapter 2, Figure 2.13)

8.1 Creating Training Samples

LLMs are trained using a next-token prediction objective. This requires creating input-target
pairs where the input is a sequence of tokens and the target is the same sequence shifted by one
position.� �

1 class LLMDataset:

2 """

3 Dataset class for LLM training with sliding window approach.

4 """

5

6 def __init__(self , text , tokenizer , max_length =256, stride =128):

7 """

8 Initialize dataset.

9

10 Args:

11 text (str): Raw text data

12 tokenizer: Tokenizer instance
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13 max_length (int): Maximum sequence length

14 stride (int): Sliding window stride

15 """

16 self.tokenizer = tokenizer

17 self.max_length = max_length

18 self.stride = stride

19

20 # Tokenize all text

21 self.tokens = tokenizer.encode(text)

22

23 # Create sliding windows

24 self.samples = self.create_samples ()

25

26 def create_samples(self):

27 """

28 Create input -target pairs using sliding window.

29 """

30 samples = []

31

32 for i in range(0, len(self.tokens) - self.max_length , self.stride):

33 input_chunk = self.tokens[i:i + self.max_length]

34 target_chunk = self.tokens[i + 1:i + self.max_length + 1]

35

36 samples.append ({

37 ’input_ids ’: input_chunk ,

38 ’target_ids ’: target_chunk

39 })

40

41 return samples

42

43 def __len__(self):

44 return len(self.samples)

45

46 def __getitem__(self , idx):

47 return self.samples[idx]

48

49 # Example usage

50 sample_text = """

51 Large language models are trained on massive datasets containing billions of

tokens.

52 The training process involves predicting the next token given the previous

context.

53 This seemingly simple objective enables the model to learn complex patterns in

language.

54 """

55

56 # Create dataset

57 dataset = LLMDataset(sample_text , tokenizer , max_length =20, stride =10)

58

59 print(f"Dataset size: {len(dataset)} samples")

60 print(f"Total tokens: {len(dataset.tokens)}")

61

62 # Show first few samples

63 for i in range(min(3, len(dataset))):

64 sample = dataset[i]

65 input_text = tokenizer.decode(sample[’input_ids ’])

66 target_text = tokenizer.decode(sample[’target_ids ’])

67 print(f"\nSample {i+1}:")

68 print(f"Input: {input_text}")

69 print(f"Target: {target_text}")� �
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8.2 Efficient Batch Processing

For training large models, efficient batch processing is crucial:� �
1 from torch.utils.data import DataLoader

2 import torch

3

4 def collate_batch(batch):

5 """

6 Collate function for batching training samples.

7

8 Args:

9 batch: List of samples from dataset

10

11 Returns:

12 dict: Batched tensors

13 """

14 input_ids = [sample[’input_ids ’] for sample in batch]

15 target_ids = [sample[’target_ids ’] for sample in batch]

16

17 # Convert to tensors

18 input_tensor = torch.tensor(input_ids , dtype=torch.long)

19 target_tensor = torch.tensor(target_ids , dtype=torch.long)

20

21 return {

22 ’input_ids ’: input_tensor ,

23 ’target_ids ’: target_tensor

24 }

25

26 # Create data loader

27 dataloader = DataLoader(

28 dataset ,

29 batch_size =2,

30 shuffle=True ,

31 collate_fn=collate_batch

32 )

33

34 # Demonstrate batching

35 for batch_idx , batch in enumerate(dataloader):

36 print(f"\nBatch {batch_idx + 1}:")

37 print(f"Input IDs shape: {batch[’input_ids ’].shape}")

38 print(f"Target IDs shape: {batch[’target_ids ’].shape}")

39

40 # Show first sample in batch

41 print(f"First sample input: {batch[’input_ids ’][0][:10]. tolist ()}")

42 print(f"First sample target: {batch[’target_ids ’][0][:10]. tolist ()}")

43

44 if batch_idx >= 1: # Only show first 2 batches

45 break� �
9 Complete Pipeline Integration

9.1 End-to-End Text Processing Pipeline

Let’s create a complete pipeline that integrates tokenization, embedding, and positional encod-
ing:� �

1 class TextProcessingPipeline:

2 """

3 Complete pipeline for processing text data for LLM training.

4 """

5
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6 def __init__(self , tokenizer , vocab_size =50257 , embedding_dim =768,

max_length =512):

7 self.tokenizer = tokenizer

8 self.vocab_size = vocab_size

9 self.embedding_dim = embedding_dim

10 self.max_length = max_length

11

12 # Initialize embedding layers

13 self.token_embedding = nn.Embedding(vocab_size , embedding_dim)

14 self.pos_embedding = nn.Embedding(max_length , embedding_dim)

15

16 def process_text(self , text):

17 """

18 Process raw text through complete pipeline.

19

20 Args:

21 text (str): Raw input text

22

23 Returns:

24 dict: Processed outputs

25 """

26 # Step 1: Tokenization

27 tokens = self.tokenizer.encode(text)

28 token_ids = torch.tensor(tokens , dtype=torch.long).unsqueeze (0)

29

30 # Step 2: Create position IDs

31 seq_len = token_ids.size (1)

32 pos_ids = torch.arange(seq_len , dtype=torch.long).unsqueeze (0)

33

34 # Step 3: Get embeddings

35 token_embeds = self.token_embedding(token_ids)

36 pos_embeds = self.pos_embedding(pos_ids)

37

38 # Step 4: Combine embeddings

39 combined_embeds = token_embeds + pos_embeds

40

41 return {

42 ’tokens ’: tokens ,

43 ’token_ids ’: token_ids ,

44 ’position_ids ’: pos_ids ,

45 ’token_embeddings ’: token_embeds ,

46 ’position_embeddings ’: pos_embeds ,

47 ’combined_embeddings ’: combined_embeds

48 }

49

50 def create_training_batch(self , texts , sequence_length =128):

51 """

52 Create a training batch from multiple texts.

53

54 Args:

55 texts (list): List of text strings

56 sequence_length (int): Target sequence length

57

58 Returns:

59 tuple: (input_embeddings , target_ids)

60 """

61 input_embeddings = []

62 target_ids = []

63

64 for text in texts:

65 tokens = self.tokenizer.encode(text)

66

67 # Create sliding windows
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68 for i in range(0, len(tokens) - sequence_length , sequence_length //

2):

69 input_tokens = tokens[i:i + sequence_length]

70 target_tokens = tokens[i + 1:i + sequence_length + 1]

71

72 if len(input_tokens) == sequence_length:

73 # Convert to tensors

74 input_ids = torch.tensor(input_tokens , dtype=torch.long).

unsqueeze (0)

75 target_tensor = torch.tensor(target_tokens , dtype=torch.

long).unsqueeze (0)

76

77 # Get embeddings

78 seq_len = input_ids.size (1)

79 pos_ids = torch.arange(seq_len , dtype=torch.long).unsqueeze

(0)

80

81 token_embeds = self.token_embedding(input_ids)

82 pos_embeds = self.pos_embedding(pos_ids)

83 combined_embeds = token_embeds + pos_embeds

84

85 input_embeddings.append(combined_embeds)

86 target_ids.append(target_tensor)

87

88 # Stack batches

89 if input_embeddings:

90 input_embeddings = torch.cat(input_embeddings , dim=0)

91 target_ids = torch.cat(target_ids , dim=0)

92

93 return input_embeddings , target_ids

94

95 # Example usage

96 pipeline = TextProcessingPipeline(tokenizer)

97

98 # Process single text

99 sample_text = "The quick brown fox jumps over the lazy dog."

100 result = pipeline.process_text(sample_text)

101

102 print("Pipeline Results:")

103 print(f"Original text: {sample_text}")

104 print(f"Tokens: {result[’tokens ’]}")

105 print(f"Token IDs shape: {result[’token_ids ’].shape}")

106 print(f"Combined embeddings shape: {result[’combined_embeddings ’].shape}")

107

108 # Create training batch

109 texts = [

110 "Large language models require extensive preprocessing.",

111 "Tokenization is the first step in text processing.",

112 "Embeddings convert tokens to dense vectors."

113 ]

114

115 input_embeddings , target_ids = pipeline.create_training_batch(texts ,

sequence_length =16)

116

117 print(f"\nTraining Batch:")

118 print(f"Input embeddings shape: {input_embeddings.shape}")

119 print(f"Target IDs shape: {target_ids.shape}")� �
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10 Memory Optimization and Practical Considerations

10.1 Handling Large Datasets

When working with datasets containing billions of tokens, memory management becomes criti-
cal:� �

1 import mmap

2 import os

3

4 class MemoryMappedDataset:

5 """

6 Memory -mapped dataset for efficient large -scale text processing.

7 """

8

9 def __init__(self , file_path , tokenizer , sequence_length =512):

10 self.file_path = file_path

11 self.tokenizer = tokenizer

12 self.sequence_length = sequence_length

13

14 # Memory -map the file

15 self.file = open(file_path , ’r’, encoding=’utf -8’)

16 self.mmap = mmap.mmap(self.file.fileno (), 0, access=mmap.ACCESS_READ)

17

18 # Pre -compute file size and approximate number of samples

19 self.file_size = os.path.getsize(file_path)

20 self.estimated_samples = self.file_size // (sequence_length * 2) #

Rough estimate

21

22 def __len__(self):

23 return self.estimated_samples

24

25 def get_chunk(self , start_byte , chunk_size =8192):

26 """

27 Get a chunk of text starting from byte position.

28 """

29 self.mmap.seek(start_byte)

30 chunk = self.mmap.read(chunk_size).decode(’utf -8’, errors=’ignore ’)

31 return chunk

32

33 def __getitem__(self , idx):

34 """

35 Get a training sample by index.

36 """

37 # Calculate approximate byte position

38 avg_bytes_per_sample = self.file_size // self.estimated_samples

39 start_byte = idx * avg_bytes_per_sample

40

41 # Get text chunk

42 chunk = self.get_chunk(start_byte)

43

44 # Tokenize and create sample

45 tokens = self.tokenizer.encode(chunk)

46

47 if len(tokens) >= self.sequence_length + 1:

48 input_ids = tokens [:self.sequence_length]

49 target_ids = tokens [1: self.sequence_length + 1]

50

51 return {

52 ’input_ids ’: torch.tensor(input_ids , dtype=torch.long),

53 ’target_ids ’: torch.tensor(target_ids , dtype=torch.long)

54 }

55 else:
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56 # Pad short sequences

57 input_ids = tokens + [0] * (self.sequence_length - len(tokens))

58 target_ids = tokens [1:] + [0] * (self.sequence_length - len(tokens)

+ 1)

59

60 return {

61 ’input_ids ’: torch.tensor(input_ids [:self.sequence_length],

dtype=torch.long),

62 ’target_ids ’: torch.tensor(target_ids [:self.sequence_length],

dtype=torch.long)

63 }

64

65 def __del__(self):

66 """

67 Clean up memory mapping.

68 """

69 if hasattr(self , ’mmap’):

70 self.mmap.close()

71 if hasattr(self , ’file’):

72 self.file.close()

73

74 # Example of streaming processing

75 def stream_process_large_file(file_path , tokenizer , batch_size =32):

76 """

77 Process large files in streaming fashion.

78 """

79 def read_in_chunks(file_object , chunk_size =8192):

80 while True:

81 data = file_object.read(chunk_size)

82 if not data:

83 break

84 yield data

85

86 with open(file_path , ’r’, encoding=’utf -8’) as f:

87 buffer = ""

88 batch = []

89

90 for chunk in read_in_chunks(f):

91 buffer += chunk

92

93 # Process complete sentences

94 sentences = buffer.split(’.’)

95 buffer = sentences [-1] # Keep incomplete sentence

96

97 for sentence in sentences [:-1]:

98 if sentence.strip():

99 tokens = tokenizer.encode(sentence.strip() + ’.’)

100 batch.append(tokens)

101

102 if len(batch) >= batch_size:

103 yield batch

104 batch = []

105

106 # Process remaining batch

107 if batch:

108 yield batch

109

110 print("Memory optimization techniques demonstrated.")

111 print("Use memory mapping and streaming for large datasets.")� �
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11 Interactive Exercises and Applications

11.1 Exercise 1: Tokenization Comparison

Compare different tokenization approaches on the same text:� �
1 def compare_tokenizations(text):

2 """

3 Compare different tokenization strategies.

4 """

5 print(f"Original text: ’{text}’")

6 print(f"Character count: {len(text)}")

7

8 # Character -level

9 char_tokens = list(text)

10 print(f"\nCharacter -level ({len(char_tokens)} tokens):")

11 print(f" {char_tokens}")

12

13 # Word -level (simple)

14 word_tokens = text.split()

15 print(f"\nWord -level ({len(word_tokens)} tokens):")

16 print(f" {word_tokens}")

17

18 # BPE (tiktoken)

19 bpe_tokens = tokenizer.encode(text)

20 bpe_decoded = [tokenizer.decode ([ token]) for token in bpe_tokens]

21 print(f"\nBPE ({len(bpe_tokens)} tokens):")

22 print(f" Token IDs: {bpe_tokens}")

23 print(f" Tokens: {bpe_decoded}")

24

25 # Compression ratio

26 print(f"\nCompression ratios (tokens per character):")

27 print(f" Character -level: {len(char_tokens)/len(text):.2f}")

28 print(f" Word -level: {len(word_tokens)/len(text):.2f}")

29 print(f" BPE: {len(bpe_tokens)/len(text):.2f}")

30

31 # Test cases

32 test_texts = [

33 "Hello , world!",

34 "The unbelievable preprocessing pipeline",

35 "python_variable_name and camelCase examples",

36 "Numbers: 123 ,456.78 and URLs: https :// example.com"

37 ]

38

39 for text in test_texts:

40 print("="*60)

41 compare_tokenizations(text)

42 print ()� �
11.2 Exercise 2: Positional Encoding Visualization

Visualize how positional encodings change across positions:� �
1 import matplotlib.pyplot as plt

2

3 def visualize_positional_encodings(max_len =100, d_model =64):

4 """

5 Visualize sinusoidal positional encodings.

6 """

7 pe = create_sinusoidal_embeddings(max_len , d_model)

8

9 # Plot heatmap

10 plt.figure(figsize =(12, 8))
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11 plt.imshow(pe.T, cmap=’RdYlBu ’, aspect=’auto’)

12 plt.xlabel(’Position ’)

13 plt.ylabel(’Embedding Dimension ’)

14 plt.title(’Sinusoidal Positional Encodings ’)

15 plt.colorbar ()

16 plt.show()

17

18 # Plot specific dimensions

19 plt.figure(figsize =(12, 6))

20 positions = range(max_len)

21

22 for dim in [0, 1, 2, 3]:

23 plt.plot(positions , pe[:, dim], label=f’Dimension {dim}’)

24

25 plt.xlabel(’Position ’)

26 plt.ylabel(’Encoding Value’)

27 plt.title(’Positional Encoding Values by Dimension ’)

28 plt.legend ()

29 plt.grid(True)

30 plt.show()

31

32 # Uncomment to run visualization

33 # visualize_positional_encodings ()� �
11.3 Exercise 3: Custom Tokenizer Building

Build a domain-specific tokenizer:� �
1 class DomainSpecificTokenizer:

2 """

3 Custom tokenizer for specific domains (e.g., code , medical text).

4 """

5

6 def __init__(self , domain=’general ’):

7 self.domain = domain

8 self.vocab = {}

9 self.special_tokens = self.get_special_tokens ()

10

11 def get_special_tokens(self):

12 """

13 Define domain -specific special tokens.

14 """

15 base_tokens = [’<PAD >’, ’<UNK >’, ’<BOS >’, ’<EOS >’]

16

17 if self.domain == ’code’:

18 return base_tokens + [’<INDENT >’, ’<DEDENT >’, ’<NEWLINE >’, ’<

COMMENT >’]

19 elif self.domain == ’medical ’:

20 return base_tokens + [’<DIAGNOSIS >’, ’<MEDICATION >’, ’<DOSAGE >’]

21 else:

22 return base_tokens

23

24 def preprocess_code(self , text):

25 """

26 Preprocess code with special handling for indentation and structure.

27 """

28 lines = text.split(’\n’)

29 processed_lines = []

30

31 for line in lines:

32 # Handle indentation

33 indent_level = len(line) - len(line.lstrip ())
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34 content = line.strip()

35

36 if indent_level > 0:

37 processed_line = ’<INDENT > ’ * (indent_level // 4) + content

38 else:

39 processed_line = content

40

41 if content.startswith(’#’):

42 processed_line = ’<COMMENT > ’ + content

43

44 processed_lines.append(processed_line)

45

46 return ’\n<NEWLINE >\n’.join(processed_lines)

47

48 def train_on_domain_data(self , texts):

49 """

50 Train tokenizer on domain -specific data.

51 """

52 # Preprocess based on domain

53 if self.domain == ’code’:

54 texts = [self.preprocess_code(text) for text in texts]

55

56 # Build vocabulary (simplified)

57 all_tokens = []

58 for text in texts:

59 tokens = text.split()

60 all_tokens.extend(tokens)

61

62 # Create vocabulary with frequency -based filtering

63 from collections import Counter

64 token_counts = Counter(all_tokens)

65

66 # Add special tokens first

67 vocab = {}

68 for i, token in enumerate(self.special_tokens):

69 vocab[token] = i

70

71 # Add frequent tokens

72 for token , count in token_counts.most_common ():

73 if count >= 2 and token not in vocab: # Minimum frequency

74 vocab[token] = len(vocab)

75

76 self.vocab = vocab

77 self.reverse_vocab = {v: k for k, v in vocab.items()}

78

79 return vocab

80

81 # Example usage

82 code_samples = [

83 """

84 def hello_world ():

85 print("Hello , World!")

86 return True

87 """,

88 """

89 class MyClass:

90 def __init__(self):

91 self.value = 0

92 # Initialize value

93 """,

94 """

95 if __name__ == "__main__":

96 hello_world ()
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97 """

98 ]

99

100 code_tokenizer = DomainSpecificTokenizer(domain=’code’)

101 vocab = code_tokenizer.train_on_domain_data(code_samples)

102

103 print(f"Domain: {code_tokenizer.domain}")

104 print(f"Vocabulary size: {len(vocab)}")

105 print(f"Special tokens: {code_tokenizer.special_tokens}")

106 print(f"Sample vocabulary: {list(vocab.items())[:20]}")� �
12 Real-World Applications and Case Studies

12.1 Multilingual Tokenization Challenges

Different languages present unique tokenization challenges:� �
1 def analyze_multilingual_tokenization ():

2 """

3 Analyze how BPE handles different languages.

4 """

5 samples = {

6 ’English ’: "The quick brown fox jumps over the lazy dog.",

7 ’Chinese ’: "China is a country with a long history", #

8 ’Arabic ’: "Hello world", #

9 ’Japanese ’: "Hello world", #

10 ’German ’: "

Donaudampfschifffahrtselektrizitaetenhauptbetriebswerkbauunterbeamtengesellschaft

",

11 ’Emoji ’: "Hello World! How are you?"

12 }

13

14 for language , text in samples.items():

15 print(f"\n{language }:")

16 print(f" Text: {text}")

17 print(f" Characters: {len(text)}")

18

19 tokens = tokenizer.encode(text)

20 decoded_tokens = [tokenizer.decode ([t]) for t in tokens]

21

22 print(f" Tokens: {len(tokens)}")

23 print(f" Token ratio: {len(tokens)/len(text):.2f} tokens/char")

24 print(f" Decoded: {decoded_tokens}")

25

26 # Uncomment to run analysis

27 # analyze_multilingual_tokenization ()� �
12.2 Performance Optimization Strategies

Tips for optimizing tokenization performance in production:� �
1 import time

2 from concurrent.futures import ThreadPoolExecutor

3 import multiprocessing as mp

4

5 class OptimizedTokenizer:

6 """

7 Production -optimized tokenizer with caching and parallel processing.

8 """

9
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10 def __init__(self , tokenizer , cache_size =10000):

11 self.tokenizer = tokenizer

12 self.cache = {}

13 self.cache_size = cache_size

14

15 def encode_with_cache(self , text):

16 """

17 Encode with LRU caching for repeated texts.

18 """

19 if text in self.cache:

20 return self.cache[text]

21

22 # Encode text

23 tokens = self.tokenizer.encode(text)

24

25 # Add to cache (simple LRU)

26 if len(self.cache) >= self.cache_size:

27 # Remove oldest entry

28 oldest_key = next(iter(self.cache))

29 del self.cache[oldest_key]

30

31 self.cache[text] = tokens

32 return tokens

33

34 def batch_encode_parallel(self , texts , max_workers=None):

35 """

36 Encode multiple texts in parallel.

37 """

38 if max_workers is None:

39 max_workers = min(len(texts), mp.cpu_count ())

40

41 with ThreadPoolExecutor(max_workers=max_workers) as executor:

42 results = list(executor.map(self.encode_with_cache , texts))

43

44 return results

45

46 # Performance comparison

47 def benchmark_tokenization(texts , iterations =100):

48 """

49 Benchmark different tokenization approaches.

50 """

51 print(f"Benchmarking tokenization with {len(texts)} texts , {iterations}

iterations")

52

53 # Standard approach

54 start_time = time.time()

55 for _ in range(iterations):

56 for text in texts:

57 tokenizer.encode(text)

58 standard_time = time.time() - start_time

59

60 # Optimized approach

61 opt_tokenizer = OptimizedTokenizer(tokenizer , cache_size=len(texts))

62

63 start_time = time.time()

64 for _ in range(iterations):

65 opt_tokenizer.batch_encode_parallel(texts)

66 optimized_time = time.time() - start_time

67

68 print(f"Standard tokenization: {standard_time :.3f} seconds")

69 print(f"Optimized tokenization: {optimized_time :.3f} seconds")

70 print(f"Speedup: {standard_time/optimized_time :.2f}x")

71
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72 # Example benchmark (uncomment to run)

73 # sample_texts = [f"Sample text number {i} with some content ." for i in range

(100)]

74 # benchmark_tokenization(sample_texts)� �
13 Summary and Key Takeaways

13.1 Essential Concepts Mastered

By completing this comprehensive lecture, you should now understand:
Three-Stage Pipeline Architecture:

� Stage 1: Data preprocessing and tokenization transforms raw text to token sequences

� Stage 2: Token processing creates embeddings and training samples

� Stage 3: Model training uses processed data for next-token prediction

� Integration across stages enables effective LLM training

Tokenization Fundamentals:

� Tokenization bridges the gap between human text and machine understanding

� Different granularities (character, word, subword) offer different trade-offs

� BPE provides optimal balance between vocabulary size and semantic meaning

� Modern tokenizers handle multilingual text and special cases effectively

Embedding Evolution:

� Word2Vec introduced semantic vector representations

� BERT enabled contextual embeddings

� GPT models combine token and positional embeddings

� Larger embedding dimensions enable richer representations

Positional Encoding Mathematics:

� Self-attention requires explicit position information

� Sinusoidal encodings provide fixed positional patterns

� Learned embeddings adapt to specific tasks

� Position information is crucial for sequence understanding

Production Considerations:

� Memory mapping enables processing of large datasets

� Caching and parallelization improve performance

� Domain-specific tokenization handles specialized text

� Multilingual support requires careful vocabulary design
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13.2 Practical Implementation Skills

You can now:

� Implement tokenization algorithms from basic word-level to advanced BPE

� Use production tokenizers like tiktoken effectively

� Create efficient data pipelines for LLM training

� Handle memory optimization for large-scale text processing

� Build custom tokenizers for domain-specific applications

� Understand and implement positional encoding schemes

� Integrate all components into complete text processing pipelines

13.3 Looking Ahead: Next Steps in LLM Development

This lecture provided the foundation for understanding how text becomes the numerical input
that enables LLM training. In our next lecture, we’ll explore the transformer architecture in
detail, seeing how the processed tokens and embeddings you’ve learned about flow through the
attention mechanisms that give modern LLMs their remarkable capabilities.

Next Lecture Preview: Transformer Architecture Deep Dive

� Multi-head attention mechanism implementation

� Feed-forward networks and residual connections

� Layer normalization and training stability

� Scaling transformers to billions of parameters

� Architecture variants and their trade-offs

Practical Projects to Try:

� Build a custom tokenizer for your domain of interest

� Implement a complete text processing pipeline

� Compare tokenization strategies on multilingual text

� Create efficient data loaders for large text datasets

� Experiment with different positional encoding schemes

Further Reading and Resources

Essential Papers:

� Sennrich, Rico, et al. ”Neural Machine Translation of Rare Words with Subword Units.”
(BPE, 2016)

� Kudo, Taku, and John Richardson. ”SentencePiece: A simple and language independent
subword tokenizer and detokenizer.” (2018)

� Radford, A., et al. ”Language Models are Unsupervised Multitask Learners.” (GPT-2
tokenization, 2019)
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Technical Resources:

� OpenAI tiktoken library documentation and source code

� HuggingFace tokenizers library comprehensive guide

� Google SentencePiece implementation and tutorials

� Subword tokenization comparative analysis papers

Practical Tools:

� tiktoken: OpenAI’s fast BPE tokenizer

� transformers: HuggingFace’s comprehensive NLP library

� sentencepiece: Google’s subword tokenization toolkit

� datasets: HuggingFace’s dataset processing utilities
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