
Lecture 4
Attention Mechanisms: Understanding Self-Attention and Transformer

Basics

CSC 375/575 - Generative AI

Prof. Rongyu Lin
Quinnipiac University

School of Computing and Engineering

Required Reading

Required Readings Before Class:

� Raschka: ”Build a Large Language Model (From Scratch)” - Chapter 3, Pages 62-95

� Focus Topics: Attention mechanisms, self-attention, Query-Key-Value framework, multi-
head attention

� Supplementary: ”Attention Is All You Need” paper (Vaswani et al., 2017) - Sections
1-4

Before We Begin: A Question to Ponder

Consider this sentence: ”The student who studied machine learning all semester and worked on
multiple projects finally understood transformers.”

When you read this, your brain doesn’t process each word sequentially like a machine.
Instead, you instinctively connect ”student” to ”understood,” even though they’re separated by
many words. You focus on the important relationships while ignoring less relevant details.

This natural human ability to selectively attend to relevant information is exactly what at-
tention mechanisms bring to neural networks. Before attention, models were forced to compress
entire sequences into single representations, losing crucial information along the way.

Opening Reflection: How can we teach machines to focus on what matters, just like
humans do when processing language? This is the fundamental challenge that attention mech-
anisms solve, revolutionizing not just language understanding but the entire field of AI.

1 Learning Objectives

By the end of this lecture, you will be able to:

1. Conceptual Understanding: Explain WHY attention mechanisms solve RNN limita-
tions and information bottleneck problems

2. Mathematical Proficiency: Trace through attention calculations with 3-4 tokens by
hand, computing scores, weights, and context vectors
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3. Interpretive Skills: Meaningfully interpret attention weight matrices and understand
what different patterns reveal

4. Architectural Awareness: Understand the Q, K, V conceptual framework and how it
enables trainable attention

5. System Integration: Connect attention mechanisms to transformer architecture and
modern LLMs

6. Implementation Readiness: Be prepared to implement basic attention mechanisms in
code

2 Human Attention: The Natural Phenomenon

2.1 The Cocktail Party Effect

Before understanding machine attention, let’s observe how humans naturally process informa-
tion. You’re at a noisy party with multiple conversations happening simultaneously:

What your brain does:

� Selective Filtering: Automatically focuses on your friend’s voice

� Background Suppression: Filters out music, clinking glasses, other conversations

� Dynamic Switching: Shifts attention when hearing your name mentioned

� Contextual Focus: Concentrates on relevant parts of the conversation

Machine Learning Connection: Can we teach neural networks to selectively focus on
relevant parts of input sequences?

2.2 Reading Comprehension Challenge

Consider this complex sentence:

”The agreement on the European Union’s new trade policy, which was signed after
months of difficult negotiations between various member countries and their repre-
sentatives, is expected to benefit all participating nations.”

Human Process:

1. Identify the main subject: ”The agreement” (position 1-2)

2. Connect to the verb: ”is” (position 19)

3. Skip over the relative clause (positions 3-18)

4. Understand the relationship across 17 token positions

The Challenge: Traditional RNNs must process this sequentially, potentially losing the
subject-verb connection by the time they reach ”is.”

3 The Problem with Modeling Long Sequences

3.1 Language Translation Context (Raschka Section 3.1)

The fundamental motivation for attention mechanisms comes from language translation tasks.
As shown in Raschka Figure 3.3 (page 74), we cannot simply translate word-by-word due to
different grammatical structures between languages.

Key Insight: Successful translation requires understanding the entire source sentence con-
text before generating the target translation.
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Figure 1: Language translation requires contextual understanding, not word-by-word mapping
(Raschka, p.74)

3.2 The Information Bottleneck Problem

Traditional encoder-decoder RNN architectures suffer from a critical limitation illustrated in
Raschka Figure 3.4 (page 75):

Figure 2: Encoder-decoder RNN with information bottleneck problem (Raschka, p.75)

The Bottleneck Problem:

� Encoder: Processes input sequence sequentially � single hidden state

� Decoder: Uses only final hidden state � bottleneck!

� Critical Issue: All input information compressed into single vector

� Information Loss: Early tokens get overwritten by later processing

Consequence: By the end of a long sequence, beginning context is mostly lost, making it
impossible to handle long-range dependencies effectively.
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3.3 RNN vs. Attention: Processing Comparison

Example: Processing ”The cat chased the mouse”

RNN Approach Attention Approach

Step 1: Process ”The” All tokens processed simultaneously
Step 2: Process ”cat” (loses ”The”) ”mouse” can directly connect to ”cat”
Step 3: Process ”chased” (loses context) ”chased” connects to both ”cat” and ”mouse”
Step 4: Process ”the” (minimal early context) No information bottleneck
Step 5: Process ”mouse” (lost beginning) Parallel computation possible

Result: Sequential dependencies, loss Result: Direct relationships, full context

4 Attention Mechanism Solution

4.1 Revolutionary Change

The attention mechanism solution is shown in Raschka Figure 3.5 (page 76):

Figure 3: Attention allows decoder to selectively access all input tokens (Raschka, p.76)

Key Innovation:

� Selective Access: Decoder can focus on relevant input parts

� No Bottleneck: Direct access to all encoder states

� Parallel Processing: All connections computed simultaneously

4.2 Self-Attention Overview

Self-attention allows each position to attend to all positions, as illustrated in Raschka Figure
3.6 (page 77):

Foundation: This mechanism forms the core of transformer architecture and all modern
LLMs.
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Figure 4: Self-attention allows each position to attend to all positions (Raschka, p.77)

5 Basic Self-Attention Mechanics

5.1 Goal: Context Vectors

The goal of self-attention, as shown in Raschka Figure 3.7 (page 78), is to compute context
vectors for each input element:

Key Insight: Context vector z(2) combines information from ALL input elements, weighted
by relevance.

Why Context Vectors Matter: Unlike RNNs that compress all previous information
into a single hidden state, self-attention creates enriched representations that maintain access
to all input positions. Each context vector contains:

� Original Information: The token’s own embedding

� Contextual Information: Weighted contributions from all other tokens

� Relationship Modeling: Learned associations between different positions

� Parallel Processing: All context vectors computed simultaneously

5.2 Complete Mathematical Walkthrough: ”Your journey starts”

Let’s work through a complete self-attention example with the phrase ”Your journey starts”
using concrete numerical values.

Setup: Input Embeddings
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Figure 5: Goal is to compute context vector for each input element (Raschka, p.78)

Assume each word has a 3-dimensional embedding vector:

x(1) = ”Your” =

 0.2
−0.1
0.8

 (1)

x(2) = ”journey” =

 0.5
0.3
−0.2

 (2)

x(3) = ”starts” =

−0.1
0.7
0.4

 (3)

Step 1: Compute Similarity Scores (Dot Products)
For token ”journey” (position 2), we compute similarity with all tokens:

ω2,1 = x(2) · x(1) = 0.5(0.2) + 0.3(−0.1) + (−0.2)(0.8) = 0.1− 0.03− 0.16 = −0.09 (4)

ω2,2 = x(2) · x(2) = 0.52 + 0.32 + (−0.2)2 = 0.25 + 0.09 + 0.04 = 0.38 (5)

ω2,3 = x(2) · x(3) = 0.5(−0.1) + 0.3(0.7) + (−0.2)(0.4) = −0.05 + 0.21− 0.08 = 0.08 (6)

Interpretation: ”journey” has highest similarity with itself (0.38), low positive similarity
with ”starts” (0.08), and slight negative similarity with ”Your” (-0.09).

Step 2: Softmax Normalization
Convert raw scores to normalized attention weights:

α2,1 =
exp(−0.09)

exp(−0.09) + exp(0.38) + exp(0.08)
=

0.914

0.914 + 1.462 + 1.083
=

0.914

3.459
= 0.264 (7)

α2,2 =
exp(0.38)

3.459
=

1.462

3.459
= 0.423 (8)

α2,3 =
exp(0.08)

3.459
=

1.083

3.459
= 0.313 (9)

Verification: 0.264 + 0.423 + 0.313 = 1.000 ✓
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Step 3: Weighted Sum (Context Vector)
Compute the context vector for ”journey”:

z(2) = α2,1x
(1) + α2,2x

(2) + α2,3x
(3) (10)

= 0.264

 0.2
−0.1
0.8

+ 0.423

 0.5
0.3
−0.2

+ 0.313

−0.1
0.7
0.4

 (11)

=

 0.053
−0.026
0.211

+

 0.212
0.127
−0.085

+

−0.031
0.219
0.125

 (12)

=

0.2340.320
0.251

 (13)

Result Analysis: The context vector z(2) for ”journey” is different from the original em-
bedding x(2). It now incorporates information from all three words, with the strongest influence
from ”journey” itself (42.3

5.3 Matrix-Based Computation

For efficiency, we compute attention for all positions simultaneously using matrices.
Input Matrix Construction

X =

x(1)T

x(2)T

x(3)T

 =

 0.2 −0.1 0.8
0.5 0.3 −0.2
−0.1 0.7 0.4

 (14)

Attention Score Matrix

Ω = XXT =

 0.2 −0.1 0.8
0.5 0.3 −0.2
−0.1 0.7 0.4

 0.2 0.5 −0.1
−0.1 0.3 0.7
0.8 −0.2 0.4

 (15)

Computing each element:

Ω =

 0.69 −0.09 −0.41
−0.09 0.38 0.08
−0.41 0.08 0.66

 (16)

Softmax Applied Row-wise Each row gets converted to probabilities:

A = softmax(Ω) =

0.513 0.237 0.250
0.264 0.423 0.313
0.174 0.288 0.538

 (17)

Context Vectors

Z = AX =

0.513 0.237 0.250
0.264 0.423 0.313
0.174 0.288 0.538

 0.2 −0.1 0.8
0.5 0.3 −0.2
−0.1 0.7 0.4

 (18)

Result:

Z =

0.196 0.126 0.459
0.234 0.320 0.251
0.087 0.490 0.341

 (19)

Each row is a context vector: z(1), z(2), z(3).
Key Observations:
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� Self-Attention: Diagonal elements in A show how much each word attends to itself

� Cross-Attention: Off-diagonal elements show relationships between different positions

� Contextual Enrichment: Each z(i) contains information from all input positions

� Parallel Processing: All context vectors computed in single matrix operation

5.4 Computing Attention Scores

Raschka Figure 3.8 (page 80) illustrates the attention score computation:

Figure 6: Attention score computation between query and keys (Raschka, p.80)

Process: Dot product between query vector and each key vector gives similarity scores.

5.5 Attention Weight Normalization

Raschka Figure 3.9 (page 81) shows the softmax normalization:

Figure 7: Softmax normalization converts raw scores to attention weights (Raschka, p.81)

Softmax Properties:

� All weights sum to 1.0 (probability distribution)

� Relative importance preserved

� Differentiable for backpropagation

5.6 Context Vector Computation

The final step is shown in Raschka Figure 3.10 (page 83):
Final Result: Attention weights Ö Value vectors = Context vector containing information

from all relevant tokens.
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Figure 8: Weighted sum produces final context vector (Raschka, p.83)

6 Trainable Attention with Query, Key, Value

6.1 The Q,K,V Innovation: From Fixed to Learnable

The breakthrough was making attention trainable through Query-Key-Value transformations,
illustrated in Raschka Figure 3.14 (page 87):

Figure 9: Computing Q, K, V vectors using trainable weight matrices (Raschka, p.87)

The Fundamental Problem with Simple Attention: In our previous example, atten-
tion weights were computed directly from input embeddings using dot products. This means:

� Fixed Relationships: Attention patterns determined solely by input embeddings

� No Learning: Cannot adapt attention to specific tasks or contexts

� Limited Expressivity: Same embeddings always produce same attention patterns

� Task Agnostic: No way to learn what relationships matter for specific objectives

The Q,K,V Solution: Transform input embeddings into specialized representations:

� Trainable Transformations: Learn optimal attention patterns through backpropaga-
tion

� Task-Specific Adaptation: Different transformations for different relationship types

� Increased Expressivity: Same inputs can yield different attention patterns based on
context

� End-to-End Learning: Attention patterns optimized jointly with rest of model
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6.2 Database Analogy: Understanding Q,K,V Roles

Think of Q,K,V like a sophisticated database search system:
Query (Q): ”What am I looking for?”

� Database Analogy: Search keywords or criteria (”Find articles about machine learn-
ing”)

� Neural Context: Each position asks ”What information do I need from other positions?”

� Example: For ”starts” in ”Your journey starts”, the query might encode ”I need infor-
mation about what begins”

Key (K): ”What can I provide information about?”

� Database Analogy: Index terms or metadata (”This article covers: ML, algorithms,
neural networks”)

� Neural Context: Each position advertises ”Here’s what information I can provide”

� Example: For ”journey” token, key might encode ”I provide information about processes
and progressions”

Value (V): ”What information do I actually provide?”

� Database Analogy: The actual content returned (full article text, relevant excerpts)

� Neural Context: The actual information contributed to the final representation

� Example: For ”journey”, value contains the semantic content that gets mixed into other
tokens

Key Insight: Q and K determine how much attention to pay (the weights), while V
determines what information gets transferred (the content).

6.3 Concrete Q,K,V Example: ”The cat sat”

Let’s work through a complete example with the phrase ”The cat sat” using small weight
matrices.

Setup: Input Embeddings (d=3)

X =

 1.0 0.2 −0.3
0.5 0.8 0.1
−0.2 0.4 0.9

 (20)

Learnable Weight Matrices (dmodel = 3, dk = 2)

WQ =

 0.1 0.3
−0.2 0.5
0.4 −0.1

 , WK =

 0.2 −0.1
0.3 0.4
−0.1 0.2

 , WV =

 0.5 0.0
−0.1 0.6
0.2 −0.3

 (21)

Computing Q, K, V Matrices

Q = XWQ =

 1.0 0.2 −0.3
0.5 0.8 0.1
−0.2 0.4 0.9

 0.1 0.3
−0.2 0.5
0.4 −0.1

 =

−0.06 0.43
−0.11 0.65
0.28 0.11

 (22)
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K = XWK =

 1.0 0.2 −0.3
0.5 0.8 0.1
−0.2 0.4 0.9

 0.2 −0.1
0.3 0.4
−0.1 0.2

 =

0.29 −0.02
0.32 0.38
0.03 0.34

 (23)

V = XWV =

 1.0 0.2 −0.3
0.5 0.8 0.1
−0.2 0.4 0.9

 0.5 0.0
−0.1 0.6
0.2 −0.3

 =

0.42 0.21
0.35 0.45
0.08 −0.03

 (24)

Attention Score Computation: QKT

QKT =

−0.06 0.43
−0.11 0.65
0.28 0.11

[ 0.29 0.32 0.03
−0.02 0.38 0.34

]
=

−0.026 0.144 0.144
−0.045 0.212 0.218
0.079 0.132 0.046

 (25)

Scaled Scores (dk = 2,
√
dk = 1.41)

Scaled Scores =
QKT

√
dk

=

−0.018 0.102 0.102
−0.032 0.150 0.155
0.056 0.094 0.033

 (26)

Attention Weights (Softmax) Applying softmax row-wise:

A = softmax

(
QKT

√
dk

)
=

0.315 0.342 0.342
0.307 0.347 0.346
0.341 0.349 0.310

 (27)

Final Output: AV

Z = AV =

0.315 0.342 0.342
0.307 0.347 0.346
0.341 0.349 0.310

0.42 0.21
0.35 0.45
0.08 −0.03

 =

0.279 0.212
0.280 0.213
0.291 0.223

 (28)

Analysis of Results:

� Uniform Attention: All tokens receive roughly equal attention (0.31-0.35) due to small
weight matrices

� Learned Representations: Output vectors differ from both input embeddings and
simple dot-product attention

� Value Mixing: Each output is a weighted combination of transformed value vectors

� Trainable Patterns: Weight matrices WQ, WK , WV can learn task-specific attention
patterns

6.4 Mathematical Framework

Given input embeddings X ∈ Rn×dmodel :

Q = XWQ where WQ ∈ Rdmodel×dk (Queries) (29)

K = XWK where WK ∈ Rdmodel×dk (Keys) (30)

V = XWV where WV ∈ Rdmodel×dv (Values) (31)
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Scaled Dot-Product Attention:

Attention(Q,K, V ) = softmax

(
QKT

√
dk

)
V

Dimension Analysis:

� Input: X has shape (n, dmodel) where n is sequence length

� Queries: Q has shape (n, dk)

� Keys: K has shape (n, dk)

� Values: V has shape (n, dv)

� Scores: QKT has shape (n, n) - each position attends to all positions

� Output: Final result has shape (n, dv)

6.5 Why Scaling by
√
dk? Mathematical Analysis

As embedding dimension dk grows, dot products grow larger. Let’s see why this is problematic:
The Variance Problem
Assume query and key elements are independent random variables with mean 0 and variance

1. For a dot product of two dk-dimensional vectors:

Var(q · k) = Var

(
dk∑
i=1

qiki

)
=

dk∑
i=1

Var(qiki) =

dk∑
i=1

Var(qi)Var(ki) = dk (32)

So the variance of dot products grows linearly with dk.
Softmax Saturation
Large dot products push softmax into saturation regions:

� Example 1 (d=2): softmax([2, 3, 1]) = [0.245, 0.665, 0.090] (reasonable distribution)

� Example 2 (d=64): softmax([16, 24, 8]) = [0.000, 1.000, 0.000] (almost one-hot!)

� Problem: Gradients become very small in saturated regions

� Solution: Scale by
√
dk to maintain manageable variance

Demonstration: Softmax Behavior� �
1 import torch

2 import torch.nn.functional as F

3 import numpy as np

4

5 # Simulate high -dimensional dot products

6 d_k = 64

7 q = torch.randn(d_k)

8 k1 = torch.randn(d_k)

9 k2 = torch.randn(d_k)

10 k3 = torch.randn(d_k)

11

12 # Compute dot products

13 scores_unscaled = torch.tensor ([q.dot(k1), q.dot(k2), q.dot(k3)])

14 scores_scaled = scores_unscaled / math.sqrt(d_k)

15

16 print("Unscaled scores:", scores_unscaled.numpy())

17 print("Scaled scores: ", scores_scaled.numpy())
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18

19 # Apply softmax

20 weights_unscaled = F.softmax(scores_unscaled , dim=0)

21 weights_scaled = F.softmax(scores_scaled , dim=0)

22

23 print("Unscaled weights:", weights_unscaled.numpy()) # Often very peaky

24 print("Scaled weights: ", weights_scaled.numpy()) # More balanced� �
Listing 1: Effect of scaling on softmax distribution

Typical Output:

Unscaled scores: [-12.3 8.7 15.2]

Scaled scores: [ -1.54 1.09 1.90]

Unscaled weights: [0.000 0.001 0.999] # Almost one-hot!

Scaled weights: [0.091 0.342 0.567] # Reasonable distribution

6.6 Complete PyTorch Implementation with Detailed Explanations� �
1 import torch

2 import torch.nn as nn

3 import torch.nn.functional as F

4 import math

5

6 class SelfAttention(nn.Module):

7 """Self -attention module with Q,K,V transformations.

8

9 Args:

10 d_model: Input/output dimension

11 d_k: Dimension of queries and keys (usually d_model)

12 d_v: Dimension of values (usually d_model)

13 """

14 def __init__(self , d_model , d_k=None , d_v=None):

15 super(SelfAttention , self).__init__ ()

16 # Default: d_k = d_v = d_model for simplicity

17 self.d_k = d_k or d_model

18 self.d_v = d_v or d_model

19 self.d_model = d_model

20

21 # Learnable linear transformations

22 self.W_q = nn.Linear(d_model , self.d_k , bias=False)

23 self.W_k = nn.Linear(d_model , self.d_k , bias=False)

24 self.W_v = nn.Linear(d_model , self.d_v , bias=False)

25

26 # Optional output projection if d_v != d_model

27 if self.d_v != d_model:

28 self.W_o = nn.Linear(self.d_v , d_model)

29 else:

30 self.W_o = nn.Identity ()

31

32 def forward(self , x, mask=None):

33 """

34 Args:

35 x: Input tensor of shape (batch_size , seq_len , d_model)

36 mask: Optional mask tensor of shape (seq_len , seq_len)

37 1 = attend , 0 = mask out

38

39 Returns:

40 output: Shape (batch_size , seq_len , d_model)

41 attention_weights: Shape (batch_size , seq_len , seq_len)

42 """

43 batch_size , seq_len , d_model = x.size()
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44

45 # Step 1: Linear transformations to get Q, K, V

46 Q = self.W_q(x) # Shape: (batch_size , seq_len , d_k)

47 K = self.W_k(x) # Shape: (batch_size , seq_len , d_k)

48 V = self.W_v(x) # Shape: (batch_size , seq_len , d_v)

49

50 # Step 2: Compute attention scores

51 # QK^T gives us (seq_len , seq_len) attention matrix

52 scores = torch.matmul(Q, K.transpose(-2, -1)) # (batch , seq_len ,

seq_len)

53

54 # Step 3: Scale by sqrt(d_k) to prevent vanishing gradients

55 scaled_scores = scores / math.sqrt(self.d_k)

56

57 # Step 4: Apply mask if provided (for causal attention , etc.)

58 if mask is not None:

59 # Expand mask to match batch dimension

60 mask = mask.unsqueeze (0).expand(batch_size , -1, -1)

61 # Set masked positions to large negative value

62 scaled_scores = scaled_scores.masked_fill(mask == 0, -1e9)

63

64 # Step 5: Apply softmax to get attention weights

65 attention_weights = F.softmax(scaled_scores , dim=-1)

66

67 # Step 6: Apply attention weights to values

68 attended_values = torch.matmul(attention_weights , V)

69

70 # Step 7: Optional output projection

71 output = self.W_o(attended_values)

72

73 return output , attention_weights

74

75 # Example usage:

76 if __name__ == "__main__":

77 # Create sample input

78 batch_size , seq_len , d_model = 2, 4, 8

79 x = torch.randn(batch_size , seq_len , d_model)

80

81 # Initialize attention module

82 attention = SelfAttention(d_model=d_model)

83

84 # Forward pass

85 output , weights = attention(x)

86

87 print(f"Input shape: {x.shape}")

88 print(f"Output shape: {output.shape}")

89 print(f"Attention weights shape: {weights.shape}")

90 print(f"Attention weights sum (should be 1.0): {weights [0]. sum(dim=-1)}")� �
Listing 2: Self-attention with Q,K,V transformations

Line-by-Line Breakdown:

� Lines 15-17: Create three separate linear layers for Q, K, V transformations

� Lines 19-23: Optional output projection to maintain dimensions

� Lines 35-37: Transform input embeddings into specialized Q, K, V representations

� Line 40: Compute attention scores using batch matrix multiplication

� Line 43: Scale to prevent gradient issues in high dimensions

� Lines 46-50: Apply causal mask for autoregressive models (GPT-style)
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� Line 53: Convert scores to probability distribution

� Line 56: Weight values by attention probabilities

� Line 59: Final linear transformation if needed

7 Multi-Head Attention: Capturing Multiple Relationships

7.1 The Single-Head Limitation

Single attention mechanisms can only capture one type of relationship at a time. Consider the
sentence ”The quick brown fox jumps over the lazy dog”:

The Problem: With single attention, we might learn to focus on:

� Only Syntactic: Adjective-noun pairs (”quick fox”, ”lazy dog”)

� Only Semantic: Subject-verb relationships (”fox jumps”)

� Only Positional: Sequential dependencies (”over the”)

But language requires understanding ALL these relationships simultaneously!
Multi-Head Solution: Run multiple attention mechanisms in parallel, each learning dif-

ferent relationship types:

� Head 1 - Syntactic: ”quick” ↔ ”fox” (adjective-noun), ”lazy” ↔ ”dog”

� Head 2 - Semantic: ”fox”↔ ”jumps” (subject-verb), ”jumps”↔ ”over” (verb-preposition)

� Head 3 - Positional: ”over” ↔ ”the” ↔ ”lazy” ↔ ”dog” (spatial relationships)

� Head 4 - Long-Range: ”The” ↔ ”dog” (article to final noun)

7.2 Detailed Multi-Head Example: ”The cat sat”

Let’s work through a complete multi-head attention example with 2 heads.
Setup: Input and Parameters

Input: X =

 1.0 0.2 −0.3 0.1
0.5 0.8 0.1 −0.2
−0.2 0.4 0.9 0.3

 (3× 4) (33)

Model dim: dmodel = 4 (34)

Heads: h = 2 (35)

Head dim: dk = dmodel/h = 2 (36)

Weight Matrices for Each Head
Head 1 (learns syntactic relationships):

W
(1)
Q =


0.1 0.2
−0.1 0.3
0.4 0.1
0.2 −0.2

 , W
(1)
K =


0.3 −0.1
0.2 0.4
−0.1 0.2
0.3 0.1

 , W
(1)
V =


0.5 0.1
−0.1 0.4
0.2 −0.2
0.0 0.3

 (37)

Head 2 (learns semantic relationships):

W
(2)
Q =


0.2 −0.3
0.1 0.2
−0.2 0.4
0.3 0.1

 , W
(2)
K =


−0.1 0.3
0.4 0.2
0.1 −0.1
0.2 0.4

 , W
(2)
V =


0.3 −0.1
0.1 0.5
−0.3 0.2
0.2 0.1

 (38)
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Head 1 Computation
Step 1: Compute Q(1), K(1), V (1)

Q(1) = XW
(1)
Q =

0.02 0.19
0.17 0.42
0.34 0.31

 (39)

K(1) = XW
(1)
K =

0.34 0.07
0.41 0.35
0.21 0.41

 (40)

V (1) = XW
(1)
V =

0.48 0.08
0.17 0.34
0.18 0.25

 (41)

Step 2: Attention scores and weights

Scores(1) =
Q(1)(K(1))T√

2
=

0.008 0.023 0.017
0.089 0.092 0.090
0.094 0.106 0.094

 (42)

Weights(1) = softmax(Scores(1)) =

0.328 0.340 0.332
0.331 0.335 0.334
0.331 0.338 0.331

 (43)

Step 3: Head 1 output

Output(1) = Weights(1)V (1) =

0.278 0.222
0.278 0.222
0.279 0.223

 (44)

Head 2 Computation
Following similar steps:

Q(2) = XW
(2)
Q =

0.23 −0.19
0.04 0.07
0.01 0.25

 (45)

K(2) = XW
(2)
K =

0.01 0.34
0.27 0.29
0.22 0.41

 (46)

V (2) = XW
(2)
V =

 0.31 −0.02
0.11 0.45
−0.33 0.33

 (47)

Weights(2) =

0.307 0.347 0.346
0.331 0.337 0.332
0.329 0.341 0.330

 (48)

Output(2) =

−0.026 0.257
−0.026 0.258
−0.026 0.258

 (49)

Head Concatenation and Output Projection
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Step 1: Concatenate heads

Concatenated = [Output(1) ||Output(2)] (50)

=

0.278 0.222 −0.026 0.257
0.278 0.222 −0.026 0.258
0.279 0.223 −0.026 0.258

 (51)

Step 2: Output projection

WO =


0.2 −0.1 0.3 0.1
0.1 0.4 −0.2 0.3
−0.1 0.2 0.1 −0.2
0.3 0.1 0.2 0.4

 (52)

Final Output = Concatenated ·WO =

0.124 0.166 0.055 0.175
0.124 0.166 0.055 0.176
0.125 0.167 0.055 0.176

 (53)

Analysis of Multi-Head Results:

� Different Attention Patterns: Head 1 and Head 2 learned different attention weight
distributions

� Complementary Information: Each head captures different aspects of token relation-
ships

� Rich Representations: Final output combines insights from both heads

� Learnable Specialization: Different WQ, WK , WV matrices allow heads to specialize

7.3 Mathematical Formulation

Multi-head attention runs h parallel attention mechanisms:

MultiHead(Q,K, V ) = Concat(head1, . . . ,headh)W
O

where each head is:

headi = Attention(QWQ
i ,KWK

i , V W V
i )

Dimension Analysis:

� Input: X ∈ Rn×dmodel

� Per-head dimensions: dk = dv = dmodel/h

� Head weight matrices: WQ
i ,WK

i ∈ Rdmodel×dk , W V
i ∈ Rdmodel×dv

� Each head output: Rn×dv

� Concatenated: Rn×(h·dv) = Rn×dmodel

� Output projection: WO ∈ Rdmodel×dmodel

Why This Works:

� Parallel Processing: All heads computed simultaneously

� Specialized Learning: Each head can learn different relationship types

� Information Fusion: Output projection combines complementary information

� Increased Capacity: Model can capture multiple relationship types per layer
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7.4 Complete PyTorch Implementation� �
1 import torch

2 import torch.nn as nn

3 import torch.nn.functional as F

4 import math

5

6 class MultiHeadSelfAttention(nn.Module):

7 """Multi -head self -attention mechanism.

8

9 Args:

10 d_model: Model dimension (input/output size)

11 num_heads: Number of attention heads

12 dropout: Dropout probability (default: 0.1)

13 """

14

15 def __init__(self , d_model , num_heads , dropout =0.1):

16 super(MultiHeadSelfAttention , self).__init__ ()

17

18 # Ensure d_model is divisible by num_heads

19 assert d_model % num_heads == 0, "d_model must be divisible by

num_heads"

20

21 self.d_model = d_model

22 self.num_heads = num_heads

23 self.d_k = d_model // num_heads # Dimension per head

24

25 # Single linear layer for all heads (more efficient than separate

layers)

26 # Creates Q, K, V for all heads simultaneously

27 self.W_q = nn.Linear(d_model , d_model , bias=False)

28 self.W_k = nn.Linear(d_model , d_model , bias=False)

29 self.W_v = nn.Linear(d_model , d_model , bias=False)

30

31 # Output projection

32 self.W_o = nn.Linear(d_model , d_model)

33

34 # Dropout for regularization

35 self.dropout = nn.Dropout(dropout)

36

37 # Initialize weights

38 self._init_weights ()

39

40 def _init_weights(self):

41 """Initialize weights using Xavier uniform initialization."""

42 for module in [self.W_q , self.W_k , self.W_v , self.W_o]:

43 nn.init.xavier_uniform_(module.weight)

44

45 def forward(self , x, mask=None):

46 """

47 Forward pass of multi -head attention.

48

49 Args:

50 x: Input tensor (batch_size , seq_len , d_model)

51 mask: Optional attention mask (seq_len , seq_len) or

52 (batch_size , seq_len , seq_len)

53

54 Returns:

55 output: Attended output (batch_size , seq_len , d_model)

56 attention_weights: Attention weights (batch_size , num_heads ,

seq_len , seq_len)

57 """

58 batch_size , seq_len , d_model = x.size()
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59

60 # Step 1: Linear transformations and reshape for multi -head

61 # Transform: (batch_size , seq_len , d_model) -> (batch_size , seq_len ,

num_heads , d_k)

62 Q = self.W_q(x).view(batch_size , seq_len , self.num_heads , self.d_k)

63 K = self.W_k(x).view(batch_size , seq_len , self.num_heads , self.d_k)

64 V = self.W_v(x).view(batch_size , seq_len , self.num_heads , self.d_k)

65

66 # Step 2: Transpose to get dimensions (batch_size , num_heads , seq_len ,

d_k)

67 # This allows parallel computation across heads

68 Q = Q.transpose(1, 2)

69 K = K.transpose(1, 2)

70 V = V.transpose(1, 2)

71

72 # Step 3: Apply scaled dot -product attention

73 attended_values , attention_weights = self.scaled_dot_product_attention(

74 Q, K, V, mask

75 )

76

77 # Step 4: Concatenate heads

78 # Transpose back: (batch_size , num_heads , seq_len , d_k) -> (batch_size ,

seq_len , num_heads , d_k)

79 attended_values = attended_values.transpose(1, 2)

80

81 # Reshape to concatenate heads: (batch_size , seq_len , d_model)

82 concatenated = attended_values.contiguous ().view(

83 batch_size , seq_len , self.d_model

84 )

85

86 # Step 5: Apply output projection

87 output = self.W_o(concatenated)

88

89 return output , attention_weights

90

91 def scaled_dot_product_attention(self , Q, K, V, mask=None):

92 """

93 Scaled dot -product attention for multiple heads.

94

95 Args:

96 Q, K, V: Query , Key , Value tensors (batch_size , num_heads , seq_len ,

d_k)

97 mask: Optional mask tensor

98

99 Returns:

100 values: Attended values (batch_size , num_heads , seq_len , d_k)

101 weights: Attention weights (batch_size , num_heads , seq_len , seq_len

)

102 """

103 # Step 1: Compute attention scores

104 # Q @ K^T: (batch_size , num_heads , seq_len , d_k) @ (batch_size ,

num_heads , d_k , seq_len)

105 # -> (batch_size , num_heads , seq_len , seq_len)

106 scores = torch.matmul(Q, K.transpose(-2, -1))

107

108 # Step 2: Scale by sqrt(d_k)

109 scaled_scores = scores / math.sqrt(self.d_k)

110

111 # Step 3: Apply mask if provided

112 if mask is not None:

113 # Expand mask dimensions to match (batch_size , num_heads , seq_len ,

seq_len)

114 if mask.dim() == 2: # (seq_len , seq_len)
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115 mask = mask.unsqueeze (0).unsqueeze (0) # (1, 1, seq_len ,

seq_len)

116 elif mask.dim() == 3: # (batch_size , seq_len , seq_len)

117 mask = mask.unsqueeze (1) # (batch_size , 1, seq_len , seq_len)

118

119 # Apply mask (0 means mask out , 1 means keep)

120 scaled_scores = scaled_scores.masked_fill(mask == 0, -1e9)

121

122 # Step 4: Apply softmax to get attention weights

123 attention_weights = F.softmax(scaled_scores , dim=-1)

124

125 # Step 5: Apply dropout to attention weights

126 attention_weights = self.dropout(attention_weights)

127

128 # Step 6: Apply attention weights to values

129 # (batch_size , num_heads , seq_len , seq_len) @ (batch_size , num_heads ,

seq_len , d_k)

130 # -> (batch_size , num_heads , seq_len , d_k)

131 attended_values = torch.matmul(attention_weights , V)

132

133 return attended_values , attention_weights

134

135 # Example usage and demonstration

136 if __name__ == "__main__":

137 # Model parameters

138 batch_size = 2

139 seq_len = 5

140 d_model = 128

141 num_heads = 8

142

143 # Create sample input

144 x = torch.randn(batch_size , seq_len , d_model)

145

146 # Initialize multi -head attention

147 mha = MultiHeadSelfAttention(d_model , num_heads)

148

149 # Forward pass

150 output , attention_weights = mha(x)

151

152 print(f"Input shape: {x.shape}")

153 print(f"Output shape: {output.shape}")

154 print(f"Attention weights shape: {attention_weights.shape}")

155 print(f"Number of parameters: {sum(p.numel() for p in mha.parameters ())}")

156

157 # Verify attention weights sum to 1

158 weights_sum = attention_weights.sum(dim=-1)

159 print(f"Attention weights sum (should be close to 1.0): {weights_sum [0, 0,

0]:.6f}")

160

161 # Example with causal mask (for autoregressive models like GPT)

162 causal_mask = torch.tril(torch.ones(seq_len , seq_len)) # Lower triangular

matrix

163 output_masked , attention_weights_masked = mha(x, mask=causal_mask)

164

165 print(f"\nWith causal mask:")

166 print(f"Output shape: {output_masked.shape}")

167 print(f"Masked attention weights (upper triangle should be ~0):")

168 print(attention_weights_masked [0, 0]. detach ().numpy())� �
Listing 3: Multi-head self-attention implementation

Implementation Highlights:

� Efficient Design: Single linear layer for all heads rather than separate layers
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� Tensor Reshaping: Careful dimension manipulation for parallel head computation

� Mask Support: Flexible masking for causal attention and padding

� Dropout Regularization: Applied to attention weights to prevent overfitting

� Xavier Initialization: Proper weight initialization for stable training

� Dimension Verification: Ensures dmodel is divisible by num heads

7.5 Multi-Head Attention Benefits and Applications

Theoretical Benefits:

� Representational Diversity: Each head can specialize in different relationship types

� Parallel Computation: All heads computed simultaneously (not sequentially)

� Increased Model Capacity: More parameters allow learning complex patterns

� Gradient Flow: Multiple paths for information flow improve training

Practical Applications:

� Language Modeling: Different heads learn syntax, semantics, discourse

� Machine Translation: Heads can focus on alignment, context, grammar

� Question Answering: Some heads locate answers, others understand questions

� Document Classification: Heads attend to different document sections

Empirical Evidence: Research shows that in trained transformers:

� Some heads consistently attend to syntactic relationships (subject-verb, determiner-noun)

� Other heads focus on semantic similarity or long-range dependencies

� Lower layers tend to capture syntax, higher layers capture semantics

� Head specialization emerges naturally during training without explicit supervision

8 System Integration and Applications

8.1 Causal Masking for Language Generation

For autoregressive generation (like GPT), we must prevent tokens from seeing future positions:
The Causality Constraint
When generating text left-to-right, token at position i should only attend to positions ≤ i:

� Training: ”The cat sat” � predict ”on” � ”the” � ”mat”

� Problem: Without masking, ”cat” could see ”mat” during training

� Solution: Mask future positions to simulate generation conditions
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Causal Mask Pattern:

Mask =


1 0 0 0
1 1 0 0
1 1 1 0
1 1 1 1


(1 = attend, 0 = mask out with −∞)

Causal Attention Example
For sequence ”The cat sat mat”:

Position 1 (”The”): Can attend to: [”The”] (54)

Position 2 (”cat”): Can attend to: [”The”, ”cat”] (55)

Position 3 (”sat”): Can attend to: [”The”, ”cat”, ”sat”] (56)

Position 4 (”mat”): Can attend to: [”The”, ”cat”, ”sat”, ”mat”] (57)

Implementation Detail: Masked positions get −∞ before softmax, resulting in attention
weight of 0.� �

1 def create_causal_mask(seq_len):

2 """Create lower triangular causal mask."""

3 mask = torch.tril(torch.ones(seq_len , seq_len))

4 return mask # 1 = attend , 0 = mask

5

6 def apply_causal_mask(scores , mask):

7 """Apply causal mask to attention scores."""

8 # Set masked positions to large negative value

9 scores = scores.masked_fill(mask == 0, -1e9)

10 return scores

11

12 # Example usage

13 seq_len = 4

14 mask = create_causal_mask(seq_len)

15 print("Causal mask:")

16 print(mask)

17

18 # Simulate attention scores

19 scores = torch.randn(1, 1, seq_len , seq_len) # (batch , heads , seq , seq)

20 masked_scores = apply_causal_mask(scores , mask)

21 weights = F.softmax(masked_scores , dim=-1)

22

23 print("\nAttention weights (upper triangle should be 0):")

24 print(weights[0, 0])� �
Listing 4: Causal mask implementation

8.2 Complete Transformer Architecture Integration

Attention mechanisms form the core of transformer blocks, but they’re part of a larger archi-
tecture:

Complete Transformer Block Structure:
Detailed Component Analysis:
1. Multi-Head Self-Attention

� Purpose: Learn relationships between all positions

� Input: Token embeddings X ∈ Rn×dmodel

� Output: Context-enriched representations Z ∈ Rn×dmodel
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Input Embeddings + Positional Encoding

Multi-Head Self-Attention

Add & Norm

Position-wise Feed-Forward

Add & Norm

To Next Layer

Residual

Residual

Figure 10: Complete transformer block architecture

� Key Innovation: Parallel processing of all positions

2. Add & Norm (Residual Connection + Layer Normalization)

� Residual Connection: output = sublayer(x) + x

� Layer Norm: LayerNorm(x+ sublayer(x))

� Purpose: Enables training of very deep networks

� Benefits: Gradient flow, faster convergence, training stability

3. Position-wise Feed-Forward Network

� Structure: FFN(x) = ReLU(xW1 + b1)W2 + b2

� Dimensions: dmodel → dff → dmodel (typically dff = 4 · dmodel)

� Purpose: Non-linear transformation, increased model capacity

� Independence: Applied to each position separately

Complete Implementation� �
1 class TransformerBlock(nn.Module):

2 """Complete transformer block with attention , residuals , and feed -forward."

""

3

4 def __init__(self , d_model , num_heads , d_ff , dropout =0.1):

5 super(TransformerBlock , self).__init__ ()

6

7 # Multi -head self -attention

8 self.attention = MultiHeadSelfAttention(d_model , num_heads , dropout)

9

10 # Layer normalization layers

11 self.norm1 = nn.LayerNorm(d_model)

12 self.norm2 = nn.LayerNorm(d_model)

13

14 # Position -wise feed -forward network

15 self.feed_forward = nn.Sequential(
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16 nn.Linear(d_model , d_ff),

17 nn.ReLU(),

18 nn.Dropout(dropout),

19 nn.Linear(d_ff , d_model)

20 )

21

22 self.dropout = nn.Dropout(dropout)

23

24 def forward(self , x, mask=None):

25 """

26 Forward pass through transformer block.

27

28 Args:

29 x: Input tensor (batch_size , seq_len , d_model)

30 mask: Optional attention mask

31

32 Returns:

33 output: Transformed tensor (batch_size , seq_len , d_model)

34 """

35 # 1. Multi -head self -attention with residual connection and layer norm

36 # Note: Some implementations apply LayerNorm before attention (Pre -LN)

37 # Here we use Post -LN (original transformer paper)

38 attention_output , _ = self.attention(x, mask)

39 attention_output = self.dropout(attention_output)

40 x = self.norm1(x + attention_output) # Residual connection + LayerNorm

41

42 # 2. Position -wise feed -forward with residual connection and layer norm

43 ff_output = self.feed_forward(x)

44 ff_output = self.dropout(ff_output)

45 x = self.norm2(x + ff_output) # Residual connection + LayerNorm

46

47 return x

48

49 class GPTModel(nn.Module):

50 """Simplified GPT -like model using transformer blocks."""

51

52 def __init__(self , vocab_size , d_model , num_heads , d_ff , num_layers ,

max_seq_len):

53 super(GPTModel , self).__init__ ()

54

55 self.d_model = d_model

56 self.max_seq_len = max_seq_len

57

58 # Token and position embeddings

59 self.token_embedding = nn.Embedding(vocab_size , d_model)

60 self.position_embedding = nn.Embedding(max_seq_len , d_model)

61

62 # Transformer blocks

63 self.transformer_blocks = nn.ModuleList ([

64 TransformerBlock(d_model , num_heads , d_ff)

65 for _ in range(num_layers)

66 ])

67

68 # Final layer normalization and output projection

69 self.ln_f = nn.LayerNorm(d_model)

70 self.lm_head = nn.Linear(d_model , vocab_size , bias=False)

71

72 # Causal mask (registered as buffer , not parameter)

73 causal_mask = torch.tril(torch.ones(max_seq_len , max_seq_len))

74 self.register_buffer(’causal_mask ’, causal_mask)

75

76 def forward(self , input_ids):

77 """
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78 Forward pass through GPT model.

79

80 Args:

81 input_ids: Token IDs (batch_size , seq_len)

82

83 Returns:

84 logits: Output logits (batch_size , seq_len , vocab_size)

85 """

86 batch_size , seq_len = input_ids.size()

87

88 # Create position IDs

89 position_ids = torch.arange(seq_len , device=input_ids.device)

90 position_ids = position_ids.unsqueeze (0).expand(batch_size , -1)

91

92 # Token and position embeddings

93 token_embeds = self.token_embedding(input_ids)

94 position_embeds = self.position_embedding(position_ids)

95 x = token_embeds + position_embeds

96

97 # Extract causal mask for current sequence length

98 mask = self.causal_mask [:seq_len , :seq_len]

99

100 # Pass through transformer blocks

101 for block in self.transformer_blocks:

102 x = block(x, mask=mask)

103

104 # Final layer norm and output projection

105 x = self.ln_f(x)

106 logits = self.lm_head(x)

107

108 return logits

109

110 # Example usage

111 if __name__ == "__main__":

112 # Model configuration (small GPT)

113 vocab_size = 10000

114 d_model = 256

115 num_heads = 8

116 d_ff = 1024

117 num_layers = 6

118 max_seq_len = 512

119

120 # Create model

121 model = GPTModel(vocab_size , d_model , num_heads , d_ff , num_layers ,

max_seq_len)

122

123 # Sample input

124 batch_size = 4

125 seq_len = 10

126 input_ids = torch.randint(0, vocab_size , (batch_size , seq_len))

127

128 # Forward pass

129 logits = model(input_ids)

130

131 print(f"Input shape: {input_ids.shape}")

132 print(f"Output logits shape: {logits.shape}")

133 print(f"Model parameters: {sum(p.numel() for p in model.parameters ()):,}")� �
Listing 5: Complete transformer block implementation
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8.3 Transformer Variants and Applications

Attention Patterns in Different Architectures

Model Attention Type Mask Pattern Primary Use

BERT (Encoder) Bidirectional No mask Understanding tasks
GPT (Decoder) Causal Lower triangular Generation tasks
T5 (Enc-Dec) Bidirectional + Causal Mixed Text-to-text tasks
Bart Bidirectional + Causal Mixed Seq2seq tasks

Detailed Architecture Comparison
1. BERT (Bidirectional Encoder Representations from Transformers)

� Attention: Each token attends to all other tokens (bidirectional)

� Training: Masked language modeling (predict random masked tokens)

� Use Cases: Text classification, named entity recognition, question answering

� Advantage: Rich bidirectional context for understanding tasks

2. GPT (Generative Pre-trained Transformer)

� Attention: Causal (tokens only attend to previous positions)

� Training: Next token prediction (autoregressive language modeling)

� Use Cases: Text generation, completion, creative writing

� Advantage: Natural left-to-right generation capability

3. T5 (Text-to-Text Transfer Transformer)

� Architecture: Encoder-decoder with different attention patterns

� Encoder: Bidirectional attention (like BERT)

� Decoder: Causal self-attention + cross-attention to encoder

� Use Cases: Translation, summarization, question answering

Key Architectural Insights:

� Attention Pattern Determines Capability: Bidirectional for understanding, causal
for generation

� Unified Framework: Same attention mechanism, different masking strategies

� Task-Architecture Alignment: Choose architecture based on target application

� Transfer Learning: Pre-trained attention patterns transfer across tasks

9 Key Takeaways and Course Integration

9.1 Conceptual Mastery

Core Understanding:

� Attention solves RNN bottleneck by enabling direct connections

� Q,K,V framework makes attention patterns learnable

� Multi-head attention captures multiple relationship types

� Scaling and masking are crucial for stable training
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9.2 Technical Skills

Implementation Readiness:

� Can trace attention calculations for small examples by hand

� Understand the role of each component (Q,K,V transformations, scaling, softmax)

� Ready to implement basic attention mechanisms in code

� Prepared for complete transformer implementation

9.3 System Perspective

Architecture Integration:

� Attention is core to all modern LLMs (GPT, BERT, T5)

� Forms foundation for transformer architecture

� Enables the scale and capabilities of current AI systems

� Critical for understanding LLM training and inference

Next Lecture Preview

Lecture 5: Complete Transformer Implementation
Building on our attention foundation, we will:

� Implement complete transformer blocks with residual connections

� Add layer normalization and position-wise feed-forward networks

� Build a working GPT-like model from scratch

� Understand training procedures and optimization strategies

� Explore scaling laws and practical considerations

Comprehensive Practice Exercises

Part A: Mathematical Foundations

Exercise 1: Manual Self-Attention Calculation
Given the sentence ”AI helps humans” with embeddings:

x(1) = ”AI” =

 0.3
0.7
−0.1

 , x(2) = ”helps” =

−0.2
0.4
0.8

 , x(3) = ”humans” =

 0.6
−0.3
0.2

 (58)

Tasks: a) Compute the attention score matrix Ω = XXT b) Apply softmax to get attention
weights c) Compute context vectors Z = AX d) Analyze which words attend most to each other

Solution:
a) Score Matrix Computation:

X =

 0.3 0.7 −0.1
−0.2 0.4 0.8
0.6 −0.3 0.2

 (59)
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Ω = XXT =

0.3(0.3) + 0.7(0.7) + (−0.1)(−0.1) 0.3(−0.2) + 0.7(0.4) + (−0.1)(0.8) 0.3(0.6) + 0.7(−0.3) + (−0.1)(0.2)
(−0.2)(0.3) + 0.4(0.7) + 0.8(−0.1) (−0.2)(−0.2) + 0.4(0.4) + 0.8(0.8) (−0.2)(0.6) + 0.4(−0.3) + 0.8(0.2)
0.6(0.3) + (−0.3)(0.7) + 0.2(−0.1) 0.6(−0.2) + (−0.3)(0.4) + 0.2(0.8) 0.6(0.6) + (−0.3)(−0.3) + 0.2(0.2)


(60)

Ω =

 0.59 0.14 −0.05
0.14 0.84 0.04
−0.05 0.04 0.49

 (61)

b) Softmax Attention Weights: For each row:

Row 1: A1,: = softmax([0.59, 0.14,−0.05]) = [0.454, 0.292, 0.254] (62)

Row 2: A2,: = softmax([0.14, 0.84, 0.04]) = [0.282, 0.563, 0.255] (63)

Row 3: A3,: = softmax([−0.05, 0.04, 0.49]) = [0.259, 0.283, 0.458] (64)

c) Context Vectors:

Z = AX =

0.454 0.292 0.254
0.282 0.563 0.255
0.259 0.283 0.458

 0.3 0.7 −0.1
−0.2 0.4 0.8
0.6 −0.3 0.2

 (65)

Z =

0.241 0.364 0.151
0.096 0.401 0.484
0.352 0.044 0.332

 (66)

d) Analysis:

� ”AI” attends most to itself (45.4%), moderately to ”helps” (29.2%)

� ”helps” attends most to itself (56.3%), moderately to ”AI” (28.2%)

� ”humans” attends most to itself (45.8%), equally to ”AI” and ”helps”

Exercise 2: Q,K,V Transformation Analysis
Using the same sentence with weight matrices:

WQ =

 0.2 0.1
−0.1 0.3
0.2 −0.1

 , WK =

 0.1 0.2
0.3 −0.2
−0.1 0.4

 , WV =

 0.3 0.0
0.1 0.4
−0.2 0.2

 (67)

Tasks: a) Compute Q, K, V matrices b) Calculate scaled attention scores (use dk = 2) c)
Compare attention patterns with simple self-attention

Solution:
a) Q, K, V Computation:

Q = XWQ =

 0.3 0.7 −0.1
−0.2 0.4 0.8
0.6 −0.3 0.2

 0.2 0.1
−0.1 0.3
0.2 −0.1

 =

−0.09 0.32
0.08 0.02
0.19 −0.05

 (68)

K = XWK =

 0.3 0.7 −0.1
−0.2 0.4 0.8
0.6 −0.3 0.2

 0.1 0.2
0.3 −0.2
−0.1 0.4

 =

 0.24 −0.08
0.02 0.20
−0.07 0.26

 (69)
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V = XWV =

 0.3 0.7 −0.1
−0.2 0.4 0.8
0.6 −0.3 0.2

 0.3 0.0
0.1 0.4
−0.2 0.2

 =

0.18 0.26
0.02 0.32
0.11 −0.08

 (70)

b) Scaled Attention Scores:

Scores =
QKT

√
2

=
1

1.414

−0.09 0.32
0.08 0.02
0.19 −0.05

[ 0.24 0.02 −0.07
−0.08 0.20 0.26

]
(71)

=
1

1.414

−0.047 0.046 0.089
0.018 0.006 0.000
0.049 0.028 −0.026

 =

−0.033 0.033 0.063
0.013 0.004 0.000
0.035 0.020 −0.018

 (72)

c) Comparison: The Q,K,V transformation creates different attention patterns compared
to simple dot-product attention, allowing the model to learn task-specific relationships.

Part B: Implementation Challenges

Exercise 3: Complete Self-Attention Implementation
Implement a self-attention module from scratch and test it:� �

1 import torch

2 import torch.nn as nn

3 import torch.nn.functional as F

4 import math

5

6 # TODO: Complete the SelfAttention class

7 class SelfAttention(nn.Module):

8 def __init__(self , d_model , d_k=None):

9 super().__init__ ()

10 # TODO: Initialize weight matrices

11 pass

12

13 def forward(self , x, mask=None):

14 # TODO: Implement forward pass

15 # 1. Compute Q, K, V

16 # 2. Calculate attention scores

17 # 3. Apply scaling and mask

18 # 4. Apply softmax

19 # 5. Compute weighted values

20 pass

21

22 # Test your implementation

23 if __name__ == "__main__":

24 d_model = 64

25 seq_len = 5

26 batch_size = 2

27

28 x = torch.randn(batch_size , seq_len , d_model)

29 attention = SelfAttention(d_model)

30

31 output , weights = attention(x)

32

33 # Verify shapes and properties

34 assert output.shape == x.shape

35 assert weights.shape == (batch_size , seq_len , seq_len)
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36 assert torch.allclose(weights.sum(dim=-1), torch.ones_like(weights.sum(dim

=-1)))

37

38 print("Self -attention implementation correct!")� �
Listing 6: Exercise 3 starter code

Exercise 4: Multi-Head Attention Visualization
Create attention weight visualizations:� �

1 import matplotlib.pyplot as plt

2 import seaborn as sns

3

4 def visualize_attention(attention_weights , tokens , head_idx =0):

5 """

6 Visualize attention weights as heatmap.

7

8 Args:

9 attention_weights: (batch , heads , seq_len , seq_len)

10 tokens: List of token strings

11 head_idx: Which head to visualize

12 """

13 # Extract single head weights

14 weights = attention_weights [0, head_idx ]. detach ().numpy()

15

16 plt.figure(figsize =(8, 6))

17 sns.heatmap(weights ,

18 xticklabels=tokens ,

19 yticklabels=tokens ,

20 annot=True ,

21 fmt=’.3f’,

22 cmap=’Blues’)

23 plt.title(f’Attention Weights - Head {head_idx}’)

24 plt.xlabel(’Keys (Attended To)’)

25 plt.ylabel(’Queries (Attending From)’)

26 plt.show()

27

28 # TODO: Implement and test with your multi -head attention

29 # tokens = ["The", "quick", "brown", "fox", "jumps"]

30 # visualize_attention(attention_weights , tokens , head_idx =0)� �
Listing 7: Exercise 4 visualization code

Part C: Advanced Analysis

Exercise 5: Attention Pattern Analysis
Analyze different types of attention patterns:
a) Uniform Attention: All positions receive equal attention b) Local Attention: Strong

attention to nearby positions c) Global Attention: Strong attention to first/last positions d)
Syntactic Attention: Attention follows grammatical relationships

Tasks: 1. Create synthetic examples of each attention pattern 2. Implement pattern
detection functions 3. Analyze what types of linguistic phenomena each pattern might capture

Exercise 6: Scaling Factor Investigation
Investigate the effect of different scaling factors:� �

1 def test_scaling_factors ():

2 """Test different scaling factors and their effect on attention."""

3 d_k = 64

4 seq_len = 10

5

6 # Generate random Q, K matrices
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7 Q = torch.randn(1, seq_len , d_k)

8 K = torch.randn(1, seq_len , d_k)

9

10 scales = [1, math.sqrt(d_k), d_k , d_k **2]

11

12 for scale in scales:

13 scores = torch.matmul(Q, K.transpose(-2, -1)) / scale

14 weights = F.softmax(scores , dim=-1)

15

16 # Analyze attention distribution

17 entropy = -torch.sum(weights * torch.log(weights + 1e-9), dim=-1)

18 max_weight = torch.max(weights , dim=-1)[0]

19

20 print(f"Scale: {scale :.2f}")

21 print(f" Mean entropy: {entropy.mean():.3f}")

22 print(f" Mean max weight: {max_weight.mean():.3f}")

23 print(f" Attention sharpness: {’High’ if max_weight.mean() > 0.5 else

’Low ’}")

24 print ()

25

26 # TODO: Run this analysis and explain the results� �
Listing 8: Scaling factor analysis

Part D: Practical Applications

Exercise 7: Language Modeling Setup
Implement causal masking for GPT-style language modeling:� �

1 def create_causal_mask(seq_len):

2 """Create causal mask for autoregressive generation."""

3 # TODO: Implement causal mask creation

4 pass

5

6 def apply_causal_attention(Q, K, V):

7 """Apply causal self -attention."""

8 # TODO: Implement causal attention

9 # 1. Compute scores

10 # 2. Apply causal mask

11 # 3. Apply softmax

12 # 4. Compute output

13 pass

14

15 # Test with sample input

16 sequence = "The cat sat on the mat"

17 # TODO: Verify that each token only attends to previous tokens� �
Listing 9: Causal masking exercise

Exercise 8: Attention Interpretability
Analyze what different attention heads learn:
Tasks: 1. Train a small transformer on a simple task (e.g., copying, reversing) 2. Extract

attention weights from different heads 3. Visualize and interpret attention patterns 4. Identify
specialized heads (syntactic, semantic, positional)

Expected Learning Outcomes: After completing these exercises, you should be able to:

� Manually trace through attention computations with confidence

� Implement attention mechanisms from scratch

� Understand the impact of different design choices (scaling, masking, multi-head)
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� Interpret attention visualizations meaningfully

� Connect attention patterns to linguistic and computational phenomena

Remember: Attention mechanisms are not just a technical innovation—they represent a
fundamental shift in how we think about sequence processing and information flow in neural
networks. Master these concepts, as they form the foundation for understanding all modern
language AI systems.
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