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Welcome to CSC 375/575 - Let’s Get to Know Each Other! (5 minutes)

Let’s go around the class and introduce ourselves!

Each person shares:
Your name, major & pronouns

One AI tool you’ve used (or heard of)

Your biggest question about AI

Fun fact about yourself

Goals:

Get to know everyone

Understand AI experience levels

Build classroom community

Set the tone for participation

I’ll start us off, then we’ll go around the room!
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What We Learned About Each Other

Great! Now let’s dive into our course journey.
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Course Journey: From Foundations to Complete GPT Implementation

Foundations

LLM Overview

Pre-training

Transformers

Tokenization

Advanced Methods

Prompting & CoT

Alignment

Fine-tuning

RLHF

Architecture

Generative Models

Self-Attention

Multi-Head Attention

Scale Training

Implementation

Project Demos

Inference Methods

Final Projects

Presentations

Goal: Build a complete GPT model with instruction fine-tuning & human feedback alignment!
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Course Syllabus Overview

CSC 375/575 — Generative AI
Co-listed as: INF 670
Instructor: Prof. Ron (Rongyu) Lin
Email: rongyu.lin@quinnipiac.edu
Format: In-person class sessions

Course Objectives:
Implement generative AI models from scratch with transformer architecture
Master attention mechanisms: self-attention, multi-head attention, causal masking
Build complete training pipelines with optimization and evaluation metrics
Apply fine-tuning techniques for instruction-following applications
Understand scaling principles and model-data relationships
Evaluate AI capabilities, limitations, ethics, and societal impact

Goal: Hands-on approach to modern generative AI systems!
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Grading Breakdown

Grade Components:
5 Programming Projects: 60%

Project 1: Pre-training & LLM Architecture
Project 2: Embeddings & Tokenization
Project 3: Generative Models & Self-Attention
Project 4: Multi-Head Attention & Prompting
Project 5: Complete GPT with RLHF

Team Final Project: 26%
Attendance & Participation: 14%
Bonus Points (Optional): Up to 3%

Key Details:
Total: 500 points (+ bonus)
5 points/week attendance
Team-based final project
December 13 deadline

Bonus Activities:
Social media sharing
CS seminar attendance
Course suggestions
0.5% each (up to 3%)

Required Texts:
Raschka: ”Build a Large Language
Model”
Xiao & Zhu: ”Foundations of LLMs”

Focus: Hands-on implementation & real projects!
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First Bonus Opportunity: Share & Connect! (0.5%)

Social Media Challenge:
Share this course on your social media

Platforms: LinkedIn (recommended),
Facebook, TikTok

Tag friends who might be interested

Include your expectations for this course:

What are you most excited to learn?
What GenAI applications interest you?
What skills do you want to gain?

Spread the Word:

Recommend classmates to join us

Share why this course matters

Help build our learning community

Use hashtag: #QuGenAI375

How to Submit:

Screenshot your post

Email to: rongyu.lin@qu.edu

Deadline: First week of classes

Let’s build excitement for Generative AI together!
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Course Policies & Expectations

Attendance & Participation:

In-class activities count toward grade

Email instructor in advance if absent

Make-up work arranged when necessary

Office hours: TBD (Canvas link) & by
appointment

Late Work Policy:

Due before class starts on due date

10% penalty per day without prior
approval

Email for emergency extensions

Academic Integrity:

Highest standards expected

No cheating, plagiarism, or academic
dishonesty

Collaborate respectfully, but submit your
own work

Violations may result in course failure

Accommodations:

Contact Office of Student Accessibility

Provide accommodation letter early

Instructor will ensure necessary support

Success through understanding & hands-on practice!
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Interactive Demo: Can You Tell the Difference?

Text A:
”The ancient oak tree stood sentinel in the
meadow, its gnarled branches reaching toward
the star-filled sky like the arms of an old friend
welcoming the night.”

Text B:
”The large tree was in the field. It had many
branches that went up to the sky. The tree was
old and it looked good at night.”

Your Turn: Which one was written by:

A human author?

An AI system?

Neither? Both?

Discuss with your neighbor for 2 minutes!
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Interactive Demo: The Answer Revealed

Text A:
”The ancient oak tree stood sentinel in the
meadow, its gnarled branches reaching toward
the star-filled sky like the arms of an old friend
welcoming the night.”

Text B:
”The large tree was in the field. It had many
branches that went up to the sky. The tree was
old and it looked good at night.”

Plot twist: Both were written by AI!
(Text A: ChatGPT, Text B: Simple template system)

This shows how far we’ve come...
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What Makes AI ”Generative”?

Traditional AI:
Classification

”Is this spam?”

”What’s in this image?”

”Will this patient recover?”

Generative AI:
Creation

”Write me a story”

”Draw me a picture”

”Compose a song”

Let’s explore what this means in practice...
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The Fundamental Challenge of Generation

Think About It:

Easy: ”Is this picture a cat?” � Yes/No

Hard: ”Draw me a cat” � Infinite possibilities!

Recognition:

Limited output space

Clear correct answers

Easier to evaluate

Find patterns

Generation:

Infinite output space

Multiple ”correct” answers

Harder to evaluate quality

Create new patterns

Question: What makes some generated content better than others?
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The Big Picture: 70 Years of Progress

Discussion Question:

”Why do you think AI progress comes in waves rather than steady improvement?”

1950s 1980s 2000s 2010s

1

Rules

2

Statistics

3

Neural Nets

4

Transformers

ELIZA Internet AlexNet ChatGPT

Each phase built on previous work + new breakthroughs
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Phase 1: The Dream Begins (1950s-1980s)

The Big Idea:
”If we can write down the rules for human thinking, we
can make machines think!”

Key Figures:

Alan Turing (1950) - ”Can machines think?”

John McCarthy (1956) - Coins term ”Artificial
Intelligence”

Joseph Weizenbaum (1966) - Creates ELIZA

The Turing Test:

The Challenge

Can a machine convince a human that
it’s human through conversation?

1950s Prediction:
”By 2000, machines will think like
humans”

Spoiler: They were off by a few decades...
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ELIZA: The First ”Chatbot” (1966)

The Secret: Simple Pattern Matching

ELIZA’s Rules:

1 Find keywords (”worried”, ”mother”,
”afraid”)

2 Apply transformation patterns

3 If no match � ask generic question

4 Repeat user’s words back to them

Pattern Examples

Input: ”I am worried about X”
Response: ”Why are you worried about X?”
Input: ”My mother is Y”
Response: ”Tell me more about your mother”

Historical Fact: ELIZA was created in 1966

Prof. Rongyu Lin CSC 375/575 - Generative AI Lecture 1 15 / 48



Hands-On: Build Your Own ELIZA

Let’s Code ELIZA in Python!

Basic ELIZA Algorithm

def eliza response(user input):

if "worried" in user input.lower():

return "Why are you worried?"

elif "mother" in user input.lower():

return "Tell me more about your mother"

elif "father" in user input.lower():

return "How does your father make you feel?"

else:

return "Can you tell me more about that?"

Your Turn: Add 2 more patterns!

What keywords would you add?
What responses would you create?

Discuss with your neighbor!
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ELIZA Demo Results

Student Contributions:

”stressed” � ”What causes you stress?”
”exam” � ”How do you feel about exams?”
”love” � ”Tell me about love in your life”
”hate” � ”Why do you feel hatred?”

What Worked:

Simple but effective
People wanted to believe
Conversation felt natural

The Problems:

No real understanding
Limited patterns
Easily confused
Can’t learn or improve

Key Insight: Rules don’t scale to real intelligence
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Why Rules Failed: The Complexity Problem

Human Language is Incredibly Complex:

Simple Example

”I saw the man with the telescope”

Who has the telescope?
How many meanings can you think of?

More Problems:

Sarcasm: ”Great, another meeting!”
Context: ”It’s hot” (weather vs spicy food)
Idioms: ”Break a leg”
Cultural references

Rule-Based Approach:

Write rules for every case
Rules for exceptions
Rules for rule exceptions
Rules for rule exception exceptions...

Result: IMPOSSIBLE!
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Phase 2: Reality Check (1980s-1990s)

The Problem:

Rules don’t scale
Real language is messy
Promises > Reality
”AI is impossible!”

The Solution:

Learn from examples
Statistical patterns
Big data approach
”Let the data teach us!”

The Revolutionary Idea:
”Count everything, learn patterns”

This shift enabled everything that followed...
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Phase 3: The Internet Changes Everything (2000s-2010s)

New Reality:

Web text everywhere

Wikipedia emerges

Google processes billions of queries

Social media explodes

New Methods:

Statistics on steroids

Machine learning algorithms

Neural networks return

But still limited...

Missing Piece: Computational Power

We had the data, but not the compute...
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Phase 4: The Perfect Storm (2010s-Present)

The Explosive Timeline:

2012: AlexNet - ”Deep learning works!”

2017: Transformers - ”Attention is all you need”

2020: GPT-3 - ”Wait, that’s not supposed to be possible!”

2022: ChatGPT - ”Everyone can use AI now”

Incredible Fact:
ChatGPT: 0 to 100 million users in 2 months

(Fastest adoption in human history!)

Question: What do you think enabled this sudden acceleration?
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Today’s AI Landscape: Show of Hands!

Who has used:

ChatGPT/Claude for writing help?

AI for homework assistance?

GitHub Copilot for coding?

DALL-E/Midjourney for images?

AI for studying/exam prep?

The Reality:
AI is now a daily tool for millions

But how many people understand how it actually works?
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Why Should You Care? Career Impact!

If you’re going into:

Software Dev: Copilot is everywhere

Design: AI art is mainstream

Marketing: AI copywriting

Finance: AI analysis

Medicine: AI diagnostics

You need to know:

What AI can/can’t do

How to use it effectively

When to trust it

How to verify outputs

Where the field is heading

Understanding AI = Career Advantage
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The Big Questions We Face

Think-Pair-Share:
What’s one concern you have about AI’s future?

Amazing Possibilities:

Everyone can be creative

Personalized education for all

Accelerated scientific discovery

AI assistants for everyone

Real Concerns:

Job impacts

Fake content

Privacy issues

Over-dependence

Your Generation Will Shape This Future

Understanding the tech = better decisions
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Pre-training Foundations: The Core of Modern LLMs

The Traditional AI Pipeline (Pre-2010s):

Train on specific task with labeled data

Limited by availability of labeled examples

Each task required separate model training

Performance plateau quickly reached

The Pre-training Revolution:

Train on massive unlabeled text first (pre-training)

Learn general language understanding

Fine-tune for specific tasks (small labeled data)

Breakthrough performance across all tasks

Key insight: Language contains structure that can be learned without labels!
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Self-Supervised Learning: Learning Without Labels

The Self-Supervision Trick:

Example

Input: ”The cat sat on the ”
Target: ”mat” (mask the word, predict it)

What the model learns:

Syntax: grammar rules
Semantics: word meanings
World knowledge: facts
Context: long-range dependencies

From unlimited data:

Entire internet text
Books, articles, websites
Trillions of words
No human labeling needed!

Every word becomes both input and target!

Prof. Rongyu Lin CSC 375/575 - Generative AI Lecture 1 26 / 48



Visual Comparison: GPT vs BERT Prediction Strategy

GPT: Sequential Storyteller

The weather today is

Thinking process:

”I’ve seen previous words”

”What usually comes next?”

Predicts: ”sunny”, ”nice”, ”cold”

Perfect for: Generation, ChatBots

BERT: Context Detective

The today is sunny

Thinking process:

”I see words before AND after”

”What fits in the middle?”

Predicts: ”weather”, ”forecast”

Perfect for: Understanding, Q&A
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Language Modeling Objectives: The Math Behind Pre-training

Autoregressive Language Modeling (GPT approach):

P(wnext |w1,w2, ...,wcurrent)

Predict only the next token given previous context

Masked Language Modeling (BERT approach):

P(wi |w1, ...,wi−1,wi+1, ...,wn)

Only predict single masked word (no product symbol needed)

GPT (Left-to-right):

Predict next word
Natural for generation
”The weather today is ”
Training matches usage

BERT (Bidirectional):

Predict masked words
Uses full context
”The today is sunny”
Better for understanding

Both learn language, but optimize for different tasks!
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Breaking Down the Math: GPT Autoregressive Approach

Understanding P(w1,w2, ...,wn) =
∏n

i=1 P(wi |w1,w2, ...,wi−1)

Think of it like writing a story word by word:

Step-by-Step Example: ”The cat sat”

Step 1: P(”The”) - What’s the probability of starting with ”The”?
Step 2: P(”cat”|”The”) - Given ”The”, what’s next?
Step 3: P(”sat”|”The cat”) - Given ”The cat”, what’s next?

Key Insight: GPT only looks backward - it can’t ”peek” ahead!
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Breaking Down the Math: BERT Masked Approach

Understanding P(wi |w1, ...,wi−1,wi+1, ...,wn)

Think of it like filling in the blanks with context:

Step-by-Step Example: ”The [MASK] sat”

Context: ”The” (left) + ”sat” (right)

Question: P(”cat”|”The”, ”sat”)
BERT sees: ”The sat” - it knows both sides!

Prediction: Uses BOTH directions to guess the middle

Key Insight: BERT looks both ways - it sees the full picture!
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Hands-On: You Are the Language Model!

Challenge: Predict the Next Word

Example

”The weather today is ”

GPT-3.5 predictions:

sunny (23%)

nice (18%)

beautiful (15%)

perfect (12%)

Your turn:

What would you predict?

Can you beat GPT?

Try it with your neighbor!

This is language modeling in action!
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Data at Scale: What Powers Modern LLMs

Training Data Evolution:

GPT-1 (2018): 8 million web pages (∼5GB text)
GPT-2 (2019): 8 million web pages (∼40GB text)
GPT-3 (2020): 45TB of text (filtered to 570GB)
GPT-4 (2023): Estimated 13-45TB of text

Data Sources:

Common Crawl (web pages)
Wikipedia (knowledge)
Books (literature)
News articles (current events)

Academic papers (technical)
Forums/Reddit (conversations)
Code repositories (programming)
Reference materials (facts)

Scale insight: More data = better language understanding!
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Training Data Quality: The Hidden Challenge

Data Preprocessing Pipeline:
1 Collection: Crawl billions of web pages, books, articles
2 Filtering: Remove low-quality, spam, duplicate content
3 Deduplication: Eliminate near-identical text segments
4 Language Detection: Separate languages for targeted training
5 Privacy Filtering: Remove personal identifiable information
6 Quality Scoring: Rank content by educational value

Quality vs Quantity Trade-offs:

High-Quality Sources:

Wikipedia articles

Published books

Academic papers

Curated news sites

Challenges:

Limited high-quality data

Bias in source selection

Copyright concerns

Language representation

Key insight: Quality matters more than pure quantity!
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Bridge: From Statistics to Neural Networks

Traditional statistical models (N-grams) had fundamental limitations that neural networks solved:

Statistical Limitation Neural Solution
Words as atomic symbols Distributed word embeddings

Limited context window RNNs, then Transformers with long con-
text

Data sparsity problems Parameter sharing across similar contexts

Discrete boundaries Continuous vector spaces

No semantic similarity Learned semantic representations

The Evolution:

Rules → N-grams → Neural LMs → Transformers → LLMs
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How Do LLMs Generate Text?

Step-by-Step Process

Process: Tokenize � Embed � Transform � Predict � Sample � Repeat

Example

Input: ”weather is” � ”sunny” (0.4) � Selected: ”sunny”

Core: Predict next word
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Tokenization: How LLMs ”See” Text

From Textbook: Understanding Tokens

Why Not Just Use Words?
Too many unique words (millions)

What about ”running” vs ”runs” vs ”ran”?

How to handle new words?

Different languages have different structures

Solution: Subword Tokens

Example: ”unhappiness”
Tokens: [”un”, ”happy”, ”ness”]
Benefits: Can handle ”happy”, ”unhappy”, ”happiness”

GPT-4 Tokenizer:

Try It!
”Hello world!” � [”Hello”, ” world”, ”!”]
”ChatGPT” � [”Chat”, ”GPT”]
”emoji” � [”emoji”]

Key Point: LLMs think in tokens, not words!
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Understanding Tokenization

Predict GPT tokenization

Examples: ”artificial intelligence”, ”pre-training”, ”100,000,000”

Consider: Split points? Token count? Common words?

Tool: platform.openai.com/tokenizer

Discuss results (2 min)
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The Training Process: From Scratch to ChatGPT

Stage 1: Pre-training

Massive text dataset

Next-word prediction

Months of training

Cost: Millions of dollars

Input

”The capital of France is ”

Stage 2: Fine-tuning

Specific task data

Instruction following

Days of training

Much cheaper

Input

”Q: What is the capital of
France?
A: The capital of France is Paris.”

Stage 3: RLHF

Human feedback

Preference learning

Safety alignment

Final polish

Process
Human rates multiple responses,
model learns preferences

Result: A helpful, harmless, and honest AI assistant
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Transformer Architecture: The Foundation

Key Innovation: Self-Attention
Mechanism

Parallel processing: No
sequential bottleneck

Long-range dependencies:
Connect distant words

Contextual understanding:
Each word sees all others

Scalable training: Enables
massive models

Source: Raschka, Ch.1, P.8
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GPT: Decoder-Only Architecture

Key Characteristics:

Autoregressive: Generates one
token at a time

Left-to-right: Only sees
previous tokens

No peeking ahead: Cannot
look at future tokens

Perfect for generation:
Natural text creation

Source: Raschka, Ch.1, P.13
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Zero-shot vs Few-shot Learning

Zero-shot Learning:

No examples provided

Direct task execution

Relies on pre-training

Quick but less accurate

Few-shot Learning:

1-3 examples given

Learn from context

Better performance

More reliable results

Source: Raschka, Ch.1, P.10
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The Economics of AI: Why Scale Matters

Training Cost Evolution:

GPT-3 (2020): $4.6 million to train
GPT-4 (2023): Estimated $63+ million to train
Future models: Could cost $1+ billion

Key Cost Factors:

Compute: Thousands of GPUs for months
Energy: Massive electricity consumption
Talent: Specialized engineering teams

Result: Only tech giants (Google, Microsoft, Meta) can afford the largest models
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Current Limitations: What LLMs Can’t Do

Major Limitations:

Hallucinations: Making up facts
No real understanding: Pattern matching
No learning: Fixed after training
Context limits: Finite memory
No reasoning: Mimics reasoning patterns

Examples of Failures:

”How many R’s in strawberry?” � Wrong
Basic math errors
Confidently wrong facts
Inconsistent responses
Cannot update knowledge

Important Reality Check

LLMs are incredibly sophisticated pattern matchers, not true intelligence

Question: Why is it important to understand these limitations?
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Discussion: Ethical Implications

Discussion Question:

”Given what we’ve learned about how LLMs work, what are the most important ethical
considerations?”

Consider:

Training data sources
Bias in outputs
Environmental impact
Job displacement
Misinformation potential

Process:

1 Think individually (2 min)
2 Discuss with partner (3 min)
3 Share with class (3 min)

Goal: Develop critical thinking about AI’s societal impact
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What We’ve Covered Today

Key Takeaways from Today’s Lecture

Core Concepts We Explored:

✓ AI hierarchy: AI ⊃ ML ⊃ DL ⊃ LLMs

✓ Historical evolution: From ELIZA (1966) to ChatGPT (2022)

✓ Modern AI learns from data, not hand-coded rules

✓ Pre-training foundations and self-supervised learning

✓ Scaling laws and emergent abilities

✓ Transformer architecture revolution

Reflection: What’s the most surprising thing you learned today?
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What You Learned Today

Historical Pattern:

1 Dream big (Rules)

2 Reality check (Winter)

3 Learn from data (Statistics)

4 Scale up (Deep Learning)

Technical Insights:

AI ⊃ ML ⊃ DL ⊃ LLMs

Transformers = attention mechanism

Scale creates emergent abilities

Tokenization enables processing

Training has multiple stages

Question for Next Time:
How do we actually teach machines to predict words?
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Next Class: You’ll Build Your First AI!

Next Lecture
”The Math Behind the Magic”

You’ll discover:

The secret pattern in all human language
How to teach computers to predict words
Your first working language model (in Python!)
Why this approach eventually hit a wall

Bring Your Laptop!

Reading: Raschka Ch.2 (Pages 17-27), Xiao & Zhu (Pages 43-44, 228)
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Questions?

”The best way to predict the future is to invent it.”
- Alan Kay

Understanding the past helps us shape that future responsibly.
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Bridge to Lecture 2: Technical Deep Dive

You’ve seen the amazing journey from ELIZA to ChatGPT.

But how does this actually work under the hood?

Today’s Foundation:

Historical context and motivation

AI evolution timeline

Ethical considerations

Career impact awareness

Next Lecture Preview:

Technical architecture - How
transformers work

Training process - Three-stage LLM
development

Mathematical foundations - Attention
mechanisms

Scale insights - Parameter evolution and
emergent abilities

Get ready to dive into the technical magic behind modern AI!
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