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Learning Objectives

By the end of this lecture, you will be able to:

Understand the AI hierarchy and where LLMs fit within ML and DL

Explain the key components and stages of the LLM training pipeline

Describe pre-training vs fine-tuning and their respective purposes

Understand the transformer architecture basics and why it revolutionized NLP

Analyze the scale and data requirements for modern LLMs

Evaluate current limitations and challenges in LLM development

Foundation knowledge for understanding and building LLMs
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Quick Recap from Lecture 1

AI Evolution Path:

Rules-based Systems � Explicit programming for each scenario

Statistical Methods � Learning patterns from data

Neural Networks � Deep learning for complex patterns

Transformers � Revolutionary architecture for language

Key Distinction:

Traditional AI: Specific tasks, engineered features

Generative AI: Creates new content, learns general patterns

The breakthrough: ”Attention is All You Need” (2017)
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The AI Hierarchy - Where Do LLMs Fit?

Understanding the Hierarchy:

AI: Broader field of human-like machine intelligence
ML: Learning from data without explicit programming
DL: Multi-layer neural networks for complex patterns
LLMs: Specialized deep learning using transformer architecture
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Understanding ”Large” in Large Language Models

Scale Evolution Timeline:

2018 BERT: 110M parameters

2019 GPT-2: 1.5B parameters (originally not released)

2020 GPT-3: 175B parameters

2023 GPT-4: 1.7T parameters (estimated)

2024+ Models: Multi-trillion parameter frontier

Key Insight:

Scale enables emergent abilities that smaller models don’t possess

More parameters ̸= just bigger files, but qualitatively different capabilities
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What Makes LLMs ”Large”? - Three Dimensions

The Scale Trinity:
Parameters

Learned weights

Store knowledge

Enable reasoning

100B+ for modern
LLMs

Training Data

Massive text corpora

Terabytes of text

Diverse sources

Billions of documents

Compute

Thousands of GPUs

Months of training

Millions in costs

Specialized
infrastructure

Interactive Question: Why do you think scale matters so much for language understanding?
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Modern LLM Applications - Beyond Text Completion

Primary Applications: (based on Raschka Ch. 1.2)
Language Tasks:

Machine translation

Text summarization

Creative writing

Email composition

Document analysis

Interactive Systems:

Chatbots (ChatGPT, Gemini)

Virtual assistants

Code generation

Educational tutoring

Knowledge retrieval

Remarkable Fact:

All these capabilities emerged from training on ”predict the next word”

Simple objective � Complex capabilities
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Interactive Demo: LLM Capabilities Showcase

Activity: Students predict what GPT would generate for:

Prediction Exercise

Prompt 1: ”The weather today is...”
Your prediction:
Prompt 2: ”To be or not to be...”
Your prediction:
Prompt 3: ”def fibonacci(n):”
Your prediction:

Discussion Questions:

What patterns do you notice in the completions?

How does the model ”know” to switch between prose, poetry, and code?

What does this tell us about how language models learn?
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The Foundation Model Paradigm

Definition:

Foundation Model: Large model trained on broad data

Can be adapted to many specific tasks

Learns general representations and capabilities

Base for specialized applications

Benefits:

Transfer Learning: Knowledge transfers across tasks

Efficiency: Don’t need to train from scratch for each task

Performance: Often better than task-specific models

Versatility: One model, many applications

Examples:

GPT-3 � ChatGPT, GitHub Copilot, API applications
BERT � Search engines, text classification systems
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Custom vs General-Purpose LLMs

Custom LLM Advantages: (from Raschka Ch. 1.3)

Performance Benefits:

Better on specific domains

Specialized vocabulary

Domain-specific reasoning

Reduced hallucination

Operational Benefits:

Data privacy control

Local deployment

Reduced latency

Cost control

Version stability

Real-World Examples:

BloombergGPT: Finance-specific language model
Medical LLMs: Healthcare and clinical applications
Legal LLMs: Contract analysis and legal research
Code LLMs: Programming language specialization

Trade-off: Specialization vs general capability
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The Three-Stage LLM Development Pipeline

The Complete Pipeline:

Stage 1: Build (Architecture + Data preparation)
Stage 2: Train (Pre-training for foundation model)
Stage 3: Tune (Fine-tuning for specific applications)

Today we focus on the theory behind this pipeline
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Why This Three-Stage Approach?

Traditional ML:

Task-specific training from scratch

Need labeled data for each application

Limited transferability

Smaller models, specific use cases

Modern LLM Paradigm:

Learn general language first, then specialize

Leverage massive unlabeled text

Transfer knowledge across tasks

Build once, apply many times

Analogy: Like learning to read before specializing in literature, medicine, or law
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Self-Supervised Learning Revolution

Traditional Supervised Learning:

Requires labeled data: (input, correctoutput)

Human annotation needed
Limited by labeling costs and availability
Example: (emailtext, ”spam”or”notspam”)

Self-Supervised Learning:

Model creates its own labels from raw data
No human annotation required
Unlimited training data from internet text
Example: ”The cat sat on the ” � Target: ”mat”

Key Insight: Every word becomes both input AND target
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The Economics of Scale

Training Costs (Estimated):

GPT-3 (2020): $4.6 million in compute

GPT-4 (2023): $63+ million estimated

Future models: $1+ billion projected

Plus: Infrastructure, engineering, data costs

Implications:

Only tech giants can afford largest models

Smaller organizations focus on fine-tuning

Rise of ”AI-as-a-Service” business models

Democratization through open-source efforts

The barrier to entry keeps rising
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Hands-On Activity: Understanding Scale

Exercise: Calculate parameters vs storage

Your Turn

Question: If each parameter is stored as a 4-byte float, how much storage does GPT-3
require?
Given: GPT-3 has 175 billion parameters
Calculation:
Answer:

Solution:

175B parameters Ö 4 bytes = 700 GB

Plus: Optimizer states, gradients, activations

Total training memory: 3-5 TB

Discussion: Storage, memory, and computational implications
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What is Pre-training?

Definition:

Pre-training: Initial training phase on massive unlabeled text

Learn general language understanding and patterns

Foundation for all subsequent capabilities

Prepares model for fine-tuning on specific tasks

Key Characteristics:

Data: Raw text from books, websites, articles

Objective: Predict next word in sequence

Scale: Hundreds of billions of tokens

Output: Foundation model ready for adaptation

Think of it as teaching the model to ”read” before teaching specific tasks
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Pre-training vs Traditional Training

Traditional Training

Task-specific labeled data

Direct optimization for end goal

Limited generalization

Smaller datasets

One model per task

Example:

Spam emails � ”spam”/”not spam”

Direct classification training

Works only for spam detection

Pre-training Approach

Massive unlabeled text

General language learning

Broad generalization

Internet-scale datasets

One model, many tasks

Example:

All text � predict next word

Learn language patterns

Fine-tune for spam, translation, etc.

Key Advantage: Leverages abundant unlabeled text
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The Pre-training Objective: Next-Word Prediction

Core Task:

Given context, predict the next word
Mathematical formulation: P(w next — w 1, w 2, ..., w current)
Seems simple, but incredibly powerful

Example

Context: ”The weather is”
Possible predictions:

”sunny” (probability 0.4)

”nice” (probability 0.3)

”terrible” (probability 0.2)

”unpredictable” (probability 0.1)

Why This Works:

Language has statistical structure that can be learned from examples
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Self-Supervised Learning in Detail

No Human Labeling Required

Example Process

Raw Text: ”Paris is the capital of France”
Auto-generated Training Pairs:� �
1 # Context -> Target

2 "Paris is the" -> "capital"

3 "Paris is the capital" -> "of"

4 "Paris is the capital of" -> "France"� �
Scaling Power:

One sentence � Multiple training examples
Billions of sentences � Trillions of training examples
Internet text � Virtually unlimited data
No annotation cost � Economically feasible at scale

Every piece of text becomes a learning opportunity
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Language Modeling: Two Main Approaches

Autoregressive (GPT)

Left-to-right prediction

”The weather is ”

Only sees previous context

Perfect for generation tasks

Sequential processing

Strengths:

Natural text generation

Story completion

Code generation

Masked LM (BERT)

Bidirectional prediction

”The is sunny”

Sees both left and right context

Better for understanding tasks

Parallel processing

Strengths:

Text classification

Question answering

Sentiment analysis

Different objectives � Different strengths
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The Training Data Challenge

GPT-3 Training Data Sources:

Common Crawl: 410B tokens (60%) - Web pages

WebText2: 19B tokens (22%) - High quality web content

Books: 67B tokens (16%) - Literature and non-fiction

Wikipedia: 3B tokens (3%) - Encyclopedia articles

Total: 499B tokens, 300B used for training

Data Quality Challenges:

Web data contains noise, bias, misinformation

Need extensive filtering and preprocessing

Privacy and copyright concerns

Representation imbalances across groups and languages

Quality vs quantity trade-off
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Emergent Abilities from Scale

Scale Thresholds:

Small models (¡1B): Basic pattern matching, simple completions

Medium models ( 10B): Better coherence, some reasoning

Large models (100B+): Complex reasoning, instruction following

Massive models (1T+): Advanced reasoning, planning, meta-cognition

Examples of Emergent Abilities:

Chain-of-thought reasoning: Step-by-step problem solving

Few-shot learning: Learning from just a few examples

Code generation: Programming in multiple languages

Multi-step planning: Breaking complex tasks into steps

Nobody explicitly taught these abilities!
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Current Scaling Limitations (2024-2025)

Data Limitations:

High-quality text exhaustion: Internet ”mined out” by 2025-2030

Copyright restrictions: Legal challenges to training data use

Privacy concerns: Personal data in training sets

Language imbalance: English dominance, other languages underrepresented

Performance Plateaus:

Diminishing returns: Each 10x scale increase brings smaller gains

Energy constraints: Environmental and cost limitations

Hardware limits: Memory and compute bottlenecks

Need smarter approaches beyond brute-force scaling
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Beyond Traditional Scaling

New Approaches:

Test-time compute: More thinking during inference (OpenAI o1/o3)

Synthetic data: High-quality AI-generated training data

Mixture of Experts: Sparse models with specialized sub-networks

Efficient architectures: Better designs requiring less compute

Smarter Training:

Curriculum learning: Structured training progression

Multi-modal integration: Learning from text, images, code

Reasoning-focused training: Emphasize logical thinking

Tool integration: Models that use external tools

Key Insight: Smart scaling beats brute-force scaling
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Activity: Pre-training Economics Analysis

Group Discussion Scenario:

Your Organization

You have $100M budget and want to develop an LLM for your domain (finance, healthcare,
education, etc.)
Questions to Consider:

Would you train from scratch or fine-tune existing models?

How would you allocate budget between data, compute, and engineering?

What are the risks and potential returns?

How would you differentiate from existing solutions?

Alternative Strategies:

Focus on specialized fine-tuning
Develop superior evaluation methods
Create domain-specific datasets
Build application-layer innovations
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The Transformer Revolution (2017)

Historical Context:

Paper: ”Attention Is All You Need” (Vaswani et al.)

Key Innovation: Self-attention mechanism

Revolutionary Change: From sequential to parallel processing

Impact: Enabled massive scale training of current LLMs

Why Revolutionary?

Parallelization: All positions processed simultaneously

Long-range dependencies: Direct connections between distant words

Scalability: Architecture scales efficiently to billions of parameters

Transfer learning: Pre-trained models transfer well across tasks

Before transformers: RNNs, CNNs. After transformers: LLM revolution
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Original Transformer Architecture

Two Main Components:

Encoder: Processes input sequence (left side)
Decoder: Generates output sequence (right side)
Attention: Connects encoder and decoder

Original Application:

Machine Translation: English � French, German, etc.
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From Original Transformer to Modern LLMs

BERT

Uses encoder only

Bidirectional attention

Masked language
modeling

Great for understanding

GPT

Uses decoder only

Causal attention

Autoregressive
generation

Perfect for generation

T5/UL2

Full encoder-decoder

Flexible attention

Various objectives

Versatile applications

Different architectures � Different strengths
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Why Decoder-Only Won?

GPT’s Advantages:

Simplicity: Single architecture for multiple tasks

Scalability: Easier to scale to billions of parameters

Versatility: Text completion enables many capabilities

Training efficiency: Simpler training objective

Current Dominance:

GPT series: ChatGPT, GPT-4, and derivatives

LLaMA: Meta’s foundation models

PaLM: Google’s language models

Claude: Anthropic’s assistant models

Simple design, powerful results
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GPT Decoder-Only Architecture Detail

Key Components:

Causal Self-Attention: Can only attend to previous tokens
Stacked Transformer Blocks: Multiple identical layers
Layer Normalization: Stabilizes training
Residual Connections: Enables deep network training
Feed-Forward Networks: Position-wise processing

GPT-2/3/4 Specifications:

GPT-2: 48 layers, 1600 hidden units, 25 attention heads
GPT-3: 96 layers, 12288 hidden units, 96 attention heads
GPT-4: Estimated 120+ layers, mixture of experts architecture
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The Self-Attention Mechanism

Core Idea:

Each word ”attends to” every other word in the sequence

Model learns which words are important for understanding each word

Enables capturing long-range dependencies efficiently

Parallel processing of entire sequence

Example

Sentence: ”The bank by the river is steep”
When processing ”bank”:

High attention to ”river” � financial institution vs riverbank

Attention to ”steep” � confirms geographical meaning

Context disambiguates word meaning

Interactive: What other words should ”bank” attend to?
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Attention Mechanism: Mathematical Foundation

The Attention Formula:

Attention(Q,K ,V ) = softmax
(

QKT
√
dk

)
V

Components:

Q (Query): What information am I looking for?

K (Key): What information do I have available?

V (Value): The actual information content

dk : Dimension of key vectors (for scaling)

Multi-Head Attention:

Run multiple attention computations in parallel

Each ”head” focuses on different types of relationships

GPT-3 uses 96 attention heads per layer

Captures diverse linguistic patterns simultaneously
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Training Data Sources: Deep Dive

GPT-3 Training Data Breakdown:
Common Crawl (410B tokens):

Web pages from 2016-2019

Filtered for quality

Deduplicated content

Multiple languages

WebText2 (19B tokens):

Reddit links with 3+ upvotes

High-quality discussions

Curated web content

Diverse topics

Books (67B tokens):

Project Gutenberg

Modern literature

Technical books

Reference materials

Wikipedia (3B tokens):

Encyclopedic knowledge

Factual information

Structured content

Multiple languages

Data Quality ¿ Data Quantity
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Summary: LLM Foundations

Key Concepts Covered:

AI Hierarchy: LLMs as specialized deep learning applications

Scale Revolution: Parameters, data, compute enable emergent abilities

Pre-training Paradigm: Self-supervised learning on massive text

Transformer Architecture: Self-attention enables parallel processing

Foundation Models: One model, many applications through fine-tuning

Next Lecture Preview:

Lecture 3: Text Data Processing and Tokenization

How to prepare text for LLM training

Implementation details and practical considerations

From theory to implementation

Prof. Rongyu Lin CSC 375/575 - Generative AI Lecture 2 34 / 32



Questions and Discussion

Thank you!

Questions?

Next: Dive into tokenization and data processing

Prof. Rongyu Lin CSC 375/575 - Generative AI Lecture 2 35 / 32


