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Today’s Agenda

Part 1: Text Processing Basics (20 min)

Why tokenization matters

Character vs word-level encoding

Building vocabularies

Part 2: Simple Tokenizer (20 min)

Implementing SimpleTokenizerV1

Handling unknown words

Encoding and decoding

Part 3: Advanced Tokenization (20 min)

Byte Pair Encoding (BPE)

Using tiktoken library

Special tokens

Part 4: Data Pipelines (15 min)

PyTorch DataLoader

Batch processing

Memory optimization
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Learning Objectives

By the end of this lecture, you will be able to:

1 Understand the fundamental role of tokenization in LLMs

2 Implement a basic tokenizer from scratch

3 Use BPE tokenization with the tiktoken library

4 Build efficient data pipelines for training

5 Handle special tokens and edge cases

6 Optimize memory usage in data processing

Key Takeaway

Tokenization is the critical bridge between human-readable text and machine-processable
numbers
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Where Does Tokenization Fit? The Three-Stage LLM Pipeline

Today’s Focus: Stage 1 - Data Preparation

Text Tokenization: Breaking text into processable units
Vocabulary Building: Creating token-to-ID mappings
Data Pipeline: Efficient batch processing for training
Special Tokens: Handling unknowns and boundaries

Connection to Course:

Lecture 2: Covered Stages 2-3 (Pre-training & Fine-tuning)
Today: Stage 1 foundations enable everything that follows
Later: We’ll implement complete mini-LLM training
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The Complete Text Processing Pipeline

From Raw Text to Model Input

Raw Text
“The cat sat”

Tokenization
Split into tokens

Vocabulary
Map to IDs

Embedding
Convert
to vectors

“The cat sat” [“The”, “cat”, “sat”] [42, 17, 89] [[0.1, ...], [0.3, ...], ...]

Reference: Raschka Figure 2.1

This pipeline is the foundation of all LLM preprocessing
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Why Tokenization Matters

The Challenge:

LLMs process numbers, not text

Need consistent text → number mapping

Must handle any possible input

Tokenization Provides:

Systematic conversion method

Vocabulary management

Computational efficiency

Raw Text
“Hello world”

Tokens
[Hello] [world]

Token IDs
[1234] [5678]
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Tokenization Approaches

Character-Level

Smallest units

Tiny vocabulary (26-256)

Long sequences

No OOV issues

Con: Very long sequences

Word-Level

Natural units

Large vocabulary (50K+)

Shorter sequences

OOV problems*

Con: Can’t handle new words

Subword-Level

Balance of both

Medium vocabulary

Handles OOV well

Used by GPT, BERT

Best of both worlds!

*OOV = Out-Of-Vocabulary

Words not seen during training. Model can’t process them directly.

Example: “unhappiness” → char: [u][n][h][a][p][p][i][n][e][s][s] (11 tokens)
word: [unhappiness] (1 token, if in vocab)

subword: [un][happiness] (2 tokens)
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Word Embedding Foundations: From Data to LLM Vectors

Key Concept

Embedding models transform non-numeric
data into continuous vector representations.

Why Embeddings Matter:

Semantic Similarity: Similar meanings
� similar vectors

Mathematical Operations: king - man
+ woman ≈ queen

Context Learning: Modern embeddings
capture contextual meaning

Evolution Path:

Word2Vec (2013): Fixed embeddings,
one vector per word

BERT (2018): Contextual embeddings

GPT Models: Token + positional
embeddings
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Embedding Dimensions in Modern LLMs

Model Architecture Comparison:

Model Embedding Dim Parameters Vocab Size
GPT-2 Small 768 124M 50,257
GPT-2 Medium 1024 355M 50,257
GPT-2 Large 1280 774M 50,257
GPT-3 12,288 175B 50,257

Why Larger Dimensions?

Rich Representations: More dimensions capture finer semantic distinctions

Information Capacity: Larger models need more expressive embeddings

Training Stability: Higher dimensions help with gradient flow

Transfer Learning: Rich embeddings transfer better to new tasks

Trade-off: Expressiveness vs computational cost
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Text Preprocessing Steps

Common Preprocessing:

1 Lowercase conversion
2 Punctuation handling
3 Whitespace normalization
4 Special character handling

� �
1 import re

2

3 def preprocess(text):

4 # Add spaces around punctuation

5 # ([,.?!"()]) captures punctuation in group 1

6 # r’ \1 ’ = space + captured punctuation +

space

7 text = re.sub(r’([,.?!"()])’, r’ \1 ’, text)

8 # Normalize whitespace

9 # \s+ matches 1 or more whitespace (space/tab/

newline)

10 # Replace with single space

11 text = re.sub(r’\s+’, ’ ’, text)

12 # Lowercase

13 text = text.lower().strip()

14 return text� �
Example Transformation

Input: “Hello, World! How’s it going?”
Output: “hello , world ! how’s it going ?”
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Building a Vocabulary� �
1 # Step 1: Extract all unique tokens

2 text = "the cat sat on the mat"

3 tokens = text.split()

4 unique_tokens = sorted(set(tokens))

5 # [’cat’, ’mat’, ’on’, ’sat’, ’the’]

6

7 # Step 2: Create token-to-ID mapping

8 vocab = {token: idx for idx, token

9 in enumerate(unique_tokens)}

10 # {’cat’: 0, ’mat’: 1, ’on’: 2, ’sat’: 3, ’the’: 4}

11

12 # Step 3: Add special tokens

13 # len(vocab) gives next available ID (5, 6, ...)

14 vocab[’<UNK>’] = len(vocab) # Unknown token (ID=5)

15 vocab[’<PAD>’] = len(vocab) # Padding token (ID=6)

16 # <UNK>: for words not in vocabulary during inference

17 # <PAD>: to make sequences same length in batches� �
Important

Vocabulary must be consistent between training and inference!
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Vocabulary Construction Process - Part 1

Building Vocabulary (Raschka Fig 2.6, p. 25)

Tokenization breaks down text into individual tokens, then creates vocabulary mapping
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Vocabulary Construction Process - Part 2

Applying Vocabulary (Raschka Fig 2.7, p. 26)

Vocabulary from training set is applied to convert new text to token IDs
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SimpleTokenizerV1: Class Structure
� �

1 class SimpleTokenizerV1:

2 def __init__(self, vocab):

3 # vocab = {’cat’:0, ’mat’:1, ..., ’<PAD>’:6}

4 self.str_to_int = vocab

5 # int_to_str = {0:’cat’, 1:’mat’, ..., 6:’<PAD>’}

6 self.int_to_str = {i: s for s, i in vocab.items()}

7

8 def encode(self, text):

9 # Convert text to token IDs

10 preprocessed = self._preprocess(text)

11 tokens = preprocessed.split()

12 # Example: tokens=[’the’,’cat’] -> ids=[4,0]

13 ids = [self.str_to_int[t] for t in tokens]

14 return ids

15

16 def decode(self, ids):

17 # Convert token IDs back to text

18 # Example: ids=[4,0] -> tokens=[’the’,’cat’]

19 tokens = [self.int_to_str[i] for i in ids]

20 text = " ".join(tokens)

21 # Remove spaces before punctuation

22 # \s+ matches 1+ whitespace before punctuation

23 # ([,.?!"]) captures punctuation in group 1

24 # r’\1’ = just the punctuation (no spaces)

25 text = re.sub(r’\s+([,.?!"])’, r’\1’, text)

26 return text� �
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SimpleTokenizerV1: Preprocessing Method� �
1 class SimpleTokenizerV1:

2 # ... previous methods ...

3

4 def _preprocess(self, text):

5 # Add spaces around punctuation

6 # ([,.?_!"()\’]|--|\s) captures punctuation in group 1

7 # r’ \1 ’ = space + captured punctuation + space

8 text = re.sub(r’([,.?_!"()\’]|--|\s)’, r’ \1 ’, text)

9 # Normalize whitespace

10 # \s+ matches 1+ whitespace, replace with single space

11 text = re.sub(r’\s+’, ’ ’, text)

12 # Convert to lowercase and strip

13 text = text.lower().strip()

14 return text� �
Usage Example� �
1 tokenizer = SimpleTokenizerV1(vocab)

2 text = "Hello, world!"

3 ids = tokenizer.encode(text) # [15, 3, 22, 8]

4 decoded = tokenizer.decode(ids) # "hello, world!"� �
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Tokenizer Encode/Decode Workflow

Workflow (Raschka Fig 2.8, p. 28)

Encode: Text → Tokens → IDs. Decode: IDs → Tokens → Text.

Prof. Rongyu Lin CSC 375/575 - Generative AI Lecture 3 16 / 70



Hands-On Exercise 1: Build Your Tokenizer (5 minutes)

Task

Create a vocabulary and tokenize the following text:

Text: “The cat sat on the mat. The cat was happy.”

Build vocabulary from scratch

Encode the text to IDs

Decode back to verify

Steps:

1 Preprocess the text

2 Extract unique tokens

3 Create vocab dictionary

4 Test encode/decode

Expected Output:

Vocab size: 8 tokens

Encoded: list of integers

Decoded: original text (lowercase)
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Handling Unknown Words� �
1 class SimpleTokenizerV2:

2 def __init__(self, vocab):

3 self.str_to_int = vocab

4 self.int_to_str = {i: s for s, i in vocab.items()}

5 self.unk_token = ’<UNK>’

6

7 def encode(self, text):

8 preprocessed = self._preprocess(text)

9 tokens = preprocessed.split()

10 # Use <UNK> for out-of-vocabulary words

11 ids = []

12 for token in tokens:

13 if token in self.str_to_int:

14 ids.append(self.str_to_int[token])

15 else:

16 ids.append(self.str_to_int[self.unk_token])

17 return ids� �
Why UNK tokens matter

Real-world text contains words not seen during training!
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Special Tokens in LLMs

Common Special Tokens:

<PAD>: Padding for batches

<UNK>: Unknown words

<BOS>: Beginning of sequence

<EOS>: End of sequence

<MASK>: For masked LM training

<SEP>: Separator (BERT)

<CLS>: Classification (BERT)

GPT-specific tokens:

<|endoftext|>: Document boundary

<|startoftext|>: Start marker

Custom tokens for:

Function calls
System messages
User/Assistant markers

Example with Special Tokens

“Hello world” → [<BOS>, 15, 22, <EOS>]
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Byte Pair Encoding (BPE): The Concept

Core Idea

Start with characters, iteratively merge the most frequent pairs

Algorithm Steps:

1 Start with character-level tokens
2 Count all adjacent pairs
3 Merge most frequent pair into new token
4 Repeat until vocabulary size reached

Example with Training Text: “the cat ate the apple. the dog ran fast”

Iteration Most Frequent Pair Count

Start Text: t-h-e c-a-t a-t-e t-h-e a-p-p-l-e. t-h-e d-o-g r-a-n f-a-s-t
After 1 t-h: 3 times Merge to “th”
After 2 th-e: 3 times Merge to “the”
After 3 a-t: 2 times Merge to “at”
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BPE Algorithm Visualization

Training Text: “the cat ate the apple. the dog ran fast”

Key Process: BPE iteratively merges the most frequent adjacent pairs

1 Count pairs: t-h (3 times), a-t (2 times), p-p (1 time)...

2 Merge most frequent: t-h � th

3 Repeat: th-e (3 times) � the, then a-t (2 times) � at

Key Insight

BPE always chooses the most frequent pair. Different frequencies enable clear
decision-making.
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BPE: Breaking Down Unknown Words

Key Advantage (Raschka Fig 2.11, p. 34)

BPE can handle any word by breaking it into subwords or characters - no <UNK> tokens needed!
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BPE Algorithm: Step by Step
� �

1 def get_stats(ids):

2 """Count frequency of adjacent pairs"""

3 # Example: ids = [116, 104, 101, 32, 99, 97, 116]

4 # zip(ids, ids[1:]) pairs adjacent elements:

5 # ids = [116, 104, 101, 32, 99, 97, 116] (length 7)

6 # ids[1:] = [104, 101, 32, 99, 97, 116] (length 6, starts from index 1)

7 # zip stops at shorter list, creates: (116,104), (104,101), (101,32), (32,99), (99,97), (97,116)

8 # Returns: {(116,104): 3, (104,101): 3, (97,116): 2, ...}

9 counts = {}

10 for pair in zip(ids, ids[1:]): # zip automatically handles different lengths

11 counts[pair] = counts.get(pair, 0) + 1

12 return counts

13

14 def merge(ids, pair, idx):

15 """Merge all occurrences of pair"""

16 # Example: ids=[116,104,101,116,104], pair=(116,104), idx=256

17 # Step-by-step: i=0: found 116,104 -> add 256, skip to i=2

18 # i=2: 101 alone -> add 101, move to i=3

19 # i=3: found 116,104 -> add 256, skip to i=5

20 # Result: [256, 101, 256] (both 116,104 pairs -> 256)

21 newids = []

22 i = 0

23 while i < len(ids) - 1: # Only iterate while we can check pairs

24 # Check if current position has the target pair

25 if ids[i] == pair[0] and ids[i+1] == pair[1]:

26 newids.append(idx) # Found pair: replace with new token

27 i += 2 # Skip both elements of the pair

28 else:

29 newids.append(ids[i]) # Not a pair: keep original

30 i += 1 # Move to next single element

31

32 # Handle the last element if it wasn’t processed

33 if i == len(ids) - 1:

34 newids.append(ids[i])

35 return newids� �
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Building BPE Vocabulary� �
1 # Start with base vocabulary (bytes)

2 # b’\x00’ = byte representation of number 0 (null character)

3 # b’t’ = ASCII 116 (’t’), b’h’ = ASCII 104 (’h’), b’e’ = ASCII 101 (’e’)

4 vocab = {idx: bytes([idx]) for idx in range(256)} # 256 possible byte values (0-255)

5 merges = {} # Track which pairs were merged: {(116,104): 256, ...}

6

7 # Training loop

8 for i in range(num_merges): # Example: 1000 merges

9 stats = get_stats(training_ids) # {(116,104): 3, (104,101): 3, ...}

10 pair = max(stats, key=stats.get) # Most frequent: (116,104) = "th"

11 idx = 256 + i # New token ID: 256, 257, 258, ...

12 training_ids = merge(training_ids, pair, idx) # Replace all "th" with 256

13 merges[pair] = idx # Remember: pair (116,104) -> token 256

14 vocab[idx] = vocab[pair[0]] + vocab[pair[1]] # vocab[256] = b’th’

15

16 print(f"Vocabulary size: {len(vocab)}") # Example: 50,257 tokens

17 print(f"Compression ratio: {len(original)/len(training_ids):.2f}x") # Example: 3.2x� �
Question: Why max(stats, key=stats.get) instead of max(stats.keys()) or
max(stats.values())?

Key Insight

BPE balances vocabulary size with sequence length
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Why max(stats, key=stats.get)?

Question: Why not use max(stats.keys()) or max(stats.values())?

Example: stats = {(116,104): 3, (104,101): 2, (97,116): 1}

X Wrong 1� �
1 # MAX KEY (tuple)

2 pair = max(stats.keys())

3 # Result: (116,104)

4 # Compares lexicographically:

5 # (116,104) > (104,101)

6 # BUT: We want frequency!� �

X Wrong 2� �
1 # MAX VALUE only

2 max(stats.values())

3 # Result: 3 (just the frequency

!)

4 # But we NEED the KEY (116,104)

5 # that has this frequency!

6 # This only gives us the number

3� �

✓ Correct� �
1 # KEY with MAX VALUE

2 pair = max(stats, key=stats.get)

3 # Uses stats.get as comparison

function

4 # Returns the KEY with highest

value

5 # Result: (116,104) [the key

itself]

6 # This gives us the pair to

merge!� �
Key Understanding

We need the key with maximum value, not just the maximum value itself!
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Tiktoken: OpenAI’s Tokenizer

What is tiktoken?

OpenAI’s BPE tokenizer
Used by GPT-3.5, GPT-4
Fast, efficient implementation
Pre-trained vocabularies

Available encodings:

gpt2: Original GPT-2
r50k base: 50K vocab
p50k base: Optimized
cl100k base: GPT-3.5/4

� �
1 import tiktoken

2

3 # Load tokenizer

4 enc = tiktoken.get_encoding(

5 "cl100k_base"

6 )

7

8 # Encode text

9 text = "Hello, world!"

10 tokens = enc.encode(text)

11 print(tokens)

12 # [9906, 11, 1917, 0]

13

14 # Decode tokens

15 decoded = enc.decode(tokens)

16 print(decoded)

17 # "Hello, world!"

18

19 # Count tokens

20 n_tokens = len(tokens)� �
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Tiktoken: Advanced Features� �
1 import tiktoken

2

3 tokenizer = tiktoken.get_encoding("cl100k_base")

4

5 # Special tokens handling

6 text = "Hello <|endoftext|> World"

7 tokens = tokenizer.encode(text, allowed_special="all")

8

9 # Get token strings

10 token_strs = [tokenizer.decode([t]) for t in tokens]

11 print(token_strs) # [’Hello’, ’ ’, ’<|endoftext|>’, ’ World’]

12

13 # Token statistics

14 text = "The quick brown fox jumps over the lazy dog"

15 tokens = tokenizer.encode(text)

16 print(f"Characters: {len(text)}, Tokens: {len(tokens)}")

17 print(f"Compression: {len(text)/len(tokens):.2f} chars/token")� �
Pro Tip

Use tiktoken to estimate API costs before making calls!
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Comparing Different Tokenizers

Test Text: “Tokenization is important!”

Character-level:

Tokens: 25
Vocab size: 100
Sequence: Very long

Word-level:

Tokens: 3
Vocab size: 50,000+
Issue: “Tokenization” might be OOV

BPE (GPT-2):

Tokens: 5
“Token”, “ization”, “ is”, “ important”, “!”
Balanced approach

BPE (GPT-4):

Tokens: 4
Better compression
Larger vocabulary
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Tokenization Trade-offs

Vocabulary Size vs Sequence Length Trade-off:

Vocabulary Size

Sequence Length

Char

Word

BPE

100 10K 50K+

Short

Medium

Long

Key Insight

BPE provides the best balance between vocabulary size and sequence length
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Hands-On Exercise 2: Compare Tokenizers (5 minutes)

Task

Compare different tokenization approaches on this text:� �
1 text = """Natural language processing

2 enables machines to understand human language."""� �
Instructions:

1 Count tokens using character-level (split by character)
2 Count tokens using word-level (split by space)
3 Count tokens using tiktoken (cl100k base)
4 Compare compression ratios

Questions:

Which is most efficient?
What are trade-offs?

Expected Results:

Char: 60 tokens
Word: 8 tokens
BPE: 12 tokens
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Data Loading for LLM Training

Requirements:

Handle large text corpora

Create input-target pairs

Batch processing

Memory efficiency

Shuffling for training

Key Concepts:

Context window

Sliding window

Batch dimension

Padding strategies

� �
1 # Simple data preparation

2 text = "the quick brown fox"

3 tokens = encode(text)

4

5 # Create training pairs

6 context_size = 2

7 for i in range(len(tokens)-context_size):

8 context = tokens[i:i+context_size]

9 target = tokens[i+context_size]

10 print(f"{context} -> {target}")

11

12 # Output:

13 # [the, quick] -> brown

14 # [quick, brown] -> fox� �
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Creating Input-Target Pairs for Training� �
1 def create_sequences(token_ids, seq_length):

2 """Create input-target pairs for next-token prediction"""

3 input_ids = []

4 target_ids = []

5

6 for i in range(len(token_ids) - seq_length):

7 input_seq = token_ids[i:i + seq_length]

8 target_seq = token_ids[i + 1:i + seq_length + 1]

9 input_ids.append(input_seq)

10 target_ids.append(target_seq)

11

12 return input_ids, target_ids� �
Example� �
1 tokens = [1, 2, 3, 4, 5, 6]

2 inputs, targets = create_sequences(tokens, seq_length=3)

3 # inputs: [[1,2,3], [2,3,4], [3,4,5]]

4 # targets: [[2,3,4], [3,4,5], [4,5,6]]� �
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Creating Input-Target Pairs for Training

Key Insight (Raschka Fig 2.13, p. 37)

Targets are inputs shifted by one position - model predicts next token
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PyTorch Dataset Class

� �
1 import torch

2 from torch.utils.data import Dataset

3

4 class TextDataset(Dataset):

5 def __init__(self, text, tokenizer, seq_length):

6 self.tokenizer = tokenizer

7 self.seq_length = seq_length

8 self.token_ids = tokenizer.encode(text)

9

10 def __len__(self):

11 return len(self.token_ids) - self.seq_length

12

13 def __getitem__(self, idx):

14 input_ids = self.token_ids[idx:idx + self.seq_length]

15 target_ids = self.token_ids[idx + 1:idx + self.seq_length + 1]

16 return (

17 torch.tensor(input_ids),

18 torch.tensor(target_ids)

19 )� �
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DataLoader Configuration� �
1 from torch.utils.data import DataLoader

2

3 # Create dataset

4 dataset = TextDataset(text, tokenizer, seq_length=128)

5

6 # Configure DataLoader

7 dataloader = DataLoader(

8 dataset,

9 batch_size=32, # Number of sequences per batch

10 shuffle=True, # Randomize order

11 num_workers=4, # Parallel data loading

12 pin_memory=True, # Faster GPU transfer

13 drop_last=True # Drop incomplete final batch

14 )

15

16 # Training loop

17 for batch_idx, (inputs, targets) in enumerate(dataloader):

18 # inputs shape: [batch_size, seq_length]

19 # targets shape: [batch_size, seq_length]

20 print(f"Batch {batch_idx}: {inputs.shape}")� �
Prof. Rongyu Lin CSC 375/575 - Generative AI Lecture 3 35 / 70



Understanding Batch Processing

Why Batching?

GPU parallelization

Stable gradients

Memory efficiency

Faster training

Batch Dimensions:

Batch size: 32, 64, 128...

Sequence length: 128, 256, 512...

Hidden size: 768, 1024...

128 tokens

32

B
a
tc
h

Sequence Length

Memory Usage:

Input: [32 × 128] tokens

Embeddings: [32 × 128 × 768]

Total: ∼10MB per batch
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Padding Strategies for Variable Length

Problem

Texts have different lengths: [1,2,3], [4,5,6,7,8], [9,10]

Solutions:

1 Pad to max length
[1,2,3] → [1,2,3,0,0]

2 Dynamic batching
Group similar lengths: [1,2,3] +
[9,10]

3 Truncate long sequences
[4,5,6,7,8] → [4,5,6,7]

4 Pack sequences
[1,2,3] + [SEP] + [9,10]

� �
1 def pad sequence(seq, max len, pad id) :
2 ”””Pad or truncate sequence”””
3 if len(seq) >= max len:
4 return seq [:max len]
5 else :
6 padding = [pad id] * (max len = len(

seq))
7 return seq + padding
8

9 # Example
10 seq = [1, 2, 3]
11 padded = pad sequence(seq, 5, pad id=0)
12 # Result: [1, 2, 3, 0, 0]� �

Important

Use attention masks to ignore padded positions during training!
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Memory Optimization Techniques

Memory Bottlenecks:

Loading entire dataset

Large batch sizes

Long sequences

Vocabulary embeddings

Solutions:

Streaming data loading

Gradient accumulation (stay tuned)

Mixed precision training

Efficient attention (stay tuned)

Memory Usage Breakdown:

M
o
d
el

A
ct
iv

G
ra
d

O
p
t

D
at
a

Optimization Impact:

FP16: 50% memory reduction

Gradient checkpoint: 30% savings

Efficient attention: O(n) vs O(n2)
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Streaming Data Loading: Concepts

Why Streaming?

Memory: Process large files without
loading all into RAM
Real-time: Handle data as it arrives
Scalability: Work with datasets larger
than memory

Key Concepts:

Buffer: Temporary token storage
Sliding Window: Move one token at a
time
Lazy Loading: Generate on-demand

Sliding Window Example:
Buffer from Line 1:
[A,B,C,D,E] (seq len=3)

Step 1: Extract & slide

Input: [A,B,C] Target: [B,C,D]

Input: [B,C,D] Target: [C,D,E]

Step 2: After sliding, buffer = [D,E]

Buffer too small (< seq len+1), read Line 2

Step 3: Buffer = [D,E,F,G,H] (+Line2)

Continue: Input [D,E,F] Target [E,F,G]

Key: Cross-sentence sequences possible
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Streaming Data Loading: Implementation

� �
1 class StreamingTextDataset(Dataset):

2 def __init__(self, file_path,

3 tokenizer, seq_length):

4 self.file_path = file_path

5 self.tokenizer = tokenizer

6 self.seq_length = seq_length

7
8 def __iter__(self):

9 buffer = []

10 with open(self.file_path, ’r’) as f:

11 for line in f:

12 # Tokenize each line

13 tokens = self.tokenizer.encode(line)

14 buffer.extend(tokens)

15
16 # Generate sequences when buffer has enough tokens

17 while len(buffer) >= self.seq_length + 1:

18 # Input: [0:seq_length]

19 input_ids = buffer[:self.seq_length]

20 # Target: [1:seq_length+1]

21 target_ids = buffer[1:self.seq_length + 1]

22
23 yield (torch.tensor(input_ids),

24 torch.tensor(target_ids))

25
26 # Efficient sliding: remove first element

27 buffer = buffer[1:]� �

Code Walkthrough:

L2-6: Initialize parameters
L9: Create empty buffer
L10: Open file stream
L11-13: Tokenize & buffer
L16: Check buffer size
L18-20: Extract input/target
L22-23: Yield tensors
L26: Efficient sliding

Key Insight:

When buffer < seq length + 1: read
next line
Cross-sentence sequences possible
Continuous token stream

Memory Usage:

Small buffer only
TB-scale datasets
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Hands-On Exercise 3: Build Data Pipeline (5 minutes)

Task

Create a simple data pipeline:

1 Load a text: “The quick brown fox jumps over the lazy dog”

2 Tokenize using simple word-level tokenizer

3 Create input-target pairs with context size=2

4 Batch the data with batch size=2

Expected Output Format:

Batch 1: inputs=[[1,2], [2,3]], targets=[[3], [4]]

Batch 2: inputs=[[3,4], [4,5]], targets=[[5], [6]]

Bonus: Add padding for the last incomplete batch
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Tokenization in Practice: GPT Models

GPT-2:

Vocabulary: 50,257 tokens
BPE on bytes
No unknown tokens
Context: 1024 tokens

GPT-3:

Same tokenizer as GPT-2
Context: 2048 tokens
Better handling of numbers

GPT-4:

cl100k base encoding
Vocabulary: 100,000 tokens
Context: 8K, 32K, 128K variants
Better multilingual support

Token Efficiency:

English: 4 chars/token
Code: 5 chars/token
Chinese: 2 chars/token

Cost Calculation

1000 tokens ≈ 750 words ≈ $0.002 (GPT-3.5)
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Tokenization in Practice: BERT Models

WordPiece Tokenization:

Vocabulary: 30,522 tokens

Prefix: ## for subwords

Special: [CLS], [SEP], [MASK]

Case-sensitive variants

Example:

“playing” → [“play”, “##ing”]

“unbelievable” → [“un”, “##believ”,
“##able”]

BERT Input Format:

[CLS] Sent1 [SEP] Sent2 [SEP]

Segment Embeddings:

Sentence A: 0

Sentence B: 1

Used for sentence-pair tasks
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Multilingual Tokenization Challenges

Challenges:

Different scripts (Latin, Chinese, Arabic)
No spaces in some languages
Right-to-left languages
Accent marks and diacritics
Emoji and special symbols

Solutions:

Byte-level BPE: Handles any Unicode
SentencePiece: Language-agnostic tool
Larger vocabularies
Language-specific tokens

Token Efficiency by Language:
Language Chars Tokens
English 100 25
Spanish 100 28
Chinese 100 45
Japanese 100 40
Arabic 100 35
Code 100 20

Best Practices:

Balance vocabulary across languages

Test on diverse text

Consider target use cases

What is SentencePiece?
Google’s tokenizer that treats spaces as symbols ( ), enabling uniform processing of all languages without pre-tokenization. Used in T5,
mT5, XLM-R.
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Tokenization Edge Cases - Real Examples

1. Whitespace Problems� �
1 "Hello world" -> 2 tokens @$\checkmark$@

2 "Hello world" -> 2 tokens (!)

3 "Hello\tworld" -> 3 tokens

4 "Hello\nworld" -> 3 tokens� �
Same meaning, different tokens!

2. Case Sensitivity Surprises� �
1 "iPhone" -> ["iPhone"] # 1 tok

2 "IPHONE" -> ["IP","##HONE"] # 2 tok!

3 "The iPhone" -> ["The","iPhone"] # 2

4 "the iphone" -> ["the","ip","##hone"] # 3!� �
Capitalization changes cost!

3. Number Tokenization Chaos� �
1 "100" -> ["100"] # 1 token

2 "1000" -> ["1000"] # 1 token

3 "10000" -> ["100","##00"] # 2 tokens!

4 "3.14" -> ["3",".","14"] # 3 tokens

5 "$99.99" -> ["$","99",".","99"] # 4 tokens� �
Larger numbers = Higher cost

4. URL/Email Explosion� �
1 "https://ai.com" -> 8 tokens!

2 "user@email.com" -> 5 tokens!� �
Warning
These issues directly impact your API costs and model
performance!
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Tokenization Best Practices with Code

Fix Whitespace Issues:� �
1 def clean_whitespace(text):

2 # Single space for all whitespace

3 import re

4 text = re.sub(r’\s+’, ’ ’, text)

5 return text.strip()

6
7 # Before: "Hello \t\n world"

8 # After: "Hello world"� �
Handle URLs/Emails:� �
1 def replace_urls(text):

2 text = re.sub(r’http[s]?://\S+’,

3 ’[URL]’, text)

4 text = re.sub(r’\S+@\S+’,

5 ’[EMAIL]’, text)

6 return text

7
8 # "Visit https://example.com"

9 # Before: 8 tokens -> After: 2 tokens� �

Normalize Numbers:� �
1 def normalize_numbers(text):

2 # Large numbers -> placeholder

3 text = re.sub(r’\b\d{5,}\b’,

4 ’[NUM]’, text)

5 # Currency -> placeholder

6 text = re.sub(r’\$[\d,]+\.?\d*’,

7 ’[PRICE]’, text)

8 return text

9
10 # "$12,345.67" -> "[PRICE]"

11 # 6 tokens -> 1 token (83% saved!)� �
Testing Checklist:

✓ Empty strings: ""
✓ Long text: "A" * 10000

✓ Mixed languages: "Hello World" (multi-lang)
✓ Emojis: ":)" � often [UNK]

Pro Tip
Always test tokenization before deploying to production!
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Tokenization Performance Optimization
Bottlenecks:

Regex operations
Vocabulary lookups
String concatenation
Memory allocation

Optimization Techniques:

Pre-compile regex patterns
Use hash tables for vocab
Batch processing
Caching frequent tokens
Parallel tokenization

Performance Comparison:
Method Tokens/sec

Python loop 10K
Numpy vectorized 100K
Rust implementation 1M
GPU tokenization 10M

tiktoken Performance:

3-6x faster than HuggingFace
Rust backend
Efficient caching
Parallel processing

Rule of Thumb

Tokenization should be <5% of total training time
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Example 1: Regex Pre-compilation

Performance Impact: 19x faster

SLOW Approach:� �
1 def slow_tokenize(text):

2 # Compiling regex every time!

3 pattern = re.compile(r’\w+’)

4 tokens = pattern.findall(text)

5 return tokens

6
7 # Processing 10K documents

8 start = time.time()

9 for doc in documents:

10 tokens = slow_tokenize(doc)

11 end = time.time()

12 print(f"Time: {end-start:.1f}s")

13 # Output: Time: 15.0s� �

FAST Approach:� �
1 # Pre-compile regex pattern once

2 PATTERN = re.compile(r’\w+’)

3
4 def fast_tokenize(text):

5 # Reuse pre-compiled pattern

6 tokens = PATTERN.findall(text)

7 return tokens

8
9 # Processing same 10K documents

10 start = time.time()

11 for doc in documents:

12 tokens = fast_tokenize(doc)

13 end = time.time()

14 print(f"Time: {end-start:.1f}s")

15 # Output: Time: 0.8s� �
Key Lesson: Pre-compile expensive operations outside loops!
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Example 2: Vocabulary Lookup Optimization

Performance Impact: 900x faster

SLOW - Linear Search O(n):� �
1 vocab_list = [’hello’, ’world’, ...] # 50K words

2
3 def slow_lookup(word):

4 # Linear search through list

5 for i, vocab_word in enumerate(vocab_list):

6 if vocab_word == word:

7 return i

8 return 0 # Unknown token

9
10 # Processing 1M tokens

11 start = time.time()

12 for token in tokens:

13 token_id = slow_lookup(token)

14 end = time.time()

15 print(f"Time: {end-start:.1f}min")

16 # Output: Time: 45.0min� �

FAST - Hash Table O(1):� �
1 # Build hash table once

2 vocab_dict = {word: i for i, word in enumerate(vocab_list)}

3
4 def fast_lookup(word):

5 # O(1) hash table lookup

6 return vocab_dict.get(word, 0)

7
8 # Processing same 1M tokens

9 start = time.time()

10 for token in tokens:

11 token_id = fast_lookup(token)

12 end = time.time()

13 print(f"Time: {end-start:.1f}s")

14 # Output: Time: 3.0s� �
Key Lesson: Use appropriate data structures - dictionaries for lookups!
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Example 3: Memory Pre-allocation

Performance Impact: Eliminates reallocation overhead

SLOW - Dynamic Growth:� �
1 def slow_encode_batch(words):

2 tokens = [] # Empty list

3
4 for word in words:

5 token_id = vocab_dict.get(word, 0)

6 # Each append may reallocate!

7 tokens.append(token_id)

8
9 return tokens

10
11 # Processing 1M words

12 start = time.time()

13 token_ids = slow_encode_batch(word_list)

14 end = time.time()

15 print(f"Time: {end-start:.2f}s")

16 # Output: Time: 2.45s

17 # Memory reallocations: ~20 times� �

FAST - Pre-allocation:� �
1 def fast_encode_batch(words):

2 # Pre-allocate exact size needed

3 tokens = np.empty(len(words), dtype=int)

4
5 for i, word in enumerate(words):

6 token_id = vocab_dict.get(word, 0)

7 # Direct assignment, no realloc

8 tokens[i] = token_id

9
10 return tokens

11
12 # Processing same 1M words

13 start = time.time()

14 token_ids = fast_encode_batch(word_list)

15 end = time.time()

16 print(f"Time: {end-start:.2f}s")

17 # Output: Time: 1.85s

18 # Memory reallocations: 0� �
Key Lesson: Pre-allocate memory when you know the final size!
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Debugging Tokenization Issues

� �
1 def debug_tokenization(text, tokenizer):

2 """Helper function to debug tokenization"""

3 tokens = tokenizer.encode(text)

4

5 print(f"Input: ’{text}’")

6 print(f"Token count: {len(tokens)}")

7 print(f"Token IDs: {tokens}")

8

9 # Show individual tokens

10 for i, token_id in enumerate(tokens):

11 token_str = tokenizer.decode([token_id])

12 print(f" {i}: [{token_id}] = ’{token_str}’")

13

14 # Verify round-trip

15 decoded = tokenizer.decode(tokens)

16 if decoded != text:

17 print(f"WARNING: Round-trip failed!")

18 print(f" Original: ’{text}’")

19 print(f" Decoded: ’{decoded}’")� �
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Visualizing Tokenization

Why Visualize?

Understand splitting

Debug issues

Optimize prompts

Estimate costs

Visualization Tools:

OpenAI Tokenizer Playground

Tiktoken visualizer

Custom color coding

Token boundary markers

Example Visualization:
The quick brown fox

Color Legend:

Common words

Subwords

Rare tokens

Special tokens

Token Boundaries:

— = token boundary

= space in token

## = subword marker
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Implementing a Custom Dataset� �
1 class GPTDataset(Dataset):

2 def __init__(self, txt_file, tokenizer, max_length, stride):

3 self.tokenizer = tokenizer

4 self.max_length = max_length

5 self.stride = stride

6

7 # Load and tokenize entire file

8 with open(txt_file, ’r’) as f:

9 text = f.read()

10 self.tokens = tokenizer.encode(text)

11

12 def __len__(self):

13 return max(0, len(self.tokens) - self.max_length) // self.stride + 1

14

15 def __getitem__(self, idx):

16 start_idx = idx * self.stride

17 end_idx = start_idx + self.max_length

18

19 input_ids = self.tokens[start_idx:end_idx]

20 target_ids = self.tokens[start_idx + 1:end_idx + 1]

21

22 return torch.tensor(input_ids), torch.tensor(target_ids)� �
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Data Augmentation for Text

Augmentation Techniques:

Token masking (BERT-style)

Random token replacement

Sentence shuffling

Back-translation

Paraphrasing

Noise injection

Benefits:

Improved robustness

Better generalization

Reduced overfitting

Implementation Example:

Original: “The cat sat on mat”

Masked: “The [MASK] sat on mat”

Replaced: “The dog sat on mat”

Shuffled: “sat The cat mat on”

Noisy: “The cat sat on the mat”

Caution:

Maintain semantic meaning

Don’t over-augment

Test augmentation quality
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Distributed Data Loading

Multi-GPU Training:

Data parallel

Model parallel

Pipeline parallel

Key Concepts:

Sharding datasets

Synchronized sampling

Distributed samplers

� �
1 from torch.utils.data.distributed import

DistributedSampler

2

3 # Setup distributed sampler

4 sampler = DistributedSampler(

5 dataset,

6 num_replicas=world_size,

7 rank=rank,

8 shuffle=True

9 )

10

11 # DataLoader with sampler

12 loader = DataLoader(

13 dataset,

14 batch_size=batch_size,

15 sampler=sampler

16 )� �
Prof. Rongyu Lin CSC 375/575 - Generative AI Lecture 3 55 / 70



Caching and Memory Management

Caching Levels:

1 Token cache (frequent words)

2 Document cache (preprocessed)

3 Embedding cache

4 Attention cache

Memory Hierarchy:

CPU RAM: Large, slow

GPU RAM: Limited, fast

Disk: Unlimited, very slow

Optimization Strategy:

GPU: Active Batch

CPU: Next Batches

Disk: Full Dataset

Best Practices:

Prefetch next batch

Async data loading

Memory pinning
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Hands-On Exercise 4: Complete Pipeline (5 minutes)

Build End-to-End Pipeline

Combine everything we’ve learned into a complete tokenization pipeline.

Steps:

1 Load text
2 Tokenize with tiktoken
3 Create Dataset class
4 Setup DataLoader
5 Iterate one epoch

Requirements:

Sequence length: 10
Batch size: 4
Include padding
Print shapes

Success: DataLoader produces correct shapes
with padding
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Subword Regularization

� �
1 def sample_subword_segmentation(word, vocab, temperature=1.0):

2 """Sample different valid segmentations"""

3 # Multiple valid tokenizations exist

4 segmentations = [

5 ["un", "happiness"], # Option 1

6 ["unhapp", "iness"], # Option 2

7 ["u", "n", "happiness"] # Option 3

8 ]

9

10 # Sample based on scores

11 scores = [score_segmentation(s, vocab) for s in segmentations]

12 probs = softmax(scores / temperature)

13 return np.random.choice(segmentations, p=probs)� �
Benefits

Improves robustness through training-time augmentation

Prof. Rongyu Lin CSC 375/575 - Generative AI Lecture 3 58 / 70



Training Your Own Tokenizer

� �
1 from tokenizers import Tokenizer, models, trainers, pre_tokenizers

2

3 # Initialize BPE tokenizer

4 tokenizer = Tokenizer(models.BPE())

5

6 # Pre-tokenization (splitting)

7 tokenizer.pre_tokenizer = pre_tokenizers.Whitespace()

8

9 # Train on corpus

10 trainer = trainers.BpeTrainer(

11 vocab_size=30000,

12 special_tokens=["<PAD>", "<UNK>", "<BOS>", "<EOS>"]

13 )

14

15 files = ["corpus1.txt", "corpus2.txt"]

16 tokenizer.train(files, trainer)

17

18 # Save trained tokenizer

19 tokenizer.save("my_tokenizer.json")� �
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Tokenization Considerations for Fine-Tuning

Key Question

Should you retrain the tokenizer for your domain?

Keep Original:

Preserves pre-training
Simpler pipeline
Compatible models
Faster deployment

Recommended for most cases

Retrain Tokenizer:

Domain-specific vocab
Better compression
New special tokens
Different language

Requires full retraining

Hybrid Approach

Add domain-specific tokens to existing vocabulary
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Tokenizing Code vs Natural Language

Code-Specific Challenges:

Indentation matters

Special symbols

Variable names

Comments vs code

Multiple languages

� �
1 # Python code

2 def factorial(n):

3 if n <= 1:

4 return 1

5 return n * factorial(n-1)

6
7 # Tokens: 28

8 # [def] [fact] [orial] [(] [n]

9 # [)] [:] [if] [n] [<=] ...� �
Specialized Code Tokenizers:

CodeBERT: Programming-aware

GitHub Copilot: Multi-language

Codex: Optimized for code
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Tokenizing Conversations and Dialogues

Special Requirements:

Speaker identification

Turn boundaries

Context preservation

System messages

Common Format:

<|system|> message

<|user|> question

<|assistant|> response

<|endofturn|>

Example Conversation:

<|system|> You are
helpful
<|user|> What is 2+2?
<|assistant|> 2+2
equals 4
<|endofturn|>
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Tokenizing Structured Data

Types of Structured Data:

JSON/XML
Tables/CSV
SQL queries
Markdown
HTML

Challenges:

Preserve structure
Handle nesting
Special delimiters

� �
1 # JSON example

2 {

3 "name": "John",

4 "age": 30,

5 "items": ["a", "b"]

6 }

7
8 # Tokenization strategies:

9 # 1. Flatten: name John age 30

10 # 2. Preserve: { " name " : " John

11 # 3. Special: <json> name=John� �

Best Practice

Use special tokens to mark structure boundaries
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Hands-On Exercise 5: Advanced Tokenization (5 minutes)

Challenge: Multi-Domain Tokenization

Implement a tokenizer that handles:

1 Regular text: ”Hello world”

2 Code: ”def func(x): return x*2”

3 Math: ”E = mc2”

4 Special markers: <START> text <END>

Requirements:

Use different strategies per domain

Preserve special tokens

Handle mixed content

Test round-trip encoding

Hint: Use regex to identify domains first!
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Case Study: ChatGPT Tokenization

ChatGPT Specifics:

cl100k base encoding
100K vocabulary
Optimized for dialogue
Special conversation tokens

Token Usage:

System: 20-50 tokens
User prompt: 50-200
Response: 100-500
Total: 200-750/exchange

Cost Optimization:

Compress prompts
Remove redundancy
Use abbreviations
Batch requests

Example Savings:

”Please” → ”Pls” (1 token)
Spaces matter!
Numbers as digits
Avoid repetition

Pro Tip

Use tiktoken to preview token count before API calls!
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Group Exercise: Design a Tokenizer

Scenario

Your team is building a medical AI assistant. Design the tokenization strategy!

Consider:
1 Medical terminology (Latin, abbreviations)
2 Patient privacy (PII handling)
3 Multiple languages
4 Structured data (lab results, prescriptions)
5 Conversation format

Deliverables (10 minutes):

Vocabulary size and composition

Special tokens needed

Preprocessing strategy

Performance requirements

Present your design to the class!
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Quick Quiz: Test Your Knowledge

1 What is the main advantage of BPE over word-level tokenization?
A) Faster processing
B) Handles OOV words
C) Smaller vocabulary
D) Better for English

2 Which special token marks the end of a document in GPT?
A) [EOS]
B) </s>

C) <|endoftext|>

D) [SEP]

3 What is the typical compression ratio for English text with BPE?
A) 2:1
B) 4:1
C) 10:1
D) 1:1

Prof. Rongyu Lin CSC 375/575 - Generative AI Lecture 3 67 / 70



Key Takeaways

Technical Skills:

Implement basic tokenizer
Use BPE algorithm
Work with tiktoken
Build data pipelines
Handle special tokens

Conceptual Understanding:

Trade-offs in tokenization
Impact on model performance
Memory optimization
Production challenges

Practical Applications:

Cost estimation
Prompt optimization
Debugging issues
Performance tuning
Multi-domain handling

Next Steps:

Experiment with different tokenizers
Build custom vocabularies
Optimize for your domain
Monitor in production
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Resources and References

Libraries and Tools:

tiktoken: OpenAI’s fast tokenizer
HuggingFace Tokenizers: Comprehensive library
SentencePiece: Google’s unsupervised tokenizer
fastBPE: Fast BPE implementation

Papers to Read:

”Neural Machine Translation of Rare Words with Subword Units” (2016)
”BPE-Dropout: Simple and Effective Subword Regularization” (2020)
”ByT5: Towards a token-free future” (2021)

Online Resources:

OpenAI Tokenizer Playground
HuggingFace Course: Tokenizers
Jay Alammar’s Illustrated Guides
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Questions and Discussion

Thank You!

Questions?

Email: rongyu.lin@quinnipiac.edu
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