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Required Reading

Textbook: Chapter 7, Section 7.14.2 (pandas DataFrames)
Reference Notebooks: ch07/07 14.02.ipynb for DataFrame fundamentals

Learning Objectives

By the end of this lecture, you will be able to:

1. Explain DataFrame structure as a collection of Series columns sharing a common row
index

2. Create DataFrames from dictionaries, lists, NumPy arrays, and understand row/col-
umn labels

3. Access DataFrame data using column selection, .loc[], .iloc[], .at[], and .iat[]

4. Manipulate DataFrame structure by adding/removing columns, customizing indices,
and transposing

5. Apply boolean indexing to filter rows based on single and multiple conditions

6. Perform statistical analysis using describe(), aggregations by row/column with axis
parameter

7. Sort DataFrames by index and by values in specific columns

8. Build complete data analysis pipelines combining DataFrame operations

Prerequisites Review

Building on Your pandas Series Mastery:
From Lectures 1-11, you have complete Python fundamentals. From Lectures 12-13, you

mastered NumPy arrays with 1D and 2D operations, indexing, boolean selection, element-wise
operations, broadcasting, and matrix operations.
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From Lecture 16, you mastered pandas Series: creation from lists, dictionaries, and scalars
with custom indices; accessing elements using integer positions and index labels with .loc[] and
.iloc[]; statistical methods including count(), mean(), std(), and describe(); string operations
with the .str accessor; automatic index alignment during arithmetic; and handling missing data
with NaN.

You understand that Series provide one-dimensional labeled data with all the power of
custom indices, vectorized operations, and automatic alignment. Now we extend this to two
dimensions.

Transformation Goal: Evolve fromworking with individual Series (one-dimensional
labeled arrays) to mastering DataFrames for multi-variable, two-dimensional data
analysis with row and column operations.

1 Part 1: Introduction to DataFrames

1.1 From Series to DataFrames - Why Two Dimensions?

In Lecture 16, we learned that a Series is a one-dimensional labeled array, like a single column
of a spreadsheet with row labels. But most real-world data isn’t one-dimensional. When you
record student information, you don’t just have names - you have names AND test scores AND
attendance AND grades for multiple subjects. When you track product sales, you have product
names AND monthly sales AND regions AND prices. Multi-variable data is the norm, not the
exception in data analysis.

A DataFrame is pandas’ solution for multi-variable data. Think of it as multiple Series
columns that share the same row index, all aligned and organized into a table. Each column is
still a Series with all the power you learned in Lecture 16 - custom indices, statistical methods,
automatic alignment. But now those Series work together as columns in a coherent table
structure, just like a spreadsheet.

The power of DataFrames comes from being able to think in two dimensions. You can
calculate statistics by column (what’s the average Math grade across all students?) or by row
(what’s Alice’s average across all subjects?). You can filter rows based on column conditions
(show me students with Math greater than 90). You can select rectangular regions (show me
Math and English grades for Alice and Bob). This flexibility makes DataFrames the fundamental
tool for data analysis in Python - they’re used in every data science project, every business
analytics workflow, every scientific research pipeline.

1.2 DataFrame Structure Anatomy

Structurally, a DataFrame has three components that work together to create a table of labeled
data. First, there’s the row index - labels for each row, just like the Series index you’re familiar
with. Second, there are column names - labels for each column, identifying what variable that
column represents. Third, there are values - the actual data in a two-dimensional grid.

When you print a DataFrame, you see row indices on the left side (vertical), column names
across the top (horizontal), and data values in the cells where rows and columns intersect.
This is exactly like a spreadsheet, making DataFrames immediately familiar and intuitive. The
crucial insight is that each column is actually a Series object, and all these Series share the
same row index, keeping everything aligned.

1.3 Creating Your First DataFrame

Let’s create our first DataFrame and explore its structure. The most common way to create a
DataFrame is from a dictionary where keys become column names and values (lists or arrays)
become the data in those columns.
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1 import pandas as pd

2

3 # Create DataFrame from dictionary

4 grades_dict = {

5 ’Math’: [87, 92, 88],

6 ’English ’: [90, 85, 92],

7 ’Science ’: [85, 88, 90]

8 }

9 grades = pd.DataFrame(grades_dict ,

10 index =[’Alice ’, ’Bob’, ’Charlie ’])

11

12 print(grades)

13 print(f"\nShape: {grades.shape}") # (rows , columns)

14 print(f"Columns: {grades.columns}")

15 print(f"Index: {grades.index}")

The output shows a table with student names (Alice, Bob, Charlie) as row indices on the
left, subject names (Math, English, Science) as column headers across the top, and grades in
the cells. The shape attribute tells you it’s 3 rows by 3 columns. The columns attribute shows
the column names, and the index attribute shows the row labels. This three-part structure -
row index, column names, values - is the foundation of every DataFrame.

2 Part 2: DataFrame Creation Methods

2.1 From Dictionary of Lists

The dictionary-of-lists method is the most intuitive for creating DataFrames. Each dictionary
key becomes a column name, and the corresponding list becomes that column’s data. All lists
must have the same length because every row must have a value for every column.

1 # Student data with multiple attributes

2 student_data = {

3 ’Name’: [’Alice’, ’Bob’, ’Charlie ’, ’Diana’],

4 ’Age’: [20, 21, 19, 22],

5 ’GPA’: [3.8, 3.6, 3.9, 3.7],

6 ’Major’: [’CS’, ’Math’, ’CS’, ’Physics ’]

7 }

8

9 df = pd.DataFrame(student_data)

10 print(df)

11

12 # Set Name as index instead of default integers

13 df_named = pd.DataFrame(student_data).set_index(’Name’)

14 print(f"\nWith Name as index:")

15 print(df_named)

Notice how we can use set index() to convert one column into the row index. This is
common when you have a natural identifier column (like names, IDs, or dates) that should
serve as the index rather than keeping the default integer positions.

2.2 From List of Lists with Column Names

Sometimes your data comes as rows (list of lists), not columns. You can create a DataFrame
from this structure by specifying column names separately. This is useful when reading data
from CSV files or databases where each row is a record.

1 # Data as rows

2 data_rows = [

3 [87, 90, 85],
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4 [92, 85, 88],

5 [88, 92, 90]

6 ]

7

8 grades = pd.DataFrame(data_rows ,

9 columns =[’Math’, ’English ’, ’Science ’],

10 index =[’Alice ’, ’Bob’, ’Charlie ’])

11 print(grades)

Each inner list becomes a row in the DataFrame. The columns parameter specifies the
column names, and the index parameter specifies the row labels. This row-oriented approach
matches how many data sources provide information - one record (row) at a time.

2.3 From Dictionary of Series

When you create a DataFrame from a dictionary of Series, pandas performs automatic index
alignment. The Series indices become the DataFrame’s row index, and if different Series have
different indices, pandas aligns them automatically, filling missing values with NaN.

1 # Different students took different tests

2 math_scores = pd.Series ([87, 92, 88],

3 index=[’Alice’, ’Bob’, ’Charlie ’])

4 english_scores = pd.Series ([90, 85, 92, 89],

5 index=[’Alice’, ’Bob’, ’Charlie ’, ’Diana ’])

6

7 grades = pd.DataFrame ({

8 ’Math’: math_scores ,

9 ’English ’: english_scores

10 })

11 print(grades)

12 # Diana has NaN in Math (not in math_scores)

This automatic alignment is incredibly powerful. You can combine data from different
sources with different coverage, and pandas handles the alignment and missing data for you.
Diana appears in the DataFrame even though she only has an English score - her Math score
is NaN, which correctly represents ”no data available.”

3 Part 3: Accessing DataFrame Elements

3.1 Selecting Columns

Selecting columns from a DataFrame is straightforward and follows multiple patterns. Single
column selection returns a Series (because a column is a Series). Multiple column selection
returns a DataFrame (a subset of columns).

1 grades = pd.DataFrame ({

2 ’Math’: [87, 92, 88],

3 ’English ’: [90, 85, 92],

4 ’Science ’: [85, 88, 90]

5 }, index=[’Alice’, ’Bob’, ’Charlie ’])

6

7 # Single column (returns Series)

8 math_grades = grades[’Math’]

9 print(f"Math grades (Series):\n{math_grades }\n")

10

11 # Multiple columns (returns DataFrame)

12 stem = grades [[’Math’, ’Science ’]] # Note double brackets

13 print(f"STEM grades (DataFrame):\n{stem}\n")

14

15 # Attribute access (when column name is valid identifier)
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16 eng = grades.English

17 print(f"English via attribute: {eng}")

Notice the double brackets [[’Math’, ’Science’]] for selecting multiple columns. The
outer brackets mean ”select from DataFrame,” and the inner brackets create a list of column
names. Single brackets [’Math’] select one column and return a Series. This is important - a
single column is a Series, so you can use all the Series methods you learned in Lecture 16 on
any DataFrame column.

3.2 Selecting Rows with .loc[] and .iloc[]

Row selection works exactly like Series selection, but now we’re selecting from a two-dimensional
structure. The .loc[] accessor uses row labels, and .iloc[] uses integer positions. These work the
same as in Series, just extended to DataFrames.

1 grades = pd.DataFrame ({

2 ’Math’: [87, 92, 88],

3 ’English ’: [90, 85, 92],

4 ’Science ’: [85, 88, 90]

5 }, index=[’Alice’, ’Bob’, ’Charlie ’])

6

7 # Single row by label (returns Series)

8 alice = grades.loc[’Alice’]

9 print(f"Alice’s grades :\n{alice}\n")

10

11 # Multiple rows by label (returns DataFrame)

12 top_two = grades.loc[[’Alice ’, ’Bob’]]

13 print(f"Top two students :\n{top_two }\n")

14

15 # Row by position (returns Series)

16 first_student = grades.iloc [0]

17 print(f"First student :\n{first_student}")

When you select a single row, you get a Series where the index is the column names and the
values are that row’s data. When you select multiple rows, you get a DataFrame with those
rows. This pattern - single selection returns Series, multiple selection returns DataFrame - is
consistent throughout pandas.

3.3 Selecting Subsets: Rows AND Columns Together

The real power of .loc[] and .iloc[] appears when you select both rows and columns simultane-
ously. You specify rows first, then columns, separated by a comma. This lets you extract exact
rectangular regions from your data.

1 grades = pd.DataFrame ({

2 ’Math’: [87, 92, 88, 95],

3 ’English ’: [90, 85, 92, 88],

4 ’Science ’: [85, 88, 90, 92],

5 ’History ’: [88, 91, 85, 90]

6 }, index=[’Alice’, ’Bob’, ’Charlie ’, ’Diana’])

7

8 # Specific cell: Alice’s Math grade

9 alice_math = grades.loc[’Alice’, ’Math’]

10 print(f"Alice’s Math: {alice_math}")

11

12 # Row slice , column slice

13 subset = grades.loc[’Alice ’:’Charlie ’, ’Math’:’Science ’]

14 print(f"\nSubset :\n{subset}")

15

16 # Multiple rows , specific columns
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17 stem_top = grades.loc[[’Alice ’, ’Diana ’], [’Math’, ’Science ’]]

18 print(f"\nSTEM for Alice and Diana :\n{stem_top}")

19

20 # Using iloc for position -based selection

21 first_two_rows = grades.iloc [0:2, 0:3]

22 print(f"\nFirst 2 rows , first 3 columns :\n{first_two_rows}")

Remember the crucial difference: .loc[’Alice’:’Charlie’] includes ’Charlie’ (label-based
slicing includes both endpoints), while .iloc[0:2] excludes position 2 (integer-based slicing
excludes the endpoint, standard Python behavior). This can trip you up if you’re not careful -
always think about whether you’re working with labels or positions.

4 Part 4: Boolean Indexing and Filtering

4.1 Single Condition Filtering

Boolean indexing is one of DataFrame’s most powerful features. You create a condition that
evaluates to a Series of True/False values, then use that boolean Series as a filter to select rows.
This is exactly like Series boolean indexing, but applied to selecting DataFrame rows.

1 grades = pd.DataFrame ({

2 ’Math’: [87, 92, 78, 95, 85],

3 ’English ’: [90, 85, 82, 88, 91]

4 }, index=[’Alice’, ’Bob’, ’Charlie ’, ’Diana’, ’Eve’])

5

6 # Find students with Math > 85

7 high_math = grades[grades[’Math’] > 85]

8 print("Students with Math > 85:")

9 print(high_math)

10

11 # Show the boolean mask

12 mask = grades[’Math’] > 85

13 print(f"\nBoolean mask:\n{mask}")

The condition grades[’Math’] > 85 creates a boolean Series with True for students who
meet the condition and False for those who don’t. When you use this as an index grades[mask],
pandas selects only the rows where the mask is True. The result is a DataFrame containing
just the rows that satisfy your condition, with all columns preserved.

4.2 Multiple Conditions with Boolean Logic

Real data analysis often requires filtering on multiple conditions. You can combine boolean
conditions using & (and), | (or), and ~ (not). Each condition must be wrapped in parentheses
due to Python’s operator precedence rules.

1 grades = pd.DataFrame ({

2 ’Math’: [87, 92, 78, 95, 85],

3 ’English ’: [90, 85, 82, 88, 91]

4 }, index=[’Alice’, ’Bob’, ’Charlie ’, ’Diana’, ’Eve’])

5

6 # AND condition: high in both subjects

7 both_high = grades [( grades[’Math’] > 85) &

8 (grades[’English ’] > 88)]

9 print("High in both Math AND English:")

10 print(both_high)

11

12 # OR condition: high in either subject

13 either_high = grades [( grades[’Math’] > 90) |

14 (grades[’English ’] > 90)]

15 print("\nHigh in Math OR English:")
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16 print(either_high)

17

18 # NOT condition: students NOT struggling

19 not_struggling = grades [~( grades[’Math’] < 80)]

20 print("\nNOT struggling in Math:")

21 print(not_struggling)

The parentheses around each condition are mandatory. Without them, Python’s operator
precedence causes confusing errors. Think of it as: (condition1) & (condition2) is the required
syntax. The & operator means ”both must be True,” the | operator means ”at least one must
be True,” and the ~ operator means ”flip True to False and False to True.”

5 Part 5: DataFrame Manipulation

5.1 Adding and Removing Columns

DataFrames are flexible - you can add new columns, remove existing columns, and create
computed columns based on other columns. This is essential for data preprocessing and feature
engineering in data analysis.

1 grades = pd.DataFrame ({

2 ’Math’: [87, 92, 88],

3 ’English ’: [90, 85, 92]

4 }, index=[’Alice’, ’Bob’, ’Charlie ’])

5

6 # Add new column (scalar broadcast)

7 grades[’Science ’] = 85

8 print("After adding Science:")

9 print(grades)

10

11 # Add computed column (from existing columns)

12 grades[’Average ’] = (grades[’Math’] + grades[’English ’]) / 2

13 print("\nAfter adding Average:")

14 print(grades)

15

16 # Remove column (del statement)

17 del grades[’Science ’]

18 print("\nAfter deleting Science:")

19 print(grades)

20

21 # Remove column (drop method - returns new DataFrame)

22 smaller = grades.drop(’Average ’, axis =1)

23 print("\nAfter drop (original unchanged):")

24 print(smaller)

When you assign a scalar (85) to a new column, pandas broadcasts it to all rows. When you
assign a calculation ((Math + English) / 2), pandas performs the calculation row by row and
stores the result. The del statement modifies the DataFrame in place. The drop() method
returns a new DataFrame without the specified column, leaving the original unchanged (unless
you specify inplace=True).

5.2 Transposing DataFrames

Transposing swaps rows and columns, which is sometimes necessary when your data is organized
in the ”wrong” orientation for your analysis. For example, if you have students as columns and
subjects as rows, but you need students as rows, you transpose.

1 grades = pd.DataFrame ({

2 ’Math’: [87, 92, 88],

3 ’English ’: [90, 85, 92],
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4 ’Science ’: [85, 88, 90]

5 }, index=[’Alice’, ’Bob’, ’Charlie ’])

6

7 print("Original (students as rows):")

8 print(grades)

9

10 # Transpose using .T

11 transposed = grades.T

12 print("\nTransposed (subjects as rows):")

13 print(transposed)

After transposing, what were column names (Math, English, Science) become the row index,
and what were row labels (Alice, Bob, Charlie) become the column names. The data rotates 90
degrees. This is useful when the data’s natural orientation doesn’t match your analysis needs.

6 Part 6: Statistical Analysis on DataFrames

6.1 Column-wise Statistics (axis=0)

By default, most DataFrame statistical methods operate on columns (down the rows), comput-
ing one statistic per column. This is the most common case - you want to know the average
grade for each subject, the maximum sales for each product, the standard deviation for each
measurement.

1 grades = pd.DataFrame ({

2 ’Math’: [87, 92, 88, 95],

3 ’English ’: [90, 85, 92, 88],

4 ’Science ’: [85, 88, 90, 92]

5 }, index=[’Alice’, ’Bob’, ’Charlie ’, ’Diana’])

6

7 # Column statistics (default: axis =0)

8 print("Column means (average per subject):")

9 print(grades.mean())

10

11 print("\nColumn maximums:")

12 print(grades.max())

13

14 print("\nColumn standard deviations:")

15 print(grades.std())

The result of grades.mean() is a Series where the index is the column names (Math, English,
Science) and the values are the means of those columns. You can see at a glance which subject
has the highest average grade. Think of axis=0 as ”operate down the columns” or ”compute
one value per column.”

6.2 Row-wise Statistics (axis=1)

Sometimes you need statistics computed across rows - the average grade per student, total sales
per month, mean measurement per sensor. You specify axis=1 to tell pandas to operate across
columns for each row.

1 grades = pd.DataFrame ({

2 ’Math’: [87, 92, 88, 95],

3 ’English ’: [90, 85, 92, 88],

4 ’Science ’: [85, 88, 90, 92]

5 }, index=[’Alice’, ’Bob’, ’Charlie ’, ’Diana’])

6

7 # Row statistics (axis =1)

8 print("Row means (average per student):")

9 print(grades.mean(axis =1))

8



10

11 print("\nRow maximums (best subject per student):")

12 print(grades.max(axis =1))

13

14 # Add as new column

15 grades[’Average ’] = grades.mean(axis =1)

16 print("\nWith Average column:")

17 print(grades)

The result of grades.mean(axis=1) is a Series where the index is the row labels (Alice,
Bob, Charlie, Diana) and the values are the means across the columns for each row. You can see
each student’s overall average. Think of axis=1 as ”operate across the columns” or ”compute
one value per row.”

The axis parameter confuses many beginners. Remember: axis=0 (default) operates on
each column, axis=1 operates on each row. Or think of it as: axis=0 goes down (column-wise),
axis=1 goes across (row-wise).

6.3 The describe() Method for Complete Overview

Just like Series, DataFrames have a describe() method that provides a comprehensive statis-
tical summary. For DataFrames, it generates statistics for each numeric column, giving you a
complete overview of your data’s characteristics.

1 grades = pd.DataFrame ({

2 ’Math’: [87, 92, 88, 95, 78, 85, 91],

3 ’English ’: [90, 85, 92, 88, 82, 89, 93],

4 ’Science ’: [85, 88, 90, 92, 80, 87, 89]

5 }, index=[’Alice’, ’Bob’, ’Charlie ’, ’Diana’,

6 ’Eve’, ’Frank’, ’Grace’])

7

8 print("Statistical Summary:")

9 print(grades.describe ())

The output is a DataFrame itself, where each column is a subject and each row is a statistic
(count, mean, std, min, quartiles, max). You get instant insight into every subject’s performance
distribution. This is typically the first thing you run on a new dataset - it reveals whether your
data makes sense, whether there are outliers, and what the overall patterns look like.

7 Part 7: Sorting DataFrames

7.1 Sorting by Index

You can sort a DataFrame by its row index or column names. This is useful for organizing data
alphabetically, chronologically, or in any order that makes sense for your index labels.

1 grades = pd.DataFrame ({

2 ’Math’: [87, 92, 88],

3 ’English ’: [90, 85, 92]

4 }, index=[’Charlie ’, ’Alice’, ’Bob’])

5

6 # Sort by index (row labels)

7 sorted_df = grades.sort_index ()

8 print("Sorted by student name:")

9 print(sorted_df)

10

11 # Sort in descending order

12 desc_df = grades.sort_index(ascending=False)

13 print("\nDescending order:")

14 print(desc_df)
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After sort index(), the rows are rearranged so the index is in alphabetical order (Alice,
Bob, Charlie). The data values move with their row labels, maintaining the connection between
index and values. By default, sort index() returns a new sorted DataFrame, leaving the
original unchanged.

7.2 Sorting by Values in Columns

More commonly, you’ll want to sort by the values in a specific column - ranking students by
grade, sorting products by sales, ordering records by date. The sort values() method does
this.

1 grades = pd.DataFrame ({

2 ’Math’: [87, 92, 88, 95, 78],

3 ’English ’: [90, 85, 92, 88, 95]

4 }, index=[’Alice’, ’Bob’, ’Charlie ’, ’Diana’, ’Eve’])

5

6 # Sort by Math grades

7 by_math = grades.sort_values(’Math’)

8 print("Sorted by Math (ascending):")

9 print(by_math)

10

11 # Sort by Math descending (highest first)

12 top_math = grades.sort_values(’Math’, ascending=False)

13 print("\nTop Math students:")

14 print(top_math)

15

16 # Sort by multiple columns

17 by_both = grades.sort_values ([’Math’, ’English ’],

18 ascending=False)

19 print("\nSorted by Math , then English:")

20 print(by_both)

When you sort by a column, the entire rows are rearranged based on that column’s values.
If you sort by multiple columns, pandas sorts by the first column, then breaks ties using the
second column. This is perfect for creating rankings or finding top/bottom performers.

8 Part 8: Real-World Applications

8.1 Application 1: Complete Grade Management System

Let’s build a comprehensive grade management system that demonstrates how DataFrame
operations combine to solve real analytical problems. This shows the full power of DataFrames
for organizing and analyzing multi-variable data.

1 import pandas as pd

2

3 # Create grade data

4 grades = pd.DataFrame ({

5 ’Math’: [87, 92, 78, 95, 85, 88, 91, 76],

6 ’English ’: [90, 85, 82, 88, 91, 87, 93, 79],

7 ’Science ’: [85, 88, 80, 92, 89, 86, 90, 75],

8 ’History ’: [88, 91, 85, 90, 87, 89, 92, 81]

9 }, index=[’Alice’, ’Bob’, ’Charlie ’, ’Diana’,

10 ’Eve’, ’Frank ’, ’Grace ’, ’Henry ’])

11

12 # Analysis 1: Overall statistics by subject

13 print("Subject Statistics:")

14 print(grades.mean())

15 print(f"\nOverall class average: {grades.mean().mean():.1f}")

16
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17 # Analysis 2: Student averages

18 grades[’Average ’] = grades.mean(axis =1)

19 print("\nStudent Averages:")

20 print(grades[’Average ’]. sort_values(ascending=False))

21

22 # Analysis 3: Identify struggling students

23 struggling = grades[grades[’Average ’] < 80]

24 print(f"\nStudents below 80 average:")

25 print(struggling [[’Average ’]])

26

27 # Analysis 4: Find top performers

28 top_students = grades.nlargest(3, ’Average ’)

29 print("\nTop 3 students:")

30 print(top_students [[’Average ’]])

31

32 # Analysis 5: Subject -specific analysis

33 print(f"\nStudents excelling in Math (>90):")

34 math_stars = grades[grades[’Math’] > 90]

35 print(math_stars[’Math’])

This example demonstrates a complete analytical workflow: organize data in DataFrame
structure with meaningful row and column labels, calculate column-wise statistics (subject
averages), calculate row-wise statistics (student averages), filter based on conditions (struggling
students), sort and rank (top performers), and extract insights (subject-specific excellence).
This is exactly how data analysts work with real educational data.

8.2 Application 2: Sales Analysis Pipeline

Business data analysis is one of the most common DataFrame applications. This example shows
how to analyze multi-product, multi-month sales data to extract business insights.

1 import pandas as pd

2

3 # Monthly sales data (products x months)

4 sales = pd.DataFrame ({

5 ’Jan’: [1200, 980, 1500, 1100, 890],

6 ’Feb’: [1350, 1020, 1400, 1250, 920],

7 ’Mar’: [1180, 1100, 1550, 1180, 950],

8 ’Apr’: [1420, 1150, 1600, 1300, 1000]

9 }, index=[’Widget A’, ’Widget B’, ’Widget C’,

10 ’Widget D’, ’Widget E’])

11

12 # Analysis 1: Total sales per product

13 sales[’Total’] = sales.sum(axis =1)

14 print("Total Sales by Product:")

15 print(sales[’Total’]. sort_values(ascending=False))

16

17 # Analysis 2: Monthly totals

18 monthly = sales.sum(axis =0)

19 print(f"\nBest month: {monthly.idxmax ()} (${monthly.max():,})")
20

21 # Analysis 3: Products above $5000 total

22 high_sellers = sales[sales[’Total ’] > 5000]

23 print(f"\nHigh -performing products:")

24 print(high_sellers[’Total ’])

25

26 # Analysis 4: Month -over -month growth

27 sales[’Growth ’] = ((sales[’Apr’] - sales[’Jan’]) /

28 sales[’Jan’] * 100)

29 print("\nGrowth from Jan to Apr:")

30 print(sales[’Growth ’]. sort_values(ascending=False))
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This business analysis demonstrates calculating totals across rows (product totals) and
columns (monthly totals), identifying trends (best month, high performers), computing de-
rived metrics (growth rates), and generating actionable insights. These are the fundamental
operations in business intelligence and analytics.

Summary and Best Practices

Key Takeaways:

1. DataFrames are collections of aligned Series columns sharing a common row index

2. Create DataFrames from dictionaries, lists, or Series with automatic index alignment

3. Use .loc[] for label-based access and .iloc[] for position-based access (rows, columns)

4. Boolean indexing filters rows based on conditions; use & (and), — (or), ˜(not)

5. Statistical methods with axis=0 (column-wise) or axis=1 (row-wise) enable flexible anal-
ysis

6. Add/remove columns dynamically; transpose when data orientation needs adjustment

7. Sort by index or values to organize data for analysis and presentation

8. Each DataFrame column is a Series - all Series methods work on columns

Common Pitfalls to Avoid

• Confusing axis=0 (columns/down) with axis=1 (rows/across)

• Forgetting .loc[] slicing includes both endpoints while .iloc[] excludes the endpoint

• Using ’and’/’or’/’not’ instead of &/—/˜in boolean conditions

• Not wrapping each condition in parentheses when combining boolean expressions

• Expecting df[0] to select first column (use df.iloc[:, 0] instead)

• Modifying a view when you meant to create a copy

Practice Exercises

Exercise 1: Student Performance Dashboard
Create a DataFrame with student grades across 5 subjects. Calculate per-subject averages,
per-student averages, identify honor roll students (top 20%), find subject with highest average,
and generate grade distribution by letter grades.

Exercise 2: Sales Analysis System
Build a sales DataFrame for 10 products across 12 months. Calculate total sales per product
and per month, identify best and worst performers, compute month-over-month growth rates,
filter products above revenue threshold, and sort by performance metrics.

Exercise 3: Data Quality Analysis
Given a DataFrame with some missing values (NaN), detect rows/columns with missing data,
calculate statistics ignoring missing values, identify columns with highest missing data percent-
age, and filter to only complete cases.
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Next Steps: Advanced pandas

You now have complete mastery of pandas fundamentals. Future topics include:

• Reading and writing data files (CSV, Excel, JSON)

• Data merging and joining operations

• GroupBy operations for aggregation

• Pivot tables and data reshaping

• Time series analysis with datetime indices

• Advanced data cleaning and preprocessing

DataFrames are the foundation of data science in Python. Every data analysis project,
every machine learning pipeline, every business intelligence dashboard starts with DataFrames.
Master these fundamentals, and you’re ready for professional data analysis work.
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