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Required Reading

Textbook: Chapter 7, Section 7.14 (complete) - Data Analysis with pandas
Reference Notebooks: ch07/07_14.ipynb for complete pandas workflows

Learning Objectives

By the end of this lecture, you will be able to:

1.

Create DataFrames from dictionaries for data generation and testing in analysis
workflows

. Save DataFrames to CSV files using to_csv() with proper parameters like index=False

Load external data by reading CSV files into DataFrames using pd.read_csv() with
appropriate parameters

Filter data effectively by applying advanced boolean indexing to extract relevant sub-
sets of data

Create computed columns by generating new DataFrame columns through vectorized
calculations and transformations

. Group and aggregate by using groupby() to analyze data by categories with aggregation

functions

Combine datasets by stacking multiple DataFrames vertically using pd.concat/()

. Execute complete workflows by building end-to-end data analysis pipelines from cre-

ation through saving results



Prerequisites Review

Building on Your Complete pandas Foundation:

From Lectures 1-11, you have all Python fundamentals. From Lectures 12-13, you mastered
NumPy arrays including np.where() for conditional operations, which we’ll use for creating
conditional columns.

From Lecture 16, you mastered pandas Series: creating Series from lists and dictionaries
with custom indices, accessing elements using .loc[] and .iloc[], statistical methods (count(),
mean(), std(), describe()), string operations with .str accessor, automatic index alignment dur-
ing arithmetic, and handling missing data with NaN.

From Lecture 17, you mastered pandas DatakFrames: understanding DataFrames as collec-
tions of aligned Series columns, creating DataFrames from dictionaries and lists, accessing data
with Joc[] and .iloc[] for rows and columns, boolean indexing with single and multiple condi-
tions using &, —, and ', statistical methods with axis=0 (column-wise) and axis=1 (row-wise),
adding and removing columns dynamically, and sorting with sort_values().

From Lecture 18, you mastered data cleaning: detecting missing data with isna() and
notna(), handling missing data with dropna() and fillna(), removing duplicates with drop_duplicates(),
validating and converting data types with astype() and to_numeric(), and building systematic
cleaning workflows.

You now have all the foundational skills. This lecture focuses on applying them in complete
real-world data analysis workflows.

Transformation Goal: Evolve from working with manually created DataFrames
in memory to executing professional end-to-end data workflows: loading from files,
transforming data, analyzing patterns, and saving results.

1 Part 1: Introduction and Motivation

1.1 The Real-World Data Analysis Challenge

Imagine you’re a data analyst at a university. Your boss asks: ”What’s the average GPA by
major for students who enrolled in Fall 20247” You don’t have this data in your Python code
- it lives in a CSV file exported from the registration system database. You need to load that
CSV file, filter to Fall 2024 students, group by major, calculate average GPA for each group,
and save the results. This is the reality of data analysis - data lives in files, not in code you
type.

Everything you've learned so far - Series operations, DataFrame manipulations, boolean
indexing, statistical methods, data cleaning - was preparation for this moment. In practice,
you’ll rarely create DataFrames manually by typing dictionaries. Instead, you’ll load data from
external sources (CSV files, databases, APIs), explore and clean it, transform it to answer
specific questions, analyze patterns, and save results for reports or further use.

This lecture teaches you the complete data analysis workflow that professional data scientists
use daily. You'll learn to read CSV files into pandas (the universal data input operation), apply
advanced filtering to extract exactly the data you need, create new columns through calculations
(deriving insights from raw data), group data by categories to find patterns (the most powerful
analytical operation), combine data from multiple sources, and save your results. By the end,
you’ll be able to take a real CSV file and produce meaningful analytical insights.

1.2 The End-to-End Data Workflow

Professional data analysis follows a six-stage pipeline: Load, Explore, Clean, Transform, An-
alyze, and Save. Each stage has specific goals and techniques. First, you Load data from
external files into pandas DataFrames using read_csv(). Second, you Explore the structure



and quality with head(), info(), and describe() to understand what you’re working with. Third,
you Clean issues identified during exploration using the techniques from Lecture 18 (handling
missing data, removing duplicates, fixing types).

Fourth, you Transform data to create analysis-ready formats - filtering to relevant sub-
sets, creating computed columns with derived metrics, reshaping data structures. Fifth, you
Analyze to answer specific questions - grouping by categories, calculating statistics, identify-
ing patterns and trends. Finally, you Save results to CSV files for sharing with colleagues,
importing into reporting tools, or archiving for future reference.

This workflow is iterative - you might discover data quality issues during transformation that
require going back to cleaning, or analytical questions that require additional transformations.
But the fundamental structure remains: load, understand, clean, transform, analyze, save.
This lecture teaches each stage systematically, then shows you how they combine into complete
professional workflows.

2 Part 2: Creating and Working with CSV Files

2.1 The Complete Data Workflow

Real-world data analysis follows a complete cycle: Create, Save, Load, Transform, Analyze,
Save Results. Before we can read and analyze CSV files, we need to understand how data gets
into CSV format in the first place. In this section, you’ll learn both sides of the equation -
creating DataFrames from scratch and saving them as CSV files, then loading them back for
analysis.

CSV (Comma-Separated Values) files are the universal language of data exchange. They’re
simple text files where each line represents a row and commas separate column values. Almost
every tool - Excel, databases, analytics platforms - can read and write CSV files, making them
essential for data sharing and workflow automation.

2.2 Creating Sample Data from Dictionaries

The foundation of pandas work is the DataFrame. While real projects load data from files
or databases, you first need to understand how DataFrames are created. The most common
approach uses Python dictionaries where keys become column names and values become column
data. Think of it as defining your table structure programmatically - each key-value pair defines
one column’s name and all its values.

import pandas as pd
import numpy as np

# Create student test score data using dictionary structure
# Each key %s a column mname, each wvalue %s a list of column data
student_data = {
>’Student’: [’Alice’, ’Bob’, ’Charlie’, ’Diana’, ’Eve’],
>Test1’: [92, 78, 85, 91, np.nan],
>Test2’: [88, 82, 89, 94, np.nan],
>Test3’: [91, 79, 87, 93, 75],
>’Status’: [’Active’, ’Active’, ’Active’, ’Active’, ’Inactive’]

}

# Convert dictiomary to DataFrame
students_df = pd.DataFrame(student_data)
print (students_df)

We created a DataFrame from a dictionary where each key-value pair defines one column.
Notice how np.nan represents missing values (Eve missed Testl and Test2). The dictionary



keys ("Student’, 'Testl’, etc.) became column names. All lists must have the same length - 5
students in this case. pd.DataFrame() automatically aligned everything into a table structure.

2.3 Saving DataFrames to CSV Files

Once you have a DataFrame, save it to CSV using to_csv(). This converts your DataFrame
into a text file where rows become lines and columns are separated by commas. The most
important parameter is index=False, which prevents pandas from writing row numbers as an
extra column. Without this, reloading the CSV creates an unwanted 'Unnamed: 0’ column.

# Save student data to CSV file

# indexr=False prevents writing row numbers as a column
students_df .to_csv(’student_records.csv’, index=False)
print ("Saved student_records.csv")

# Verify the file was created by checking first few lines
with open(’student_records.csv’, ’r’) as f:
for i, line in enumerate (f):
if i < b:
print (line.strip())
else:
break

to_csv() wrote our DataFrame to a text file. The first line contains column names (Stu-
dent,Test1,Test2, Test3,Status). Each subsequent line is one student’s data with commas sep-
arating values. Missing values appear as empty fields. This CSV file can now be opened in
Excel, loaded by other programs, or shared with colleagues.

2.4 Understanding CSV File Format

CSV (Comma-Separated Values) is the universal language of data exchange. A CSV file is
simply a text file where each line represents one row of data, and values within each row are
separated by commas. Think of it like a spreadsheet saved as plain text - you can open it
in Notepad and see the actual structure. The first line typically contains column names (the
header), and subsequent lines contain the data.

Here’s what a simple CSV file looks like inside:

Name,Math,English,Science
Alice,87,90,85
Bob,92,85,88
Charlie,88,92,90

CSV files are ubiquitous because they’re simple, readable by any system (Excel, Google
Sheets, databases, programming languages), don’t require special software, and work across
different operating systems. When you export data from Excel, download data from websites,
or extract data from databases, CSV is often the default format. This makes learning to read
CSV files one of the most practical skills in data analysis.

2.5 Reading and Inspecting CSV Files

Now that we’ve created and saved CSV files, let’s load them back. The pandas function
pd.read_csv() loads a CSV file from disk into a DataFrame in memory. pandas reads the
file line by line, interprets the structure, infers data types, and constructs a DataFrame with
appropriate columns and indices. The simplest case requires just the filename.
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import pandas as pd

# Load CSV file wtth default settings
# pandas automatically uses first row as column names
students = pd.read_csv(’student_records.csv’)

# Inspect the loaded data
print ("First few rows:")
print (students.head()) # Show first 5 rows

print ("\nDataFrame structure:")
print (students.info()) # Column types and non-null counts

print (£"\nShape: {students.shape}") # (rows, columns)

The head() method shows the first 5 rows, letting you verify the data loaded correctly.
The info() method displays column names, data types, and how many non-null values each
column has - perfect for detecting missing data immediately. The shape attribute tells you the
dimensions: first number is row count, second is column count. This inspection step is critical
- always check that the data loaded as expected before proceeding with analysis.

2.6 Customizing CSV Reading with Parameters

Real CSV files aren’t always perfectly formatted. Sometimes the header is in a different row,
or you want to use a specific column as the index, or you only need certain columns to save
memory. The read_csv() function provides parameters to handle these situations.

# Read CSV with custom index column

# Makes ’Student_ID’ the row index instead of 0, 1, 2...

students = pd.read_csv(’student_grades.csv’,
index_col=’Student_ID’)

print ("With Student_ID as index:")

print (students.head ())

# Load only specific columns (saves memory on large files)

# Only read Name, Math, and Science columns

subset = pd.read_csv(’student_grades.csv’,
usecols=[’Name’, ’Math’, ’Science’])

print ("\nSelected columns only:")

print (subset.head())

# Specify data types explicitly (prevents wrong inference)

grades = pd.read_csv(’student_grades.csv’,
dtype={’Student_ID’: str, ’Math’: floatl})

print ("\nWith explicit types:")

print (grades.dtypes)

Setting index_col is useful when your data has a natural identifier (student IDs, product
codes, dates) that should serve as the row index. Using usecols is essential for very large CSV
files where you only need a few columns - why load 50 columns into memory when you only
need 37 Specifying dtype prevents pandas from guessing wrong - maybe student IDs look like
numbers (101, 102) but should be treated as text to preserve leading zeros.

3 Part 3: Advanced Data Filtering Techniques

3.1 Creating Reusable Boolean Masks

In Lecture 17, you learned basic boolean indexing - filtering with conditions like df [df [’Math’]
> 85]. For complex analyses, you’ll often need to reuse the same filter multiple times, or



combine multiple conditions in readable ways. Creating named boolean masks makes your code
clearer and more maintainable.

A boolean mask is simply a Series of True/False values, one per row. When you write
df [’Math’] > 85, you create a mask where True means ”this student scored above 85 in
Math.” Saving this mask to a variable lets you give it a meaningful name and reuse it.

# Load student data
students = pd.read_csv(’students.csv’)

# Create mamed boolean masks for readabilety
high_math = students[’Math’] > 85

high_english = students[’English’] > 85
good_attendance = students[’Attendance’] >= 90

# Use masks individually
math_stars = students[high_math]
print (f"Students with high Math scores: {len(math_stars)}")

# Combine masks for complex filtering

# Students high in both Math AND English

top_students = students[high_math & high_english]

print (£"\nTop students (high in both): {len(top_students)l}")

# Students high in Math OR English with good attendance
candidates = students[(high_math | high_english) & good_attendance]
print (£"\nHonor roll candidates: {len(candidates)}")

Naming your masks (high_math, high_english) makes the code self-documenting. When you
read students [high math & high _english], it’s immediately clear what you’'re selecting. This
is much more readable than students[(students[’Math’] > 85) & (students[’English’]
> 85)], even though they’re equivalent. Professional code prioritizes readability because you’ll
revisit this code months later and need to understand it quickly.

3.2 Chaining Multiple Boolean Conditions

Real business questions often require multiple conditions: ”Show me students who are Computer
Science majors AND scored above 85 in Math AND have GPA above 3.5.” You combine these
conditions using & (and), | (or), and ~ (not), with each condition wrapped in parentheses.

# Complex filtering: CS majors with strong performance
students = pd.read_csv(’students.csv’)

# Multi-condition filter: all must be True

cs_high_performers = students|[
(students[’Major’] == ’CS’) &
(students[’Math’] > 85) &
(students[’GPA’] > 3.5)

]
print ("CS majors with strong performance:")
print (cs_high_performers [[’Name’, ’Math’, ’GPA’]1])

# Either/or condition: at least one must be True

stem_strong = students|[
(students[’Major’] == ’CS’) |
(students[’Major’] == ’Engineering’) |
(students[’Major’] == ’Math’)

]

print (£"\nSTEM majors: {len(stem_strong)} students")

# Negation: students NOT 2n a category
non_freshmen = students[~“(students[’Year’] == ’Freshman’)]
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print (£"\nNon-freshmen: {len(non_freshmen)} students")

The parentheses around each condition are mandatory due to Python’s operator prece-
dence - without them, you’ll get confusing errors. Think of the pattern as: (conditionl) &
(condition2) & (condition3) for "all must be True,” or (conditionl) | (condition2) for

"at least one must be True.” The tilde ~ flips True to False and vice versa, implementing logical
NOT.

3.3 Combining String Filtering with Numerical Conditions

You can combine the .str accessor from Lecture 16 with boolean indexing to filter based on
string patterns alongside numerical conditions. This is powerful for text-heavy datasets where
you need pattern matching plus numerical constraints.

# Students with names starting with ’A’ AND high grades
students = pd.read_csv(’students.csv’)

# Combaine string pattern matching with numerical conditions

a_names_high_grades = students[
students[’Name’].str.startswith(’A’) &
(students[’Math’] > 85)

]
print ("Students whose names start with ’A’ and Math > 85:")
print (a_names_high_grades [[’Name’, ’Math’]])

# Email addresses containing school domain AND active status
# Find specific institution emails for active students

active_school_emails = students|[
students [’Email’].str.contains (’Quniversity.edu’) &
(students[’Status’] == ’Active’)

]

print (f"\nActive students with university emails: {len(active_school_emails)}")

String methods like .startswith(), .contains(), and .endswith() create boolean masks
just like numerical comparisons. You can combine them using the same &, |, and ~ operators.
This lets you ask questions like ”which products have ’organic’ in the name AND cost less than
$107” or "which customers have Gmail addresses AND made purchases over $10007”

4 Part 4: Creating Computed Columns

4.1 Vectorized Calculations for New Columns

Computed columns transform raw data into meaningful metrics. Instead of manually calculat-
ing values row by row with loops (slow and verbose), pandas uses vectorized operations that
process entire columns at once. When you write df [’Total’] = df[’Test1’] + df[’Test2’]
+ df [’Test3’], pandas adds the three columns element-wise, creating a new Total column in
milliseconds regardless of dataset size.

Vectorized operations are both faster and clearer than loops. Compare two approaches: the
loop way requires iterating through rows, accessing each value individually, performing calcu-
lations, and storing results (104 lines of code). The vectorized way is one line: df [’Result’]
= df[’A’] * df[’B’] / df[’C’]. Same result, dramatically simpler.

# Load student test scores
students = pd.read_csv(’test_scores.csv’)

# Create total score column (sum of all tests)
# Vectorized operation processes all rows at once
students [’Total’] = (students[’Testl1’] + students[’Test2’] +



students[’Test3’])

# Create percentage column (scale to 100)

# Assume each test ts worth equal points

max_score = 300 # 3 tests, 100 points each

students [’Percentage’] = (students[’Total’] / max_score) * 100

print ("Students with computed columns:")
print (students [[’Name’, ’Total’, ’Percentage’]].head())

# Create average score column

students [’ Average’] = students[[’Testl’, ’Test2’, ’Test3’]].mean(axis=1)
print ("\nWith average scores:")
print (students [[’Name’, ’Average’]].head())

Notice how natural the syntax is - you write mathematical expressions just like on paper:
Total / max_score * 100. pandas handles all the looping internally. The mean(axis=1)
calculates row-wise average across the three test columns. These computed columns are now
permanent parts of your DataFrame, available for further analysis, filtering, or saving.

4.2 Conditional Column Creation with np.where()

Sometimes new columns need conditional logic - ”if this condition, use this value, otherwise use
that value.” NumPy’s np.where () function provides vectorized conditional operations. Think of
it as a vectorized if-else statement: np.where(condition, value_if _true, value_if false).

import numpy as np

# Create Pass/Fail column based on score threshold
students = pd.read_csv(’test_scores.csv’)

# Calculate total score first
students [’Total’] = students[’Testl1’] + students[’Test2’] + students[’Test3’]

# Conditional column: Pass if total >= 210 (70) of 300)
students [’Result’] = np.where(students[’Total’] >= 210, ’Pass’, ’Fail’)

print ("Students with Pass/Fail status:")
print (students [[’Name’, ’Total’, ’Result’]])

# More complexz: assign letter grades

# First create grade based on percentage

students[’Percentage’] = (students[’Total’] / 300) * 100

students[’Grade’] = np.where(students[’Percentage’] >= 90, ’A’,
np.where (students[’Percentage’] >= 80, ’B’,
np.where (students[’Percentage’] >= 70, ’C’,
np.where (students[’Percentage’] >= 60, ’D’, ’F’))))

print ("\nWith letter grades:")
print (students [[’Name’, ’Percentage’, ’Grade’]])

The nested np.where() creates a cascade of conditions - if percentage is 90+, assign ’A’,
else check if 804, assign 'B’, else check if 70+, and so on. This replaces what would be complex
loop-based if-elif-else logic with a single vectorized operation. The result is a new column where
every row has been evaluated against the conditions and assigned the appropriate value.

4.3 String Transformations for Categorical Columns

The .str accessor creates new columns by transforming text data. You can extract parts of
strings, standardize formats, create categories based on text patterns, or clean inconsistent text
fields.
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# Create category column from product names
products = pd.read_csv(’products.csv’)

# Extract product type from product codes
# Assume format: "TYPE-XXXXX" (e.g., "WIDGET-12345")
products [’Type’] = products[’Product_Code’].str.split(’-’).str [0]

# Standardize to uppercase for comsistency
products [’Type’] = products[’Type’].str.upper ()

print ("Products with extracted types:")
print (products [[’Product_Code’, ’Type’]].head())

# Create region category from city mnames
# East coast cities ws West coast cities

students = pd.read_csv(’students.csv’)
east_cities = [’New York’, ’Boston’, ’Philadelphia’]
students[’Region’] = np.where(

students[’City’].isin(east_cities),
’East Coast’,
’West Coast’

)

print ("\nStudents with region classification:")
print (students[[’Name’, ’City’, ’Region’]].head())

The .str.split(’-’).str[0] pattern is common: split the string by a delimiter (hyphen),
then take the first part. The .isin() method checks if each city is in the east_cities list, creating
a boolean mask that np.where() uses for conditional assignment. These techniques turn messy,
inconsistent text data into clean categorical variables ready for analysis.

5 Part 5: Grouping and Aggregation Basics

5.1 Understanding the GroupBy Concept

Grouping is the most powerful analytical operation in pandas. The concept: split your DataFrame
into groups based on category values (organize students by major, products by category, sales
by region), apply an aggregation function to each group (calculate mean, sum, count), and
combine the results into a summary. This is called split-apply-combine.

Think of organizing a deck of cards by suit. You SPLIT the deck into four piles (hearts,
diamonds, clubs, spades), APPLY an operation to each pile (count how many cards), and
COMBINE the results into one summary (Hearts=13, Diamonds=13, etc.). That’s exactly how
groupby () works with data - it’s organizing and summarizing by categories.

The result of a groupby operation is one row per group with summary statistics. If you
have 1000 students across 20 majors and you groupby(’Major’).mean(), you get 20 rows (one
per major) showing average values for each major. This condensation from detailed records to
category summaries is the essence of data aggregation.

5.2 Basic Groupby with Single Aggregation

The simplest groupby operation groups by one column and applies one aggregation function.
This answers questions like ”what’s the average grade per major?” or "what’s total sales per
region?”

# Calculate average grade by major
students = pd.read_csv(’students.csv’)



# Group by Major, calculate mean of Math scores
major_math_avg = students.groupby(’Major’)[’Math’].mean ()

print ("Average Math score by major:")
print (major_math_avg)

# Group by Major, count number of students
major_counts = students.groupby(’Major’).size ()

print ("\nNumber of students per major:")
print (major_counts)

The syntax groupby(’Major’) [’Math’] .mean() reads as: "organize by Major, select the
Math column, calculate mean for each major.” The result is a Series indexed by major names
with average Math scores as values. The size() method counts how many records are in each
group - useful for understanding group sizes before analyzing statistics.

5.3 Multiple Aggregations with agg()

Often you want several statistics at once - for each product category, you want sum, mean,
and count of sales. The agg() method lets you specify multiple aggregation functions in one
operation.

# Multiple statistics per group
students = pd.read_csv(’students.csv’)

# Calculate mean, min, maz, and count for Math scores by Major
major_stats = students.groupby(’Major’)[’Math’].agg(l[

’mean’, # Average score
‘min’, # Lowest score
‘max’, # Highest score
>count’ # Number of students

iD)

print ("Math statistics by major:")
print (major_stats)

# Different aggregations for different columns

sales = pd.read_csv(’sales.csv’)

category_summary = sales.groupby(’Category’).agg({
’Units_Sold’: ’sum’, # Total wunits
’Revenue’: ’sum’, # Total revenue
>Price’: ’mean’ # Average price

B

print ("\nSales summary by category:")
print (category_summary)

Passing a list of function names to agg() creates multiple columns in the result, one per
aggregation. Passing a dictionary maps specific columns to specific aggregations - very powerful
for mixed analyses where you want sum of some columns and mean of others. This produces
rich summary tables that answer multiple business questions simultaneously.

5.4 Interpreting Groupby Results

Understanding groupby output is crucial for correct analysis. The result is a new DataFrame
(or Series) where the grouping column becomes the index, and the columns are the aggregated
values. Each row represents one group’s summary statistics.

# Detatled groupby analysts
students = pd.read_csv(’students.csv’)

10
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# Group by Major, calculate multiple statistics

summary = students.groupby(’Major’).agg({
’Math’: [’mean’, ’std’, ’count’],
’English’: [’mean’, ’std’, ’count’]

b

print ("Comprehensive summary by major:")
print (summary)

# Access specific results from groupby output

# Get mean Math score for CS major

cs_math_mean = summary.loc[’CS’, (’Math’, ’mean’)]

print (£"\nCS major average Math score: {cs_math_mean:.2f}")

# Find major with highest average Math score
best_major = summary[(’Math’, ’mean’)].idxmax ()
print (f"Major with highest average Math: {best_majorl}")

The multi-level column structure (Math with mean/std/count, English with mean/std/-
count) requires tuple indexing: (’Math’, ’mean’). The idxmax () method finds which index
(major name) has the maximum value - perfect for identifying top performers. Learning to
navigate groupby results unlocks the full power of categorical analysis.

6 Part 6: Combining DataFrames with concat/()

6.1 Understanding Concatenation

Concatenation means stacking DataFrames together, either vertically (adding more rows) or
horizontally (adding more columns). Think of it like stacking physical papers: vertical concate-
nation is like putting January sales on top of February sales to create a combined dataset, while
horizontal concatenation is like placing two reports side-by-side. The key distinction: concat
doesn’t match on keys like merge/join (future topic) - it just stacks data together.

Vertical concatenation (axis=0, the default) is most common: combining data from multi-
ple time periods, multiple files, or multiple sources that have the same column structure. All
DataFrames must have the same columns for vertical concat to make sense. Horizontal concate-
nation (axis=1) combines DataFrames side-by-side, useful when you have different information
about the same entities.

6.2 Vertical Concatenation - Stacking Rows

When you have multiple datasets with identical structure (same columns), vertical concatena-
tion combines them into one master dataset. This is the standard way to aggregate data from
multiple sources or time periods.

# Load monthly sales data from separate files

jan_sales = pd.read_csv(’sales_jan.csv’)

feb_sales pd.read_csv(’sales_feb.csv’)
mar_sales pd.read_csv(’sales_mar.csv’)

# Stack all three months wertically
ql_sales = pd.concat([jan_sales, feb_sales, mar_sales])

print (f"January rows: {len(jan_sales)}")
print (f"February rows: {len(feb_sales)}")
print (f"March rows: {len(mar_sales)l}")

print (£"Q1 total rows: {len(ql_sales)}")

# Verify all data 7s present

11
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print ("\nFirst few rows (from January):")
print (ql_sales.head ())

print ("\nLast few rows (from March):")
print (ql_sales.tail())

The row count of the result equals the sum of input row counts - if Jan has 100 rows, Feb
has 120, and Mar has 110, the result has 330 rows. All data from all DataFrames is preserved.
The original row indices are maintained, which might create duplicate indices (Jan row 0, Feb
row 0, Mar row 0 all appear). If this is problematic, use ignore_index=True.

6.3 Resetting Index After Concatenation

After stacking DataFrames, you often want continuous integer indices (0, 1, 2, ..., N) instead of
the preserved original indices. The ignore_index=True parameter renumbers rows from 0.

# Concatenate with indexr reset for clean numbering
jan_sales = pd.read_csv(’sales_jan.csv’)
feb_sales = pd.read_csv(’sales_feb.csv’)

# Default: preserves original indices (might have duplicates)
combined_old_index = pd.concat([jan_sales, feb_sales])

print ("With original indices:")

print (combined_old_index.index)

# With ignore_indexz: creates new 0, 1, 2, ... sequence

combined_new_index = pd.concat([jan_sales, feb_sales],
ignore_index=True)

print ("\nWith reset index:")

print (combined_new_index.index)

Use ignore_index=True when you don’t care about preserving original indices and just want
clean sequential numbering. Keep original indices when the index has meaning (like dates or
IDs) that you want to preserve. Most often, after combining files, you want ignore_index=True
for simplicity.

6.4 Practical Pattern - Combining Multiple Files

A common real-world task: you have a folder with many CSV files (one per month, one per
region, one per product) that all have the same structure. You want to load and combine them
into one master dataset for analysis.

# Pattern: Load and combine multiple related files
import pandas as pd

# List of files to combine
file_names = [’sales_jan.csv’, ’sales_feb.csv’, ’sales_mar.csv’]

# Load each file into a list of DataFrames

dataframes = []
for filename in file_names:
df = pd.read_csv(filename)

# Optional: add month column to track source

month = filename.split(’_’)[1].split(’.’)[0] # Eztract ’jan’
df [’Month’] = month.capitalize ()

dataframes.append (df)

# Combine all DataFrames
all_sales = pd.concat(dataframes, ignore_index=True)

print (f"Combined {len(file_names)} files")
print (f"Total rows: {len(all_sales)l}")
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print ("\nSample with month tracking:")
print(all_sales.head())

This pattern - load multiple files in a loop, optionally add tracking columns, collect in a
list, concatenate - is used constantly in real data work. It scales easily: add 10 more files, the
code still works. The tracking column (Month) lets you identify which file each row came from,
useful for time-based analysis or data quality checking.

7 Part 7: Saving Results to CSV

7.1 Exporting DataFrames with to_csv()

After all your data loading, cleaning, transforming, and analyzing, you need to save results. The
to_csv() method writes a DataFrame back to a CSV file on disk. This completes the workflow
cycle: CSV file — DataFrame — analysis — processed DataFrame — CSV file.

# After analysis, save results
students = pd.read_csv(’students.csv’)

# Perform analysis
students [’Total’]

= students[’Testl1’] + students[’Test2’] + students[’Test3’]
students [’ Average’] =

students [[’Test1’, ’Test2’, ’Test3’]].mean(axis=1)

# Save processed data to mew file
students.to_csv(’students_with_scores.csv’)
print ("Saved to students_with_scores.csv")

# Verify file was created
import os
if os.path.exists(’students_with_scores.csv’):

print ("File exists - save successful!")
# Load 1t back to wvertfy
verify = pd.read_csv(’students_with_scores.csv’)

print (f"Loaded {len(verify)} rows from saved file")

The saved CSV file now contains all the original columns plus your computed columns
(Total, Average). Other people can open this file in Excel, load it into their own analysis tools,
or you can share it in reports. Saving intermediate results is good practice - if later analysis
fails, you don’t have to re-run earlier steps.

7.2 Controlling CSV Output with Parameters

The to_csv() method has parameters to control output format. The most important is index
- by default, pandas writes the row index to the CSV, which is often not desired because it’s
just sequential numbers 0, 1, 2, etc.

# Control CSV output format

summary = students.groupby(’Major’).agg({
’Math’: ’mean’,
’English’: ’mean’

b

# Default: tincludes tindexr (Major mnames) as first column
summary.to_csv(’summary_with_index.csv’)

# Better: exzclude index when it’s not meaningful
summary.to_csv(’summary_clean.csv’, index=False)

# Keep index when tt’s meaningful
summary.to_csv(’summary_by_major.csv’) # Indez=True by default

13



15
16
17
18

19

# Custom encoding (for international characters)
summary.to_csv(’summary_uth.csv’, encoding=’utf—8’)

print ("Saved summary in multiple formats")

Use index=False when the index is just default integers (0, 1, 2) and not meaningful. Keep
the index when it contains important information (like major names in this groupby result, or
dates in time series). The encoding parameter handles special characters - UTF-8 is the safe
choice for international data.

8 Part 8: Complete End-to-End Workflow Example

8.1 Real-World Scenario - Student Performance Analysis

Let’s build a complete professional workflow that demonstrates everything you’ve learned. The
scenario: you're analyzing student performance data to identify patterns and generate a sum-
mary report. The workflow integrates file I/O, cleaning, filtering, computed columns, groupby,
and saving results.

Workflow Steps:

1. Load student data from CSV

2. Explore and understand structure

3. Filter to relevant subset (active students)

4. Create computed columns (total scores, grades)
5. Group by major and calculate statistics

6. Combine with additional data source

7. Final analysis and sorting

8. Save results to new CSV

8.2 Step 1-2: Load and Explore Data

import pandas as pd
import numpy as np

# STEP 1: Load data from CSV

print ("="*50)

print ("STEP 1: Loading data from CSV file")
students = pd.read_csv(’student_records.csv’)

# STEP 2: Exzplore and understand structure
print ("\n" + "="*50)

print ("STEP 2: Exploring data structure")
print (f"Dataset shape: {students.shapel}")
print (£"\nFirst few rows:")

print (students.head ())

print (f"\nData types and missing values:")
print (students.info ())

print (£"\nStatistical summary:")

print (students.describe ())
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The exploration step reveals the data’s characteristics: how many rows and columns, what
columns exist, which have missing values, what the data types are, and basic statistics (mean,
min, max) for numeric columns. This information guides your cleaning and transformation
decisions.

8.3 Step 3-4: Filter and Create Computed Columns

# STEP 3: Filter to relevant subset
print ("\n" + "="*50)
print ("STEP 3: Filtering to active students")
# Keep only active students with complete test scores
active_students = students[
(students[’Status’] == ’Active’) &
students[’Test1’].notna() &
students [’Test2’] .notna () &
students [’Test3’].notna ()
]
print (f"Active students with complete data: {len(active_students)}")

# STEP 4: Create computed columns

print ("\n" + "="%50)

print ("STEP 4: Creating computed columns")

# Calculate total score

active_students[’Total’] = (active_students[’Testl1’] +
active_students[’Test2’] +
active_students[’Test3’])

# Calculate percentage
active_students[’Percentage’] = (active_students[’Total’] / 300) * 100

# Assign letter grades

active_students[’Grade’] = np.where(
active_students[’Percentage’] >= 90, ’A’,
np.where (active_students[’Percentage’] >= 80, ’B’,
np.where (active_students[’Percentage’] >= 70, ’C’,
np.where (active_students[’Percentage’] >= 60, ’D’, ’F’))))

print ("Sample with computed columns:")
print (active_students [[’Name’, ’Total’, ’Percentage’, ’Grade’]].head())

The filtering step ensures clean data for analysis - only active students with complete test
scores. The computed columns transform raw test scores into meaningful metrics (totals, per-
centages, letter grades) that answer analytical questions.

8.4 Step 5-6: Group, Combine, and Analyze

# STEP 5: Group and aggregate

print ("\n" + "="*50)
print ("STEP 5: Grouping by major for analysis")
major_summary = active_students.groupby(’Major’).agg({
>Total’: [’mean’, ’count’],
’Percentage’: ’mean’,
’Grade’: lambda x: (x == ’A’).sum() # Count of A grades
b
# Flatten column names for readability
major_summary.columns = [’Avg_Total’, ’Student_Count’,
’Avg_Percentage’, >A_Count’]
major_summary = major_summary.reset_index ()
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print ("Summary by major:")
print (major_summary)

# STEP 6: Combine with additional data

print ("\n" + "="x50)

print ("STEP 6: Adding enrollment data")

# Simulate loading enrollment targets

targets = pd.DataFrame ({
’Major’: [’CS’, ’Math’, ’Engineering’, ’Physics’],
’Target_Enrollment’: [200, 150, 180, 120]

b

# Combine with summary (note: this uses merge, simplified here)
# For concat, we’d meed same structure

print ("Enrollment targets loaded:")

print (targets)

The groupby operation produces major-level statistics: how many students per major, aver-
age scores, and count of A grades. This condenses hundreds of student records into actionable
summary insights. The combination with enrollment targets demonstrates integrating multiple
data sources.

8.5 Step 7-8: Final Analysis and Save Results

# STEP 7: Final analysis and sorting
print("\n" + ||=||*50)
print ("STEP 7: Final analysis and ranking")

# Sort by average percentage (best performing majors first)
major_summary_sorted = major_summary.sort_values(’Avg_Percentage’,
ascending=False)

print ("Majors ranked by performance:")
print (major_summary_sorted)

# Identify majors with >25) A-grade rate
high_performers = major_summary[
(major_summary[’A_Count’] / major_summary[’Student_Count’]) > 0.25
]
print (f£"\nHigh-performing majors (>25% A grades):")
print (high_performers[’Major’].tolist ())

# STEP 8: Save results
print("\n" + ||=||*50)
print ("STEP 8: Saving results to CSV")

# Save detailed student data
active_students.to_csv(’students_processed.csv’, index=False)
print ("Saved: students_processed.csv")

# Save major summary
major_summary_sorted.to_csv(’major_summary.csv’, index=False)
print ("Saved: major_summary.csv")

print ("\n" + "="%50)

print ("WORKFLOW COMPLETE!")

print (f"Processed {len(active_students)} students")
print (f"Analyzed {len(major_summary)} majors")
print ("Results saved for reporting")

The final steps produce actionable insights (major rankings, high-performing programs) and
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save both detailed data and summary reports. This complete workflow demonstrates profes-
sional data analysis: systematic, documented, producing reusable outputs.

Summary and Best Practices

Key Takeaways:

1.

Create DataFrames from dictionaries for data generation and testing - programmatic data
creation

Save DataFrames to CSV using to_csv() with index=False for clean output files

. CSV files are the universal data exchange format - learn read_csv() parameters for flexi-

bility

. Create named boolean masks for complex filtering - improves code readability and main-

tainability

. Use vectorized operations for computed columns - never write loops for row-by-row cal-

culations

. np.where() provides vectorized conditional logic - replaces loop-based if-else statements

groupby() is the most powerful analytical operation - master split-apply-combine concept

. concat() stacks DataFrames vertically (rows) - use ignore_index=True for clean indices

. Complete workflows follow Create — Save — Load — Transform — Analyze — Save

Results pattern

Common Pitfalls to Avoid

Creating DataFrames with mismatched list lengths in dictionary (all values must have
same length)

Forgetting to use np.nan for missing values when creating test data

Saving CSV without index=False, creating unwanted "Unnamed: 0’ column
Forgetting to inspect data after loading (use head(), info(), describe() immediately)
Not using usecols parameter when loading large CSV files (wastes memory)

Creating computed columns with loops instead of vectorized operations (dramatically
slower)

Forgetting parentheses around each condition in boolean expressions
Confusing concat() (stacking) with merge() (joining on keys - future topic)
Not using ignore_index=True after concat, leaving duplicate indices

Skipping the workflow verification step (always check results make sense)
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Practice Exercises

Exercise 1: Sales Data Analysis
Load monthly sales CSV files, combine into quarterly dataset, create Revenue column (Units *
Price), filter to products with Revenue ; $10000, group by Category calculating total revenue
and average price, sort by total revenue descending, and save top 10 categories to CSV.
Exercise 2: Student Grade Processing
Load student data, create Total and Average columns from Test1-Test3, assign letter grades
using np.where(), filter to students with Average ;= 70, group by Major calculating mean
average and grade distribution, identify majors with ;80% passing rate, and save summary
report.
Exercise 3: Customer Segmentation
Load customer data, create Age_Group column (18-25, 26-35, 36-45, 46+) using np.where(), cre-
ate High_Spender boolean column (Total Purchases ; $1000), filter to active customers, group
by Age_Group calculating count and percentage of high spenders, and save segmentation anal-
ysis.

Next Steps

You now have complete end-to-end data analysis workflows with pandas. Future advanced
topics include:

e Merging and joining DataFrames on key columns (combining related datasets)

Pivot tables and cross-tabulation for multi-dimensional analysis

Advanced groupby with multiple grouping columns and custom aggregations
e Time series analysis with datetime indices and resampling
e Reading and writing Excel, JSON, and SQL database formats

e Data visualization with matplotlib and seaborn

The workflow pattern you learned today - Load — Clean — Transform — Analyze — Save
- applies to every data analysis project you’ll encounter. You now have the fundamental toolkit
of professional data analysts. Practice these workflows on real datasets to build fluency and
confidence.
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